Metho ds and Cost Mo dels
for XPath Query Pro cessing
In Main Memory Databases

Henning Rode

Master Thesis
Universitat Konstanz

October 2003



Contents

In tro duction

1.1 Outline . ... . . . . e
1.2 TheMonet MMDB . . . . . . . . . . . . . . . ..
1.3 The XPath Query Language. . . . . . . .. .. .. ... ... ....
1.4 Query Optimization in XPath . . . . ... ... ... .........
XPath Evaluation
2.1 MMDBMS specic Adaptations . . . . . .. ... .. .. .......
2.2 General Pre-/P ostorder Properties . . . . . .. .. ... ... ....
221 Tree AWar€nessS. . . . . . . v v i i e e e
2.2.2 Ancestorand Descendam Sizes . . . .. ... .. ... .. ..
2.3 XPath Operators . . . . . . . . . .. i
2.3.1 Descendah and Ancestor Axis . . . .. ... ... ......
2.3.2 Following and PrecedingAxis . . . . . ... ... .......
2.3.3 Child Axis . . . . . . . . . e
234 Parent AXIS . . . . . . e
2.35 Other AXes . . . . . . . o i i e
236 NodeTests . . . ... . . . . i it
2.4 Conclusion . ... .. . ... e

Result Size Estimation
3.1 RelatedReseart . . . . .. .. ... ... ..
3.2 Preliminaries . . . . . . ...
3.3 Child AXis . . . . . . . e
3.4 Descendah AXIS . . . . ...
341 Sampling . . .. ...
3.5 Parent AXIS . . . . . .
3.5.1 Fan-Out Specic Groups. . . . . . . . v v v v v i i e
3.5.2 Tag-NameSpecic Groups. . . . . . . v v v v v v v v v ..
3.5.3 Summarizationof Groups . . . . ... ...
3.6 ANCESIOrAXIS . . . . . . o e
3.6.1 Level Model of the Pruned Context Set . . . . ... ... ..
3.6.2 Overlap-Free Ancestor Estimation . . . .. ... ... ....
3.6.3 Tag-NameSpecic Context Sets . . . .. ...........
3.7 Preceding-/Following-Sibling Axis . . . . . ... .. .. ... ....
3.7.1 Tag-NameSpecic Context Sets . . ... ...........
3.8 Other AXis Steps . . . . . . . . .
3.9 NodeTests . . . . . . . . e
3.10 Experimental Studies. . . . . . . ... ... .
3.10.1 Setup . ...
3.10.2 ACCUIACY . . .« v o ot e e e e e
3.10.3 Performance . . . . ... .. .. ... ...



CONTENTS

3.10.4 StorageRequiremerts . . . . .. .. ... .. .
311 Conclusion . . . .. e

4 Cost Mo dels
4.1 Hierarchical Memory AccessModels . . . . .. ... ... ......
4.1.1 Data regionsand AccessPatterns. . . . . .. ... ... ...
4.2 Data Accessof the XPath Operations . . . . ... ... ... ....
4.2.1 Determining a Generic AccessPattern . . . . . ... ... ..
4.2.2 Axis specic Parameters. . . . . . . ... ... ...
4.3 Calibration ofthe CPUCosts . . . . .. .. ... ... ... .....
4.3.1 CPU Cost Functions for the Axis Step Algorithms . . . . . .
4.4 Experimental Studies. . . . . .. ... L Lo
441 Setup . . ...
442 CacheMissTests. . . . .. . .. ... i
443 Calibration Tests. . . . .. ... ... .. .. ... ...
444 Accuracy Tests . . . . . . . . .. ..
4.45 Estimation BasedTests . . . . ... .. ... .. ... ....
45 Conclusion . . . . . . ...

5 Future Work
5.1 Improving the Evaluation of Step Expressions. . . . . ... ... ..
5.2 OpenCostModeling Tasks . . .. ... .. .. ... .........
5.3 Searding for Optimal Query Plans . . . . . ... ... ... ... ..



Abstract

Recent work on XPath evaluation hasproducede cien t relational index structures
for maintaining and querying XML through a DBMS. Built on top of an relational
encaling, named the XPath Accelerator, this thesis takes a closerlook at its uti-
lization within the scope of query processing.

Basic XPath operations, suc as axis steps and simple node tests, remain in
the focus of the study. Appropriate database operations for their evaluation are
intro ducedin the context of the main memory DBMS Monet. In those caseswhere
the existing databaseoperators fail to exploit the tree properties of XML data, new
algorithms have beendeveloped, designedspeci cally for evaluation of XPath axes.

As an important step towards cost analysisfor the proposedXPath operations,
result size estimation is discussedin the trade o between accuracy and expense.
Di erent methods shov how statistical data as well as sampling techniques can be
usedfor estimating result sizesof simple axis steps.

The generation of cost functions mainly considersthe time, that the XPath
operations spend on data access.Evenin main memory databases,CPU processing
usually gets stalled for outstanding memory fetches. Therefore, our cost functions
explicitly analyzethe cache usageof the operations, adopting a hierarchical memory
accessnodel.

Detailed tests demonstrate the accuracyand performanceof the proposedresult
sizeand cost estimation techniques.



Chapter 1

In tro duction

Applications with XML baseddata storage rely on specialized languages,such as
XQuery and XPath, when querying and retrieving particular information from large
volumesof XML data. Increasingdocumert sizes,however, makethe task of e cien t

guery processingeven more challenging. Quite a number of recert researd projects,
aimed at tackling this issue, have comeup with as many di erent approades. In

order to outline some of the basic ideas, besidesSAX or DOM based processing
of the textual XML represeration, documerts are often stored and queried within

databasesystems. The latter approach may be further classi ed sincesomeof them

usea new kind of DBMS for native storage of XML data, while others try to map
the tree-shaped XML data into corvertional relational tables aiming to exploit the
performance of existing RDBMS.

This study is alsolinked to a particular project, namely the Path nder XQuery
Compiler, belonging to the latter category, however opting for a specialized main
memory database. The outcomes of the following work should newvertheless be
adaptable for the most part to serve XPath processingin any kind of RDBMS.

E cien t XPath query processingon top of a database badk-end is concerned
with at least the following issues:

nding appropriate storage and index structures,
developing specialized algorithms to serve typical XPath operations,
tactical and strategical query optimization.

Sincerecen researd has already preseried e cien t encalings for maintaining
and querying XML in relational tables [GKT04], we will mainly focuson the second
and third task.

The term tactical optimization refersto the choice of the best matching algo-
rithm for executingan operation in a certain given situation. For examplein caseof
a join operation, databasesystemsusually disposeof more than one particular im-
plemenrtation of its execution. Depending on the corntext conditions, e.g., whether
the operands are sorted or whether an index exists, the most e cien t algorithm
should be identi ed. In corntrast, strategical optimization, acting at a higher level,
means searding for the the best query plan with respect to the order of single
operations. Database systemsusually perform this kind of optimization to nd the
best join order or to push down selections. Although both, tactical and strategical
optimization, addressdi erent problems, it is often impossible to separate their
tasks. Strategical decisionsobviously have impact on the choice of the algorithms,
and vice versa.

In order to enable the optimization, cost models are required for comparing
the performanceof di erent query plans and applied algorithms in advance. They
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should provide an accurate although fast estimation of the time neededfor the ex-
ecution of a given operation. Hence, the design of new algorithms for e cien tly
serving XPath operations should also include a cost model of their expected perfor-
mance.

1.1 Outline

To give an overview on the structure of this study, we start with two short intro duc-
tory excursesabout the speci cs of the applied MMDB systemand the XPath query
language. Chapter 2 subsequetly introducesthe data model, especially designed
for storing and e cien t querying XML data within the database. It is also shown,
how XPath operations can be further improved by replacing standard databaseop-
erations with new algorithmic approades. Precedingthe actual cost analysisof the
proposed methods, Chapter 3 addressesthe issue of result size estimation, which
could be regardedas a mainly independent but neverthelessimportant subtopic of
cost modeling. The needfor accurate sizeestimateswill becomeapparert when de-
riving data accesgostsfor the XPath operationsin the last chapter. Both result size
optimization and further cost modeling are accompaniedby an experimertal study,
shawing the accuracy and performanceachieved in a set of de ned test cases.The
experiments also provide a badkground for the nal discussionon the achievemerns
made as well ason the needsfor further researd.

1.2 The Monet MMDB

Compared to corventional RDBMS, our chosen main memory database system
MonetDB [MDB] comeswith a number of non-standard facilities. Based on the
researdqy on CPU performance and cade utilization of typical database opera-
tions [Bon02,MBK00, Man02,MBKO02], the dewlopmert of the Monet database
kernel deploys new conceptsfor storageand accessof data tables. In the following,
only the most important issueswith respect to the designof our XPath algorithms
are touched upon.

The BAT Concept Monet comeswith the restriction to support only binary
tables on the physical level of storage, named binary assaiation tables (BATS).
Relations with more than two attributes are fragmerted vertically and have to be
joined for a full table view. In terms of BAT algebra,the rst column of the binary
tables is called the head, the secondbeing the tail.

The main aim of the BAT data model is to keepthe recordsas small as possible
resulting in higher utilization of the cades. Following the obsenation that in
current hardware architectures main memory accesshasbecomethe new bottleneck
for database operations [Bon02], improving the cacde performance becomesthe
basic task of any kind of data access.Typical databaseoperations, e.g., selections
on a single property or joins comparing two elds, only involve a few attributes of
their argument relations. If record sizesare large, relevant data with respect to
the operation is burdened by large blocks of non-relevant data, in adjacert memory
locations. It is thus unlikely to accesamore than just one neededdata item within
a single cache line load, furthermore, the total number of cached data items would
be bounded by the number of the available cache lines. Hence, processingtime on
any current hardware systemwould be dominated by the time for memory access.
Since BATs ensure small record sizesand therefore a higher locality of relevant
data, cade utilization is improved signi cantly. Figure 1.1 visualizesthe bene ts
of traversing the data stored in a BAT comparedto a corvertional data table.
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Figure 1.1: Cache-line covering of large-sizedvs. small BAT records.

The void Data type On the other hand, having only BATs would lead to high
redundancy of data storage. Vertical fragmentation comeswith the need of main-
taining the primary keyin every singletable, and evenworse,complex queriescause
a high number of additional key joins that would considerablyundermine the perfor-
mance. To overcomethese problems, Monet provides the feature of void columns,
cortaining so called virtual object identi ers . Instead of storing a consecutie se-
guenceof integer numbers, which is the most commonly useddata type for unique
key values,the systemjust keepsthe o set and the length of such a densesequence.
Hence,a BAT containing a column of type void is handled like a one-dimensional
array. This approad not only avoids redundancy, but also signi cantly accelerates
random key access. Searting for a key value in a void column is reducedto a
simple positional lookup at memory addresso set + key. We can thus regard a
void column asakind of an index on the data items of the BAT's tail. Special join
implementations allow to exploit void -property of their operands,thus minimizing
the overheadcausedby additional key joins.

Notice, that the array structure of a void BAT requires a combination with
a xed length data type. Avoiding restrictions on the combination of types, the
Monet system stores variable sized data in a separate heap addressedby xed
length pointers from within the respective BAT.

The MIL language Monet strictly distinguishesbetweenthe databasebadk-end
and di erent kind of applications to be run on top of it, e.g.,an SQL front-end or a
specializeddata mining tool. The intermediate languagefor communication of the
two parts, called Monet Interpreter Language(MIL), provides a small but rather
straightforward interface to the badk-end functionality. It mainly includes a set of
specialized algebra operators working on the BAT data model and the supported
data types. Furthermore, asa procedural language,MIL also provides basic cortrol
structures and allows usersto de ne their own functions.

Whereaswe useMIL for all kinds of standard databaseoperations, the existing
language constructs are not su cien t to enable e ective XPath evaluation. Since
MIL code is interpreted, especially loops are performed signi cantly slower than
in any compiled language. For the implementation of the algorithms, proposed
in Chapter 2, we thus make use of the MIL extensibility, creating a new module
of fast operators implemented in the C language, specializedin supporting XPath
operations.

1.3 The XPath Query Language

XPath [BBC* 03] is designedto addressparts of XML documerts. Using a path
notation, it allows to navigate through the structure of an XML documert.
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Axis Step Result

v/child elemert child nodes of v

v/descendant recursive closure of the child axis
v/descendant-or-self v itself and its descendarts

v/parent parent of v

v/ancestor recursive closure of parent axis
v/ancestor-or-self v itself and its ancestors

v/following elemert nodes following v in document order
v/preceding elemert nodes preceding v in document order
v/following-sibling followings having the same parent asv
v/preceding-sibling precedings having the same parent asv
v/self %

v/attribute attribute nodesof v

Table 1.1: Overview of axis semartics originated in context node v.

Being a functional language,XPath consistsbasically of expressions.XPath ex-
pressionsalways evaluate to a sequene of items, meaning an ordered set of zero or
more items. All information that a ects the result of an expressionis called the
expression'scontext. For this study, we concerirate on a subsetof XPath expres-
sions, namely the path expressions asthey represen the most speci c part of the
XPath language. A simple example of a path expressionmay help to explain the
intro duced terms:

/descendant:;:addr ess/c hild: :emal :

The rooted path expressioncan be divided into two step expressions The descen-
dant step, being the rst one, originates in the root node. Its result sequenceis

passedover asthe context to the subsequetly evaluated child step. Both axis steps
in the example are combined with name tests to further lter the result sequence
of the respective steps. Thus, the above path expressionselects

all elementsnamed \email" that havean \address" parent and that are
in the samedaocument.

Besidesthe descendah and the child axes, the XPath language speci es ten
further axesdescribing the position of the nodesin the XML tree with respect to
a context node. [BBC™* 03] further categorizesthese axesinto forward and reverse
ones,basedon whether the nodesselectedby the axis lie beforeor after the current
context node in documert order.

Table 1.1 lists all existing axes; for the exact de nitions of axis semartics the
reader is referred to [BBC* 03]. In our casethe distinction between reverse and
forward axesplays a minor role, instead we intro duce the term major axes for the
ancestor, descendat, preceding and following axesthat partition the ertire set of
nodesin the documern (seeSec.2.2).

XPath de nes the result sequenceof any step expressionto be sorted in as-
cending document order. Informally, documert order correspondsto a depth- rst,
left-to-right traversal of the nodesin the tree represeration of an XML documert.
A precisede nition is given at the beginning of Chapter 2 in the context of intro-
ducing preorder values. Although XPath always regardsa set of nodesasa ordered
sequencewe only usethis term wheneer the current ordering of nodesis important
in the consideredcontext. Otherwise we refer to the context set CS, in which the
step originates, and the node set NS represerting the baseset of XML tree nodes,
over which the evaluation takesplace. Both CS and NS completely parameterize
an axis step S and determineits result set RS: RS  S(CS;NS).
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Every step expressionin XPath is combined with a node test. A node test canbe
either a name test asin the above exampleor a kind test, which enablesselectionof
nodesbasedon their kind. Nametests lter out elemen nodeshaving the speci ed
tag-name, except for the attribute axis, in which casethe attributes of the given
name are selectedinstead. Other kinds of selectionsare expressedin XPath by
optional speci cation of predicates Any boolean expressionis allowed here to be
usedas a predicate, indicating whether a single node that has passedthe node test
quali es for the result or not. However, the impact of predicateson the result size
and evaluation performance of step expressionsis beyond the scope of this work.

With the basic structure of path expressionsbeing =$,=S,=:::=S,, the process
of evaluation is performed from left to right. Step expressionS; is evaluated and
its result serves as the dynamic cortext for Sj,1 . If the context set of any step
expression contains more than a single node, [BBC* 03] describes its processing
as successie single evaluations for ead of its context nodes, followed by a nal
merging of the results, which performs a sorting in document order and duplicate
elimination.

1.4 Query Optimization in XPath

When trying to nd starting points for query optimization, we have to identify
exchangeable parts within query plans that might dier in their execution per-
formance, but still remain semartically equivalent. Howewer, path expressionare
neither commutative nor assaiative with respect to the ordering of their steps.

[WJLYO03] resolvesthe problem by regarding an axis step asa cortainment join
of the two setsCS and NS, rede ning CS, NS, and RS as setsof node pairs, e.g.,
every ¢ 2 CS is a node tuple of the form hcy; ci. The result of an axis step can
then be speci ed as

S(CS;NS) = fheg; naij hep; i 2 CS;ng;ngi 2 NS; ng on axis S of ¢;g:
Any path expressionCS=%=S,=:::=S, performedon documert D is translated to

Sn(i::S1(So(CSp; NSp); NSp) 111 NSp);
CSp = fhe;cjc2 CSg; NSp = thn;nijn 2 Dg:

The useof thesenode pairs allows to rewrite the query plans emergingfrom a path
expression. For any two step expressionsS;; Si+1, Sj+1 following directly on S in
the consideredpath, the step evaluation can be exchangedas follows:

Si+1 (Si(CS;NS);NS)  Si(CS;Si+1 (NS;NS)):

In order to meet XPath semartics, the nal result of the path expressionhasto be
post-processedo yield a sorted, duplicate free node sequence.

Although this approad enablesquery optimization to a great extent, the node
pairs introduce a signi cant overheadin terms of intermediate result sizes, espe-
cially for the major XPath axes. Whereas the previously described evaluation
processde ned in [BBC* 03] requires duplicate elimination for the result of each
step expression,the node pairs needto store each combination of nodesrelying on
the specied axis, which contradicts the aim of nding query plans with smaller
intermediate results.

A di erent way of query optimization is suggestedby the authors of [OMFBO02].
They searded for symmetriesin the semartics of path expressionsand derived a
large set of path equivalences. Applying simple rewriting rules allows to exchange
parts of the path by equivalent expressionswhich enable faster evaluation. The
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N il h%d ?
emai chi
I dj) ¢
S S N

[child 2 /desc ) :email
[ ] M o > |
::adn[i\qless NS Cs ::adn[i\|r|ess NS
/deSSC 2 NS
o 4
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Figure 1.2: Query plans for the example path expression,changing the evaluation
order of axis step S and node test N inside the step expressions.

found symmetriesare mainly concernedwith the rewriting from reverseto forward
axes, since the former ones cause extremely higher evaluation costsin caseof a
SAX-lik e stream-basedXML-processing. In the context of DBMS basedquerying,
howewer, the di erences betweenforward and reverseaxesbecomenegligible. Fur-
thermore, the suggestedpath rewriting often leadsto a higher complexity of the
resulting expressions. For example, reverse axes are often exchanged by forward
axescombined with further predicates. Thus, the approach would even causeaddi-
tional costsfor predicate evaluation in our case.

Recern researt has generated more ideas on XPath query optimization, for
instance, [KGO02] performs logical optimization of path queriesusing information
obtained from the corresponding DTDs. Howewer, all these approaches consider
the best query plan only in terms of an abstractly de ned optimality. Without
any knowledge about the actual implementation of the algorithms used for path
evaluation, they cannot provide a concrete cost model for a given query plan.

We will thus pursue the long-term objective of query optimization from the
opposite side. As described in the outline of this thesis (Sec. 1.1), we start our
analysisat the level of the algorithms with the aim to provide detailed physical cost
models for eadh intro duced XPath operation. The models may be applied later by
a query optimizer, to judge betweenpossiblequery plansin any given situation.

As the above described methods of path rewriting and containment join order-
ing would not be bene cial in our case,we constrain the optimization problem to
identify the best query plan for the evaluation of single step expressions. Similar
to ertire path expressions,the way the axis step and combined node test are or-
dered can becomean issue of optimization. Figure 1.2 depicts two semarically
equivalent query plans executing axis step S and node test N. The secondversion
can be regardedas a typical selectionpush-down, reducing in advancethe node set
cardinality of the axis step. Intuitiv ely, we would judge the node test push-down
to show better performancein any case. Surprisingly, however, our further analysis
will identify considerableadvantagesof the rst version.



Chapter 2

The XPath Accelerator and
Its Axis Evaluation

As merntioned before, this study is part of the Path nder project whose principal
aim is the construction of an XQuery engine. The project's underlying data model,
the so called XPath accelerator described in detail in [GKTO04], is the rst subject
of this section.

This thesis goalis to exploit the performanceof a relational databasesystemfor
XPath processing.But usingan RDBMS meansworking on relational tables which
do not allow natural storageof tree-shaped XML data. To resolwe this problem, an
encaling is neededthat mapsthe structure of an XML documert and also supports
e cien t querying of all XPath axes. Recent work on the subject has shown that
the pre/post plane [Gru02] appearsto be a very e cien t XML encading at least for
query intensive usage.

In a nutshell, all nodesof the XML tree are labeled with preorder and postorder
values. These two enumerations of the nodes are su cient to represen the tree
structure of the documert. To be more precisewe can de ne an order on the XML
sequenceof nodes. If a;b are nodesin an XML document D

a< b, if aappearsbeforebin a sequetial read of D (2.2)

For elemen nodeswith the start tag being separatedfrom the end tag only the
start tag is taken into accourt. This order is called document order [FMM * 03].
The enumeration of nodesin documert order assignsan integer value to every node
v 2 D, called the preorder-value pre(v).

If the endtag is consideredinstead of the start tag, a similar order canbe de ned
on the XML node sequence.Again, the enumeration accordingto that order assigns
an integer value to every node v 2 D, the postorder-value post(v).

With the above de nitions of pre- and postorder, we can derive the respective
values from the textual represenation of D and store them in a simple relational
table containing the tuples hpre(v); post(v)i for every nodev 2 D. Figure 2.1 shows
the transformation of a small sampledocumert into a pre/p ost table. This process
can be e cien tly executedwith the help of a SAX [SAX] basedparser. The SAX
events startElement and endElement in combination with a stack su ce to build
the pre/p ost table within one sequetiial read, whereasthe stack never contains
more elemerts than height(Tp ), the height of the XML tree Tp correspondingto D.
See[Gru02] for more detail on the implementation of the SAX callback procedures.

For a complete database storage of XML documerts, additional node speci c
data sudh as tag-names and node kinds has to be collected as well. Since this
data belongsto ead particular node, the pre/p ost table can easily be extendedto
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<a>
<pb>
<c/> pre | post
<d> 0 11
<e/> L 5
2 0
<fr> 3| 3
</d> 4| 1
<o 5 | 2
</b>
<h/> 6 4
¥
<> 9 | 7
<k/>
. 10 8
<fi> 11 | 10
<|/>
</a>
(a) XML Document (b) Pre/P ost Table

Figure 2.1: Textual represenation and pre/p ost table for an XML document.

store these additional attributes. Either pre- or postorder valuesmay be chosenas
primary keysbecauseof their uniqueness.A relation containing this data may look
like this:

| pre || post | tag-name | text | kind |

Notice that the described mapping betweenpre/p ost table and textual represen-
tation of D is bijective, meaningthat the XML documern structure can be restored
completely from the pre/p ost table in the database.

2.1 Main Memory DB specic Adaptations of the
Data Mo del

The XML encding introducedsofar can be implemented in any relational database
system. A more detailed description of the data model actually usedin the Path-
nder project includes speci c main memory database related adaptations. Our
chosenMMDB system Monet comeswith the restriction that it supports only bi-
nary tables (BATs) on the physical level of storage. Relations with more than two
attributes haveto be fragmented vertically. Setting up the XPath acceleratoron the
baseof Monet thus meansthat the single table cortaining all documert data rst

hasto be split into seweral BATs, onefor ead attribute. In ead of thesetables the
primary key hasto be maintained. Preorder valuesare chosenfor this purposeas
being denseand ascendingintegersthey are suitably represened by a void column
that causesno additional storage overhead. Table 2.1 shows the fully fragmerted
pre/p ost relation.

This data model is aimed at enabling a highly e cien t evaluation of all XPath
axes. The discussionof this issuefollowsin the next section,but in orderto complete
the introduction of the data model it is important to mention that fast support for
the child/parent aswell assibling axesrequiresanother table doc_level for holding
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doc_prepost Preorder and postorder ranks

doc_level Preorder ID of a node and its level

doc_tag Preorder ID and tag-name of all elemert nodes

doc_text Preorder ID and text value of all text nodes

doc_pi pre m Preorder ID and value of all processing in-
struction nodes

doc_com | pre | comment | Preorder ID and value of commert nodes

doc_aname Attribute 1D and name of attribute

doc_avalue Attribute 1D and value of attribute

doc_aowner Attribute 1D and preorder ID of its owner node

Table 2.1: Represetation of the XML documert with BATS.

the preorder identi er of a node and its level in the documert tree.
level(v) = jv/ancestor j (2.2)

Notice that the structural redundancy, introduced by the level BAT, leads to
small storageoverheadonly, asa 1 byte integer valuessu ce to keeplevel informa-
tion. For typical XML instances,the number of hierarchical levels of nodesremains
quite small. The well-known shakespare.xml [Bos] for instance,an XML documert
cortaining all plays of Shakespeare, has a tree height of 7. Thus, we can at least
expect height(Tp) < 255.

For evaluation performance reasons,attribute nodes are numbered separately
For most of the axis steps, XPath semariics excludesattributes from the result.
The cost of selectionsto Iter out attributes are thus saved if axis step operations
can work directly on attribute-free tables. Nevertheless,attributes aswell as other
nodes may happen to residein the samecontext sequence.lt is thus important to
choosea numbering schemefor attributes that usesthe samedata type but doesnot
interfere with the preorder numbering on other nodes. A possible solution would
be to indicate attributes by a leading indicator bit.

Experiments have shown that the overall storage volume of the databasein-
creasesby the factor of 1.5 in comparisonto the textual represenation of the
XML document.

2.2 General Pre-/P ostorder Prop erties

Starting with the derivation of general properties, we summarize knowledge about
the pre-/p ostorder encading, which can be employed for e ectiv e evaluation of the
major XPath axes,asshown in the seeral casespreserted in the following sections.

If welook at a singlenodev 2 D , D being the set of all non-attribute nodes
of document D, the major XPath axessatisfy the following equation:

D = v/self [ v/descendant [ v/ancestor [ v/following [ v/preceding ; (2.3)

with every set on the righthand side being disjoint with any other. The validity of
this equation canbe provenin a straightforward manner by expressingthe axis steps
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Figure 2.2: Treeand pre/p ost plane represenation of the XML documert of Fig. 2.1.
Dotted lines indicate the documert regionsas seenfrom the chosencontext node d.

in pre-/p ostorder semartics. The pre/p ost-numbered documert tree in Fig. 2.2
shows that the set v/descendant can be determined as follows:

videscendant = fv°2 D j(pre(v% > pre(v)) ~ (post(v%) < post(v))g: (2.4)

Analogous equations can be derived for all other major axes:

viancestor = fv°2 D j(pre(v9) < pre(v)) » (post(v%) > post(v))g; (2.5)
vifollowing = fv°2 D j(pre(v®) > pre(v)) ~ (post(v% > post(v))g; (2.6)
vipreceding = fv02 D j(pre(v9) < pre(v)) * (post(v%) < post(v))g; (2.7)

viself = fvP2 D j(pre(v% = pre(v)) * (post(v% = post(v))g: (2.8)

A visual interpretation of these equationsis showvn in Fig. 2.1(b), where pre- and
postorder values populate a two-dimensional eld, the so called pre/post plane
We can say that in respect to any single node, the major XPath axes partition
the pre/p ost plane in four documert regions. Obviously the documert regionsare
disjoint and their union together with the context node itself resultsin the complete
setD .

With the above pre-/p ostorder equations for major XPath axes, we are able
to evaluate these axes for single context node sequenceswith selectionson two
attributes, namely the pre- and postorder values. In this way, XPath semarics are
already translated into standard databaseoperations, e cien tly performed by any
RDBMS, especially when supported by available index structures.

2.2.1 Tree Aw areness

Usual selectionalgorithms, however, would needto scanthe whole pre/p ost relation
to evaluate suc range queries. Enhancing the databaseoperations to becomemore
\tree aware", i.e., giving them knowledge about tree properties, enablesfurther
improvemerts of their performance.

If wethink of a preorder sorted sequenceof nodes,the descendats and following
nodes of any single node v are not arbitrarily allocated within this sequencebut
follow v in two denseblocks: rst all descendats, then all following nodes. On
the other side, in front of v, blocks of preceding nodes are interrupted by single
ancestorsof v, visualized in Fig. 2.3.

In order to seard the documert for all descendats of v, the selectionalgorithm
could be optimized rst to determine the bounds of the descendan block and then
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Figure 2.3: Documert regions as seenfrom context node d in preorder sorted se-
quence.

to select all nodes within it without any further value comparison, which could
considerably speedup execution. The processdescription includestwo kinds of tree
aware optimization techniques,to which we refer in the following as:

Skipping  If we know in advancethat parts of the documert table do not cortain
nodes of the searded axis, they are skipped while scanningthe table.

Copy without Test If tree properties assurea certain block of nodesto belong
to the result, it can be copied without any further chedk on the properties of the
nodescontained in the block.

Skipping and copying without test achieve their full strength, if employed on a
node set BAT of type hvoid,oid i. Monet's possibility to directly addressa record
at a certain o set allows skipping without having to accesghe recordsin between.
Copying without test in the caseof a densenumbered node sequencesven results in
writing without reading. When trying to derive costmodelsin Chapter 4, operations
are thus distinguished betweenusing the oid - or void -version of the algorithm.

2.2.2 Ancestor and Descendant Sizes

Another important obsenation on pre-/p ostorder ranks of a node concernstheir
implication on the number of its ancestorsand descendarts. Again we concerirate
on a singlenode v 2 D . Since preorder values count XML start tags, pre(v) is
determined by all start tags visited before the start tag of v in documert order,
which are the start tags of all ancestorand precedingnodes of v:

pre(v) = jv/ancestor j+ jv/preceding j+ 1

Analogously, post(v) is de ned by the precedingand descendah nodesof v, because
their end tags are seenbeforethe end tag of v:

post(v) = jv/descendant j + jv/preceding j+ 1:

The combination of thesetwo dependenciesrevealsan interesting relationship be-
tweenthe pre- and postorder values, namely:

post(v) pre(v) = jv/descendant jv/ancestor j

post(v) pre(v) + level(v) = jv/descendant j: (2.9)

Although the number of ancestorsis usually unknown, it is limited by the height of
the documert tree, height(Tp ):

height(Tp) = n;%xjv/ancestor j: (2.10)
v
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Reminding that height(Tp) stays arather small value for typical XML instances,
we can specify tight bounds for the nhumber of descendats of a single node v:

post(v) pre(v) jv/descendantj post(v) pre(v) + height(Tp): (2.11)

The usefulnessof this estimation becomesapparert when thinking of the mentioned
tree-aware optimization techniques, which need precise predictions on the bounds
of descendan blocks.

2.3 XPath Operators

It hasbeenshawn that with the XPath acceleratorXML documerts can be stored in
relational databases.However, the substartial goal of this encading is not e cien t
relational storagealone, but alsothe accelerationof XPath evaluation.

So far we have introduced general approaches using pre-/p ostorder values for
e cien tly supporting XPath ewaluation. However, XPath requires set, precisely se-
guence,oriented operators for all axesstepsrather than operators working on single
nodes. With the above described badkground, a \no de by node" execution schema
could easily be developed that computesaxis stepsseparatelyfor every node inside
a context sequence.Although this approac directly correspondsto the semartic
description of the axis steps, given in [BBC* 03], it would be quite ine cien t for
large context sets. In the following sectionswe intro duce more advancedalgorithms
for handling the evaluation of axis stepsfrom any given context set.

In order to premertion one of the most important results: we can nd suitable
algorithms for all XPath axessud that a single sequettial scanof the data su ces,
even for ertire context sets. As a side e ect of sequetial processing,all operations
presene documert order without having to apply further sorting routines. This
ensuressortednessof all intermediate results and, hence,sorted input for the oper-
ators that follow. It also matches XPath semartics, which requires the documert
order of the output. For simplicity and uniformity considerations,ead XPath op-
eration getsits input and presens its output in terms of a BAT containing only the
preorder valuesin ascendingorder.

2.3.1 Descendant and Ancestor AXxis

Recent work [GKTO03] has been done on deweloping a new join algorithm, the so
called staircase join, that encapsulates\tree awareness"inside the databaseoper-
ators for ancestorand descendan step evaluation. For explanation, we rst stick
to the descendanh caseonly and split its execution in two logical parts: an initial
preprocessingof the context setand the nal staircasejoin evaluation thereafter.

Pruning  If wechoosethe nodesequencdb;d;i; j) in the sampledocumert (Fig. 2.2)
asthe context set for a descendah step, a look at the documert tree makesus re-
alize that all descendats of the nodesd and j are already corntained in the result
of (b;i)/descendant . Generally, for any two nodesv;w 2 D

w 2 v/descendant ) w/descendant v/descendant ;
w 2 v/ancestor )  w/ancestor v/ancestor :

For a descendah step, it is thus equivalent with respect to the result, to reduce
the context set by excluding those nodeswhich are themselesdescendats of other
context nodes. The method to perform this preprocessing,called pruning, scansthe
context setoncein ascendingpreorder. With a marker max,ost Storing the highest
postordervalue visited sofar, it simply skipsthe nodeswith postordervaluessmaller
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Figure 2.4: Pruning for the context sequence(b;d;i;j) builds a staircase shaped
seard region.

than maxpest While copying other nodesto the resulting pruned context set CSy,
(Algorithm 1).

It is important to notice that pruning not only reducesthe context set, but also
guarantees that all remaining context nodes relate to eat other on the preced-
ing/follo wing axis. Togetherwith the vertical and horizontal limits of the pre/p ost
plane, CS,, de nes exact bounds of the seard region. Figure 2.4 shows such a
pruned set and the region it marks. The staircase-like shape of that region gives
the name for the following algorithm.

Staircase Join  After the preprocessingis doneit remainsto scanthe pre/p ost
plane for all the nodes within the staircase region. The basic approact here is
to vertically partition the pre/p ost plane along the preorder values of all context
nodes, which meansto ewvaluate the staircase\ step by step’. For every partition,

all nodes within it are tested as to whether their postorder value is beyond or
under the step boundary. Partitioning the pre/p ost plane, however, doesnot cause
additional work. Sincethe pre/p ost table is sorted on preorder values, it su ces to
scanit in ascendingorder while the postorder predicate for the comparisonchanges
dynamically with ead step. Therefore we could characterize the algorithm as a
mergejoin with a dynamic range predicate. The basic framework of the staircase

Algorithm  1: Context set pruning for descendan staircasejoin

prunecontext _desc (context: table (pre,post) sorted in ascending preorder)
begin

result new table (pre;post);
maX post 0;
forea ch ¢ in context do

if post(ci) > maxpost then

inser t ¢ in result
L maxpost  post(ci);

return  result

end
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join asdescribed hereis preseried in Algorithm 2.

Algorithm  2: Staircasejoin algorithm for descendah axis

staircasejoin  _desc (doc_prepost: table (pre,post), context: table (pre,post))
begin

result new table (pre;post);

forea ch pair (Gi; G+ )in context do
| scanpartition _desc (pre(ci); pre(ci+1 ); post(ci));

¢ last node in context

n last node in doc_prepost;

scanpartition _desc (pre(c); pre(n); post(c));
return result

end

scanpartition _desc (presrom; Prew; POStmax )
begin
for i fr om presrom to prep do
if post(doc_prepostfi]) < poStmax then
append doc_prepost[i] to result
else
| break ; /* skipping */

end

Although we described the pruning of the context set as a separate preceding
process,it can as well be integrated in the main evaluation procedure. Looking
aheadfrom context node ¢; at the next oneci+1, G+ is disregardedand therefore
simply skipped if it lies in descendan position to ¢;. \On the y" pruning thus
avoids the intermediate writing and re-reading of CSy, .

Examination of the staircasejoin result revealsfurther advantages of the algo-
rithm. Due to the sequetial scanover the pre/p ost relation, the result set remains
preorder sorted and duplicate free, in contrast to a \no de by node" axis evaluation
of the context set. Hence, no additional postprocessingis neededto meet XPath
semairtics.

The basic staircasejoin is already very e cien t in evaluating descendah steps
becauseit allows to accessall the data in single sequetial scans. Nevertheless,
it is possibleto further optimize its execution by introducing more \tree aware"
adaptations. Figure 2.3 in the last section shows that for preorder-sorted nodesall
descendats of a single node follow that node in a denseblock. This knowledge
allows to apply the already merntioned techniques:

Skipping  Regarding a single partition of the staircase, the rst appearance of
a node with a postorder value exceedingthe staircaseboundary indicates the end
of the descendah block corresponding to the current context node c;. All further
nodeswithin that partition lie beyond the postorder limit post(c;) and therefore can
be skipped, which meansthat the scanningcursor on the pre/p ost table is moved
to the preorder value of the next context node pre(ci+1 ).

Copy without Test The inequality (2.11) de nes lower bounds for the number
of nodes within descendanh blocks, which are very closeto their actual sizes. In
order to save CPU costs of postorder comparisons, the nodes within these lower
bounds can be copiedto the result set without any further test.

Applying both techniqueslimits the number n of postorder comparisonsduring
the whole staircasejoin by

n height(Tp) jCSyj:
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Ancestor Axis Pruning could similarly be applied to a context set for ancestor
steps, in which caseall those nodes being themselwes ancestors of other context
nodes are eliminated. The pruning algorithm, however, would require to process
the context nodesin reverseorder, and thus could not be done \on the y". In
cortrast to the descendan axis, the tree properties of the node set ensurecorrect
staircasejoin evaluation also for non-pruned context sequences.Scanning of any
partition [Gi; Gi+1 [ only hasto include ¢ itself, to chedk whether ¢; is an ancestorof
Ci+l -

As a further dierence to the descendah axis, ancestorsof a single node v
are not clustered together, but are located separately between blocks of preceding
nodes (Fig. 2.3). Therefore, skipping and copying without test cannot be applied
analogously Nevertheless,it is possibleto perform a slightly lesse ectiv e skipping
of non-relevant precedingblocks. If, while scanningthe pre/p ost plane, a preceding
node x with respectto the current context node ¢; is encourtered, all descendaits of
this node, i.e., x/descendant , are on the precedingaxis of ¢; aswell. Sincewe are
able to de ne alower bound for the sizeof this block jx/descendant j, the scanning
cursor could be advancedby that number without further tests.

2.3.2 Following and Preceding Axis

Basedon the sameapproach asfor the descendaih and ancestoraxes,the processing
beginswith the pruning of the context set. In the caseof the following and preceding
axis, we can strengthenthe conditions for setinclusion. For any two nodesv;w 2 D,

the following nodesof w are contained completely in the following set of v, if w is

itself on the following axis of v, or secondly if w is an ancestor of v:

w 2 v/following [ v/ancestor )  wi/following v/following ;
w 2 v/preceding [ v/ancestor )  w/preceding v/preceding :

The translation of these conditions into pre/p ost semartics further simplies the
analysis:

w 2 f(vifollowing [ v/ancestor g = post(w) > post(v);
w 2 f(v/preceding [ v/ancestor g pre(w) < pre(v):

Obviously, for an arbitrary context setCS it meansthat pruning always reducesits
nodesto a singleton sequence:

CSl/following = vl/following ; v 2 CS sud that post(v) = nglgs post(w);
w

CS/preceding = v/preceding ; v 2 CS sud that pre(v) = n;%é pre(w):
w

There is no needto develop special algorithms for pruning on following/preceding
axis becausedatabasesystemsalready support the neededmin/max seard. Whereas
a standard lookup for min/max valueshasto accessall data items within a table,
the guaranteed preorder sortednessof the context sequenceenablesmore e cien t
pruning. Obviously it saves costs when searding for max(pre), but exploiting
tree properties, it also enablesa simplied lookup of min (post). Note that only
height(Tp) nodes can be in descendat/ancestor relationship with ead other. In
other words, within a set of height(Tp) + 1 nodesthere are at least two nodesre-
lated to eadt other on the preceding/following axis. Applying this tree knowledge
ensures nding min (post) within the rst height(Tp) nodes of a preorder sorted
context set.

After pruning is done, the main evaluation phase remains the following/pre-
cedingstep from a single node. We have already explainedin Section2.2 how these
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operations can be executed using two selections. Again, it is possibleto improve
the performanceby supporting selectionswith \tree-awareness".

Similar to descendats, all followings of a node build a denseblock inside the
pre/p ost relation, which is limited \on the right" by the end of the table and \on
the left" by the end of the descendan block (Fig. 2.3). Using (2.11) for descendan
estimation, we can determine a very tight region to seard for the unknown left
boundary of the following block. The total number of postorder comparisonsis
thus limited by height(Tp) becauseall nodes inside the specied block can be
copiedto result without further testing.

The Monet system even allows to save the costsfor having to write the result
set. Applying the slice operation createsa new view-like result BAT. In spite of
copying tuples, a secondBAT descriptor is generated, pointing to the sametable,
bounded, however, by the given o set numbers of the respective start and end
records of the slice.

In caseof the precedingaxis, a technique symmetrical to ancestor skipping can
be applied. Instead of skipping the descendats of the precedingnodes,theseblocks
qualify for the result without postorder test.

2.3.3 Child Axis

Unlik e the four major axesrepresening region querieson the pre/p ost plane, the
child and the parent axes are rather poorly supported when having merely pre-
and postorder values. To evaluate a child step from a single node v the following
equivalenceis to be employed:

v/child v/descendant EXCEPT v/descendant /descendant : (2.12)

Note that in the above equivalencev cannot be substituted by an arbitrary context
set. If, e.g.,a context setincludestwo nodesv;w with w being a descendan of v,
all children of v would have to be excluded from the result. It is thus not possible
to apply any pruning technique as usedfor the major axis steps.

The naive approac to evaluating child steps separately for eac node in the
corntext setleadsto execution of multiple descendanh stepsand unions on interme-
diary results obtained from single nodes, thus causing unacceptable performance
overhead. To avoid these problems, we intro duce another algorithm that enables
evaluation of the child/parent axis in one sequettial scan of all input and output
tables. The basic idea of the following approad is to make use of a small stack
wheneer the execution hasto deal with context nodesin descendat/ancestor re-
lation.

A further di erence with respect to the major axesis that the evaluation takes
place on the doc_level table instead of analyzing postorder values. The change
for using level information hereis not strictly necessarybut at least contributes to
the simpli cation of the algorithms and their explanation. Its main advantage will
becomeapparen, when we analyzethe data accesscosts (Chapter 4).

Whereaslevel information obviously allows to easily determine child level nodes
of a context node v, a closerlook revealsthat the preorder sortednessof the level
table also enablesto specify the beginning and the end of the descendan block of
v. Figure 2.5 visualizesthe documert in a pre/level plane The descendan block of
node bis nished assoon asthe preorder numbering encourters the rst following-
sibling h on the samelevel as b. In caseof node k, no descendah nodes exist
becausethe next node | is already a following-sibling of an ancestorof k. Generally,
tree properties ensure,that the rst node outside the descendan block in ascending
preorder will be a following-sibling of the context node or of one of its ancestors.
With respect to preorder and level information, the descendan block of any node v
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Figure 2.6: Context nodesin descendat/ancestor relation and their overlapping
descendah regions.

starts on pre(v) + 1, if at least one child node exists,

endswith the rst node x with level(x) level(v) or reaching the bounds of
the level table.

The algorithmic idea of ewaluating the given equivalence (2.12) is thus to walk
sequettially through the level table starting at pre(v) + 1 and to collect all nodeson
the child level of v until the end of the descendan block is reached. Thinking of a
sorted context sequencecorntaining only the nodesin following/preceding relation,
a child step can be evaluated in the sameway within in a single scanof the whole
level table.

Considerthe context nodesb;d of Fig. 2.6 in ancestor/descendan relationship.
Node d as a descendan of b is encourtered during the scan for the children of b.
As already mentioned, the solution hereis to usea stack which allows to interrupt
the seard for the children of b by pushing b onto the stack and rst collecting all
children of d. Afterwards b is fetched back from the stack and the seard for its
children may be resumed. Applying this method to arbitrary context sequences,
the stadk size never grows beyond height(Tp ), sincethere can never be two equal-
leveled nodes on the stack at the sametime. Algorithm 3 preseris the described
method in detail.

The introduced algorithm already applies skipping techniques suspending the
sequettial read of the level table. Whenevwer the stack is empty and the seard for
the current context node is nished, the table scanningcursor is moved behind the
next context node. In caseof the child step algorithm, skipping thus ensuresto scan
exactly the descendan region of the context set. In the scope of preorder and level
information it is impossibleto apply skipping while moving from one child to the
next. Without postorder values available, we cannot determine the lower bounds
of the non-relevant descendah region belongingto ead child.

Similar to the operations on the major axes,the child step evaluation procedure
guaranteesuniquenessand sortednessof the result due to the sequetial processing
of the node set BAT. However, the proposedprocedurerequiresthe node set always
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Algorithm  3: Child step algorithm
child _step (doc_levet table (pre,level), context: table (pre,level))
begin
result new table (pre;void);

c first node in context, Cast last node in context;
p doc_leve[pre(c) + 1]; Prast last node in doc_level
label 1:

while ¢ < cpst do

while level(p) > level(c) do

if level(p) = level(c) + 1 then
| append p to result

if p= next node in context then
stackpush(c);

\; p next node in context ¢ next node in doc_level
goto label 1;

L p next node in doc_level

if stackempty() then
L ¢ next node in context; p  doc_leve[pre(c) + 1J;
else

| ¢ stackpop();

or cast and further nodeson stack do

while (p  past) and (level(p) > level(c)) do
if level(p) = level(c) + 1 then
| append p to result

—h

p next node in doc_evel
| ¢ stackpop();
return  resulg

end

to contain all nodeswithin the documert in denseascendingorder. It thus cannot
be regarded as a join combining two independert operand sets, in cortrast to the
staircasejoin, which allows to evaluate the descendat’ancestor axis on arbitrary
subsetsof D . The sameconstraint holds for all further described level-basedaxis
step operations. Thinking of strategical query optimization, it is thus impossibleto
push down the node test in caseof these axes.

2.3.4 Parent AXis

In caseof the parent axisit su ces to modify the algorithm for child step evaluation
described in the previous section. Again, the sorted level table allows to determine
the parent of a given context node v.

v/iparent = rst node x after v in descendingpreorder (2.13)
with level(x) < level(v):

The \preorder-level" semartics of the parent axis revealsthe main di erence
to the child step procedure: the scan of the level table has to be performed in
reverse order, since parents have lower preorder ranks than their children. As a
consequencethe context sequencehasto be processedn reverseas well.

Another di erence concernsthe uniquenessof the result set. Whereastwo con-
text nodesalways have disjoint children sets,they can have the sameparent node.
To translate this fact into algorithmic corntext meansthat while searding for the
parent of v another context node w may be encourtered which has its parent on
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Figure 2.7: Context nodes and their parents in pre/level plane. The parents are
found at the end of the dashedlines.

the samelevel asv (for instance, context nodesg and d in Fig. 2.7). In this case
w and v have the same parent, which is already collected in the ongoing seard.
The other caseto be handled is when the current seard for the parent of context
node v encourters another context node w having level(w) > level(v) (seecontext
nodesi and g in Fig. 2.7). Similarly to the child axis case,a stad can be used
to suspend the ongoingseard to rst handle the new encourtered node w with its
parent being reached before the parent of v in descendingpreorder. Applying the
just described policy of ignoring siblings, again ensuresthat the stack size never
grows beyond height(Tp ).

Another detail concerning the implemertation is that table bounds che re-
quired in the child step algorithm can be simplied here, because,except for the
root, the searted parent node is guaranteed to exist in the level table. Leaving
out the root asthe rst (respectively, the last) node of the context sequences thus
enoughto avoid failures.

The reverseprocessingof the context setand level table leadsto a result sequence
in descendingorder, in cortrast to all other axis operations. To avoid the necessiy
of nal resorting, entries can be written in reverseorder into the allocated memory
of the result BAT.

2.3.5 Other Axes

XPath de nes six further axes: self, descendat-or-self, ancestor-or-self,following-
sibling, preceding-siblingand attribute. This sectionis aimed at showing that the
methods intro duced sofar can be adaptedto serve the purposeof thesefurther axis
stepsas well.

Self This axis, beingthe simplestone, doesnot causeany work. Only if node tests
are involved selectionsoccur on the current context set. Their evaluation, however,
is not a matter of axis step evaluation itself.

Descendan t-/Ancestor-or-Self A straightforward approach in this casewould
be to employ the union operation of the DBMS on the context and the result sets
of a descendatvancestor axis. In order to meet the requiremerts of uniqueness
and documert ordering of the result, costly post-processingis necessary A solution
avoiding any kind of post-processingis simply to changethe comparison operator
on postorder ranks in the scanpartition procedure (Algorithm 2) to allow equal-
ity: post(v)  postnax . Furthermore, the scannedregions have to be extended
to include the context nodesthemselwes. These small adaptations su ce to merge
context nodesand their descendats (respectively, their ancestors)while performing
sequettial table processing.
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Algorithm  4: Parent step algorithm

parent _step (doc_level table (pre,level), context: table (pre,level))
begin

result new table (pre;void);

c last node in context; Cpast first node in context;

if cast = root node then

| Cast next node in context;

p doc_leve[pre(c) 1];
label 1:
while ¢ > cjat do
while level(p) > level(c) + 1 do
if p= previous node in context then
if level(p) 6 level(c) then
| stackpush(c);

p previous node in context; ¢  previous node in doc_levet
goto label 1;

p previous node in doc_level

append p to result
if stackempty() then
c previous node in context; p  doc_level[pre(c) 1J;
else
| ¢ stackpop();

or cast and further nodeson stack do
while level(p) > level(c) + 1 do
| p previous node in doc_levet

—h

append p to resulg
| ¢ stackpop();

return  result

end

Follo wing-/Preceding-Sibling Evaluation of the following-sibling/preceding-
sibling axis appearsto be closelyrelated to the child axis task, which is not surpris-
ing asfollowing/preceding siblings are themseleschildren of the sameparent node.
For the following-siblings of a single node v the seard region is narrowed down to

start at pre(v) + 1,
end at the rst node x in ascendingpreorder with level(x) < level(v).

Nodes within that region on the same level with v are collected for the result.
Comparing these conditions with the onesfor the child axis shows that minor mod-
i cations in the child step algorithm su ce to implement the seard for following-
siblings. The sameprocedure,but processingall involved BATs in reversedocumert
order, outputs preceding-siblingsinstead.

Attribute The remaining attribute axis diers from all others, sinceit can be
e cien tly supported in terms of standard database operations. The data model
providesthe BAT doc_aownermaintaining the relation betweenattributes and their
owner elemens. Hence,evaluation of the attribute axis resultsin a join formulated
by the following MIL statemert:

query(CS/attribute ) join( CS.mirror, doc_aowner.reverse).r everse

Due to the preorder numbering of the attributes and their owner elemerns the
BAT doc_aowner is sorted on both the head and the tail. All attributes belonging
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to the sameelemert reside clustered inside doc_aowner. Monet can thus employ a
sort-mergejoin when executingthe above statemert which presenesthe sortedness
of its result. Uniquenessis ensuredas attribute identi ers represern primary keys
in the doc_aowner table.

2.3.6 Node Tests

From a databasepoint of view both name and kind tests represen selections,e.g.,
a name test on name tag is expressedby the selection pame =tag CS. In the fully
fragmerted setting of Monet name test selectionsare performed on the tag-name
table doc_tag. Sinceaxis stepsdo not work on this relation an additional key join
iS necessary

query(CSlaxis::tag ) CS.axisstep.mirror.j oi n(doctag).uselect(ta g)

There are more ways of combining axis steps and name tests leading to di erent
guery plans, but since there is no generalrule for de ning the best solution, plan
selectionbecomesan issueof query optimization.

In order to acceleratetag-name selectionsthemseles, the data model can be
enhancedby building an enumeration type for all occurring tag-names,which brings
about the following two advantages:

In terms of CPU performance, integer comparisonscan be evaluated consid-
erably faster than string comparisons.

Integer valueshave xed length and thus can be stored inside a BAT. String
values, on the contrary, are maintained on a separateheap for variable sized
data items whereasBATs contain only pointers for nding the respective val-
ues. This implies additional random memory accessesor every string com-
parison.

Besidesspeeding up the selections,the enumeration encaling also reducesthe
overall storage requirements for tag-names. As XML documerts usually corntain
only a limited number of di erent tag-namesthe encading table for the generated
enumeration type is expected to remain small, suc that the storage for the tag-
name table shrinks signi cantly.

A last remark concernsthe usageof the uselect operation. Monet does not
support the conceptof pipelining betweenoperators. Therefore minimization of the
intermediate results becomesan important issue. In this caseit can be achieved by
selectingonly the headsof relevant tuples.

2.4 Conclusion

Basedon the existing encading of the XPath acceleratorand the staircasejoin idea,
we extendedthe set of e cien t algorithms to support further axes. Thus, all XPath
axesnow have an assaiated specialized databaseoperation, that

accessesll data in single sequetial scans,
restricts node set accessas far as possible,
directly provides preorder-sorted output.

In caseof the preceding and following axes, we shaoved how the execution can
be acceleratedby shortening the pruning procedure,on the onehand, and by using
tree-aware optimization techniques,suc ascopying without test, on the other hand.



2.4. CONCLUSION 23

The main contribution of this chapter, however, liesin the developmert of a new
type of level-basedalgorithms, usedfor evaluation of the child, parent and both sib-
ling axes. We showed, that application of a small stack su ces to enablesequerial
processingof the node set, thus ensuring sorted output. Sincethe algorithms only
needpreorder and level information, they canberun onthe doc_level table, which
further reducesthe data accessdue to the four times smaller level erntries. How-
ever, comparedto the operations on the major axes,the level-basedalgorithms are
constrained so far to operate on densenode sets and skipping is possibleonly in a
quite limited number of cases.



Chapter 3

Result Size Estimation

As mertioned in the introduction, adequate cost models for database operations
require knowledgeabout the amount of data to be processed.Usually input sizesof
all operandsaswell asthe cardinality of the operation's output play a crucial role
in calculating memory accesdimes. Therefore, it is essetial to provide appropriate
result estimatesfor eat operator, in this casefor all XPath axesand node tests.
Optimization is, however, not the only application eld for result estimates. Upper
bounds for result sizesare also used for more precise memory allocation on the
implemenrtation level of operators.

The estimation problem can be speci ed as follows: We are given an arbitrary
corntext sequenceCS and want to approximate jCS/axis j or jnodetest (CS)j, the
number of distinct documert nodesto be found on the de ned axis step or the num-
ber of nodesinside CS which qualify with respect to the given node test predicate.

Estimating the result size of a complete path expressionlies beyond the scope
of this work. Especially the major XPath axesrequire more information than the
context set sizeto provide an accurate estimation on their result sizes. Thinking,
for instance, of a step along the following axis from a single node, the result may
be an empty sequenceput also a set containing nearly all nodesof the documert,
depending on the pre-order rank of the context node. Thus, the presenceof the
cortext set becomesan important condition for employing some of our proposed
methods.

In some casesthe static context analysis already reveals further information
about the context set, for exampleif the root node is presen or if the set contains
leavesonly. In the following study we always considerthe XPath-typical casewhere
all nodesin the context set passedthe name test of the previous step expression
and hencehave identical tag-names.

The chapter starts with a short overview of related researd. After introducing
common notations, we separately develop and discussresult size estimation tech-
niguesfor ead axis step. A nal experimental study preseris the results of various
kinds of tests to determine the accuracyand performanceof the proposedmethods.

3.1 Related Research

Result estimatesaswell as cost modelsintroducedin the next chapter always imply
the trade-o between prediction quality on the one hand and tight spaceand time
limitations for their execution on the other hand. Existing work on size estimation
issuesin the context of XML query processing[AANO1, WPJ02, WJLYO03] has pro-
posedelaborated calculation models, but they either do not addressthe sametask or
produce unacceptabletime or spaceoverheadfor the neededstatistical information.

24
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[AANO1] tries to estimate the selectivity of completerooted path expressionsof
the form spas; bsy c:::;si 2 f=;==3, where a; b; c denote nametests for speci ed
tag namesor * for elemen nodes of arbitrary name. The consideredpath expres-
sions are limited to combinations of child and descendanh steps. By summarizing
the structure of an XML documert in so-calledPath Trees or Markov Tables the
selectivities of all rooted paths are stored up to a certain length. Following the
query path within this structure leadsto the assaiated selectivity. The technique,
however, is not capableof providing estimatesfor singledescendat/c hild stepsfrom
arbitrary context setsand thusis not applicable in our case.

[WPJ02,WJLYO03] concerirate on containment joins of two node setsA; B and
estimate the number of tuples jf (v;w)jv 2 A; w 2 B; w 2 v/descendant gj. Notice
that this task di ers from ours evenin caseof the descendan or ancestorstep, since
the number of tuples is not equivalent to the number of distinct descendanh nodes
w 2 B or ancestorsv 2 A that meet the sameconditions (Sec.1.4). Furthermore,
[WPJO02] limits the consideredjoin argumert setsA and B to the node sets that
satisfy certain basic predicates, which is not obviously extendable for working on
arbitrary corntext sets.[WJLYO03] su ers from the samelimitations asfar asit uses
histogram-basedestimation methods. Nevertheless,it is worth taking a closerlook
at the estimation techniques proposedin [WPJ02, WJLYO03].

[WPJO02] utilizes positional histograms on ead basic predicate that should be
consideredwhen describing join argumert sets. The mapping of nodes,that satisfy
the histogram predicate, into the 2D histogram spaceis similar to the pre/p ost plane
represenation of an XML documert. For histogram summarization, the nodesare
collected within grid cells lying over the 2D spaceof node positions. Regarding a
single grid cell, the number of its nodesin set A is multiplied by the number of B -
nodesin all grid cellsin descendan position. The proposedalgorithm for summing
up cell speci ¢ estimatesruns in O(g) time within ag g grid.

The most recertly published work [WJLYOQ3] proposesa complete set of esti-
mation techniques. Besidesa one-dimensionalhistogram-basedmethod, it employs
sampling techniques working on either their interval (IM) or position model (PM)
represenation of node sets. Only to mertion the IM basedsampling technique, a
probe of n points is taken from B. Since every point in IMg can only join with
height(Tp) ancestorintervals of IM 4, the variation of matches between di erent
points of IMg remains small and thus the quality of estimation rises. Finally the
number of interval matchesfor all probed points is summedup and scaledby the
size of the sampling probe. The sampling approach of [WJLYO03] comeswith two
advantages comparedto histogram-basedmethods. First, it avoids the spaceand
time overhead of histogram computation, and second,it allows to deal with arbi-
trary context sets,sinceall neededinformation is extracted from the presert context
set itself.

The following subsectionswill intro ducesimpler but fast and su cien tly accurate
methods for result size estimation on ead basic XPath operation. The techniques
we will introducedi er widely from one XPath operator to another and reach from
probabilistic counting to sampling approadies. As someof the axis step estimations
are basedon others, this determinesthe order of their presenation in the following
sections.

3.2 Preliminaries

As in the previous chapter the set of all nodesin a documert is denotedby D. If a
cortext setenclosesnodesfrom di erent documerts, the query hasto be evaluated
separately for every documernt involved. In many caseswe needto refer to subsets
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of D, resulting from simple axis stepsor node tests on the whole documert:

D = D except D/attribute ;
Dpar = Dl/parent ;
Dcy = D/child ;
Deem = D/self:*
Dwext = Diself::text() :
Dwg = Di/selfitag ;

where tag represents a certain tag-name within the documert.

The context setor at least the part of the context set belongingto D is further
on denoted by CS, whereasCSy, refersto the subsetof CS that remains after
pruning accordingto a certain axis step:

CSpr = CS except CSlaxisstep 3.1)

Most of the further estimation methods have the following in common: From
the collectedstatistical information the averagenumber of children chl, descendats
desg or following-siblings f s of a cortext node of CS or CS,, are to be obtained.
This factor enablesthe nal estimate calculation by straightforward multiplication:

estimate (jCS/axisstep j) = jCSj axis: 3.2)

If the usageof a commonfactor axis for all nodesin CS allows only a rough esti-
mation, the technique can sometimesbe advancedby partitioning D into subgroups
of nodeswith similar properties. Formally, one can describe the partitioning by giv-
ing an equivalencerelation g that de nes the partitions G; by their equivalence
classes.As a simple example, g2 D D,

V g W, tagnamgyv) = tagnamew); for all v;w 2 D
partitions D by their equivalenceclassesinto the groupsthat we denote by D (ag -

For result size estimation the groups needto be further characterized by pre-
evaluated statistics and derived properties:

gsize iGij (3.3)

g-par; jGi/parent j (3.4)
g-size

gfan; = ; the averageparent fan-out of G; (3.5)
g-par;

gfrag = g_jSI;Zje. ; the ratio of the group sizeto jDj (3.6)

For the calculation, jCSj is split into fragments as well, with g_f rac determining
the proportion of the context fragmernts:

gcs = jCS] gfrac: 3.7)

Instead of a single multiplication asin Eq. 3.2, estimation is done separatelywithin
every single group, with group results being added up subsequetly:

X
estimate (jCS/axisstep |) = g-Ccs axisj: (3.8)
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3.3 Child Axis

Given a context set CS and its cardinality jCSj, the result size of a child step can
be estimated as follows:

estimate (jCS/child j) = jCSj chl (3.9

If every documert node is regarded as a possible parert, the number of chil-
drenisjD j 1, the number of all non-attribute nodes except the root node. chl
is determined by dividing this number by the total number of nodes within the
documert:

—~hT chth jD J 1
chl= ——= = ———:
iDj iDj

Calculation of chl could be done onceduring the import of the XML documert and
stored along with other statistical information of the documert tree.

Notice that sincechl < 1, the calculated estimate will remain below jCSj. Intu-
itiv ely, this doesnot seemto be an appropriate estimate for a child step and there
are XPath inherent reasonsfor modifying the calculation of chl. Sincelocation steps
often appear in a sequencep=loc;=loc=:::=log,, the context setfor the child stepis
the output of the precedinglocation step. In most casesXPath restricts the output
of a node test to contain only elemert nodes. A property managemen for context
sequence®nablespassingthis kind of information from the last location step, thus
providing better estimatesin caseall context nodesare elemerts:

— iDj 1
chl = —::
elem JDeIemJ

Whereas this model works well on randomly chosenelemen nodes, it su ers
whenthe context setis determined by concretenametests. To explain the di erence
in estimation quality, we needto considerthe typical structure of XML documents.

XML provides markup languagedialects that useapplication-de ned tag names
to structure information. Therefore tag-namesdo not appearin arbitrary locations,
but certain tags may contain only certain other tags, often speci ed in aDTD. Fan-
outs of nodesare thus highly name speci c. A more preciseestimation model takes
accourt of this fact by maintaining averagefan-outs for ead occurring tag-name:

— jDiag /child j

Using fan-out information in casethe child axis step is precededby a name test
allows to correct the estimation results accordingly.

3.4 Descendant AXis

In caseof the child axis, only the number of context nodesis usedasa parameter for
result size estimation. The method is independert of the actual data distribution
in a context set. For the descendan axis, this approach would fail, becausethere is
no proportionalit y betweenthe context set sizeand the number of its descendats.
If, for example, the root is in the context set, the number of further nodes does
not e ect the result size. It is thus important to look inside the context set for the
actually contained data.

Recalling Eq. 2.9, we can exactly determine the number of descendats of a
speci ¢ node by merely looking at its pre-/p ostorder ranks and level. For arbitrary
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cortext sets, an initial pruning suces to ensureoverlap-free results, as it is de-
scribed for the staircasejoin algorithm (Sec.2.3.1). Hence,the exact result sizeis
calculated using CS; :
X X X
jCSpr /descendant j = post(v) pre(v) + level(v): (3.10)
v2CSy v2CSpy v2CSp

3.4.1 Sampling

Although the calculation is based on simple additions, in caseof large context
setsa lookup on all 3 valuesturns into a costly operation. To provide appropriate
estimatesrather than exact calculation, sampling techniqueso er a suitable solution
in this case.Data accesswill thus be limited to a small subsetof the actual context
sequence.

The remaining task is to slice out an appropriate sample. If single nodes are
selectedrandomly, it is impossibleto take into accourt the e ect of pruning, i.e.,
to have a result estimation without duplicate elimination. It is thus necessaryto
pick out larger slicesof the context setand to run the pruning Algorithm 1 on the
samplebeforesingle node results are addedup. Pruning canalsobe applied \on the

y" in the processof addition. With the correct result sizefor the pruned sample
available, the descendanh estimate for the complete context setis calculated by
estimate (jCS/descendant j) = & jSample, /descendant j:

Experimental results have con rmed good performance and acceptable accuracy
when picking out two slicesof about 100 nodesead.

3.5 Parent Axis

Unlike in the caseof the child axis, every node is known to have exactly one parert,
but whereastwo di erent nodes v;w never have common children, this does not
hold for any other axis step. More precisely in caseof the parent axis, on average
fan nodeswill have the sameparert:

jpj 1.

fan= = —:
IDpar]

In terms of tree structure, fan canbe thought of asthe medium branching factor
or fan-out. Applying this information allows to bound the estimation by
@ jCS/parent | |CS;j; (3.11)
fan

and jCS/parent j would be expected to tend \righ twards", i.e., towards jCSj for
small cortext sets, as the probability for the few selectednodesto have common
parerts is low, and leftwards, if CS includesnearly all documert nodes. To movethe
estimation correctly betweenthesebounds, a stochastic model is needed,describing
how many dierent parents are encourtered starting from jCSj nodes. Given the
setof all possibleparent nodesD pa , wewill rst determine the probability for ead
of thesenodesnot to belongto the result.

Looking at one node v 2 Dy, there are fan children pointing at v as their

J

, iDj fan
parernt. There is thus a chance of JjTan for the rst node ¢; 2 CS not to
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point at v. The overall probability for v not to be a parent of any nodec; 2 CS is
expressedoy

jDj fan jDj 1 fan jDj (jCSj 1) fan
P(v 2 CS/parent ) = — - - — =~
( P ) iD] iD 1 jDj (JCS] 1)

8 .

% 0 if jCSj > jDj fan

fapg 1 A
1 IS iticsj> fan
= i—0 jDj fan+ 1+
§ oy 1 fan _
otherwise

o IDj jCSj+1+i
The secondcase,i.e., jCSj > fan, is not necessaryfor the correctnessof the equa-
tion, but it reducesthe overall number of arithmetic operationssigni cantly, namely
to O fan . With P(v 2 CS/parent ), the number of encourtered parents can be
estimated by the inverseprobability

estimate (jCS/parent j) = jDparj (1 P(v 2 CS/parent )): (3.12)

Notice, that the stochastic model enablesdynamical adjustment of the calcula-
tion basedon statistical information. With respect to jCSj, the resulting estimate
lies within the boundsgivenin Eq. 3.11.

3.5.1 Fan-Out Specic Groups

First experiments using the proposedmodel have shonn only poor prediction qual-
ity. A closerlook hasrevealedthat the assumptionof f an asa commonfan-out leads
to overestimating the result of medium sized cortext sets. In fact, normally there
are very few nodesin a documert with high fan-outs and therefore high chancesto
be parert of any of the randomly chosencontext nodes. On the other hand there is
a high number of nodes having only one child. These nodesare lesslikely reached
by a parent step. To enhanceour model to deal with fan-out di erences, more
statistical information hasto be collected.

Instead of using a common averageparent fan-out, the setof all documert nodes
is partitioned by the fan-out of their parents. The equivalencerelation 5, formally
de nes the partitioning by its equivalenceclasses:

V  tan W, jv/parent /child j= jw/parent /child j; for all v;w2 D

Every resulting group G; thus represerts a subsetof nodeshaving parents with the
samefan-out. For eat group G; we maintain its cardinality g-size; and the number
of its parents g_par;; g-f an; and g_f rac can be derived (Eq. 3.5, 3.6).

These statistics makesit possibleto split the context set accordingto g.f rac
(Eqg. 3.7) into subsetswith the sameparent fan-out, and to calculate the estimation
on the parent step for ead of thesegroups. The overall result estimate is the sum of
all group speci ¢ results. Algorithm 5 summarizesthe intro ducedparent estimation
procedure.

3.5.2 Tag-Name Specic Groups

As for the child axis, context sets containing nodes sharing the same tag-name
undermine the quality of the estimation, becausetheir parents specic fan-outs
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Algorithm  5: Parent Estimation

estimate _par (cs_size)
stat. data :g-size arra y (num), g-par: arra y (num), doc_size
begin
result O;
forea ch group i do
L result  result + parents _of _group(S=i2. g _sizeli} g_sizeli} g_par[i]);

doc_size

return  result;

end
parents _of _group (g-cs; g-size; g_par)
begin _
gfan  &2%-est 1,

g-par

if g-cs> g.size g-fan then

| return g_par

if g.cs> g_fan then

for i 1to g-fan do

| est est (1 =5 )

g-size g-fan+i

return (1 est) g-par

else

for i 1to g-csdo

Lest est (1 -—2fan__ )

g-size g-cs+i

| return (1 est) g_par

end

may di er highly from the average. To solve this problem, nodescan be partitioned
accordingto their tag-namerather than accordingto parent fan-outs. In the casewe
know that all context nodes have the samecertain tag name,CS  Dyyg, Only the
statistics of that speci c group are takeninto accourt. Estimation is thus simpli ed
to a single invocation of the parents_of _grou p function (Algorithm 5):

estimate (jCS/parent j) = parents _of _group(jCSj; g-Siz €ag ; 9-Pariag )

For randomly chosen context sets, as considered before, calculation can also
be performed using all tag-name groups instead of the groups resulting from the
fan-out partitioning. However, the partitioning by tag-namesdi ers from the one
on parent fan-outs in that the corresponding setsof parent nodesbelongingto the
tag-name groups may ovegap. Hence, it is not possibleto simply add up all group

g-par;
D

related results. Applying asa correction factor to the nal result prevents

par
overestimation, but the accuracystill falls behind the one achieved with the parent
fan-outs, as can be seenin the experimental study preserted at the end of this
chapter.

3.5.3 Summarization of Groups

Although the group basedestimation model enableshigh-quality estimates,its per-
formancedecreasessevery group requiresa separatecall of the parents_of _grou p
function. In order to regain performance,the number of groups hasto be reduced.
If we reunite the groups with similar parent fan-outs, the accuracy loss remains
small, whereasthe speed-upof the calculation should be signi cant.

Experimerts in the eld of applicable summarization techniques have revealed
the necessiy of preserving the groups with the smallest fan-outs separated. If we
sort the groupsaccordingto their fan-out, the sizesof the groups decreaseor higher
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g-fan | g.size | g-size (summarized) | g-fan (summarized)
1 20 20 1

2 12

3 7 19 2.368

5 3

8 4 8 7.5

13 1

Table 3.1: Example for group summarization.

fan-outs. This obsenation enablesa simple summarization technique: Using the
cardinality of the rst group in the fan-out sorted group sequenceas a size limit,
as many following groups are repeatedly reunited until the resulting summarized
group exceedsthe limit. A small example in Table 3.1 shows the reunion of six
fan-out groupsto three summarized groups applying the described procedure.

The summarization processcan be doneduring the statistics generationto main-
tain the summarized fan-out groups rather than the exact ones. The resulting
smaller statistics table also saveson storage requirements.

3.6 Ancestor AXxis

Estimations on the ancestoraxis have turned out to be the most sophisticated task
for result size estimation, although, unlike in the caseof the descendah axis, the
variation among result sizesof single nodesremains small. The entries of the level
table can be interpreted directly astuples hv;jv/ancestor ji with height(Tp) asthe
maximum number of ancestorsof a single node. We can thus de ne a simple upper
bound condition for the ancestor axis:

jCS/ancestor j < jCSj height(Tp): (3.13)

Starting from this upper bound asa rst rough result estimation, we will under-
take a stepwise enhancemen of the estimation. The above approximation obviously
su ers from two generalizations:

(1) Most of the nodeslie on levels smaller than height(Tp). In unbalancedtrees,
asin the caseof typical XML documerts, not even a large fraction of nodes
is located on the deepest level.

(2) Ancestor sets of single nodes are highly overlapping with ead other, e.g.,
every single ancestor set contains at least the root node.

To deal with (1) meansto provide a more suitable model for assumingthe level
distribution of the context setnodes. To be more exact, the level distribution of the
ancestor-pruned context set is required to exclude overlapping causedby context
nodes being themseles ancestorsof other context nodes. The pruned corntext set
model alone, however, doesnot fully resolve the overlap problem mertioned in (2).
In order to calculate an overlap free result size,a method is neededto further avoid
the repeated courting of the commonnodesin the paths from the context nodesup
to the root.

3.6.1 Level Mo del of the Pruned Context Set

There are two possibleways of building a level model of the ancestorpruned context
set: usageof a level histogram or examination of the context setitself by employing
sampling techniques.
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The histogram-basedapproach is realized by maintaining an ancestor-pruned
level histogram of the entire document, i.e., atable holding for ead level the number
leaf nodes. This enablesto provide a level model for arbitrary context setsby a
straightforward proportional partitioning accordingto the histogram L :

jcsyi=12 L
WherejCSLrj denotesthe number of context nodesat level i. The method doesnot
touch the data of the current context setin cortrast to the following sampling-based
approad.

If sampling is used for obtaining a level model, a small sample of the context
set is extracted and investigated regarding its ancestor pruned level distribution.
In this case,proportional expansionyields the level model for the complete context
set:

ICSj

: [ -
1€ = Tsampig

Sample,,

As for the applied sampling technique, it di ers from the onein the descendan
case. Sampling can be improved here by picking out single nodesfrom the complete
range of the context set instead of cutting out denseslices of nodes only at the
beginning and the end of the documert. The di erence results from the fact that
the combined pruning processplays only a minor role for the ancestor estimation,
whereasthe level distribution of nodescan vary considerablyin di erent parts of
the documert. Experiments have shown to perform best when test nodesare picked
out by a cursor moving over the context sequencein steps of increasing distance,
for instance the step range betweentwo test nodes starts at 1 and is increasedby
a factor of 1:1 with ewvery cursor step. Thus, the rst part of the sampling with
cortext nodesin smaller distance enablesto show pruning e ects, whereaslarger
stepsin the end ensurethat no part of the context setis left untouched.

The choiceof oneof thesetwo methods dependsmainly on the expectednode dis-
tribution within context sets. The histogram-basedapproac shows its advantages,
whenthe context setconsistsof nodesthat are uniformly distributed over the whole
documernt tree (Fig. 3.1(a)), but since context setsas intermediate results of node
tests often consist of nodes with the samespeci c feature, e.g., the identical tag-
name, uniform distribution is not always an appropriate assumption. Figure 3.1(b)
demonstratesthe superiority of the sampling-basedapproac for tag-name speci ¢
context sets.

3.6.2 Overlap-F ree Ancestor Estimation

In our estimation method we will make useof the probabilistic parent step model to
avoid multiple counting of commonancestornodes. It propagatesparent estimation
\lev el-wise" up the tree while the particular level result sizesare summed up:

xt _
estimate (jCS/ancestor j) = estimate (jCS'/parent j): (3.14)

i= heig ht (Tp )

Similarly to jCS,iJrj, that wasintroducedto denotethe number of context nodes
at level i in the pruned context set model, we have to extend the consideredcontext
setCS' for the parent estimation at level i by those nodesbeing parents of the level
below. Note that the two setsCSé,r and CS'*! /parent are disjoint, becauseof the
already performed ancestorpruning. Their cardinalities can thus be added:

jCS'j = jCS},j + jCS'*! Iparent j: (3.15)
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Figure 3.1: Histogram vs. sampling-basedmodel of the context set's level distri-
bution compared with the actual distribution (tested on shakespare.xml [Bos]).

It remainsto aggregatethe respective level's related statistical information to
perform parent estimation in the scope of a certain level. First experiments using
only the overall number of nodes per level and the number of their parents have
shown insu cien t accuracy Thereforeit is important to enhancethe statistics by
a \lev el-wise" construction of summarized fan-out groups as described in the last
section. Algorithm 6 preseris the processof ancestorestimation using these group
statistics.

Algorithm  6: Ancestor Estimation

estimate _anc (cspr: arra y (num))
stat. data :gfrac: arra y (num), gsize arra y (num), g_par: arra y (num)
begin
result O; level_res O;
for i height(Tp) to 1 do
cs  levelres+ cspti;
level_res O;
forea ch groupj of leveli do
| levelres parents _of _group(cs'  g_frac[j]; g-sizel[j] g_par{j]);

result  result + level_res;
return result;

end

3.6.3 Tag-Name Specic Context Sets

Result sizeestimation on the parent axis hasalready revealedthe necessiy of using
tag-namerelated statistical information, if the cortext setonly contains nodeswith
the sametag-name. As we divided the processof ancestorestimation in multiple es-
timation stepson the parent axis, we can reusethe preserited methods and collected
statistics.

In Eq. 3.15,the proportion of context hodesbelongingto a certain level is divided
in the two setsCS,i)r and CS'*! /parent . Instead of adding both cardinalities before
calculation we now treat both parts separately Whereasparent estimation for the
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result sizeof the level below is performed using the level related statistics as before,
the CS{)r part, asthe set of the newly intro duced context nodeshaving the speci ed
tag-name, is calculated using the statistics of its respective tag name group.

It remains to reunite the separately evaluated parent step estimates of both
parts. However, we cannot simply add up their results becausethe two parent sets,
the union of all level related fan-out groups, on the one hand, and the parents of the
tag-name group, on the other hand, overlap to a great extent. As overestimation
occurs more frequertly, it seemscornveniert to use the maximum of both single
parent estimatesasthe overall result of the current level.

3.7 Preceding-/F ollowing-Sibling Axis

Assuming a context setwith a uniform node distribution, we do not needto distin-
guish between preceding-and following-sibling axes. Although for single nodesthe
number of their preceding-and following-siblings often di er, we know that

jD/preceding-siblin g = jD /following-sibli ng;

and thus the result size di erence between the two axes shrinks with increasing
cardinality of the context set. If in further equationsonly the following-sibling axis
is mertioned, an equivalent statemert could always be formulated for preceding-
siblings.

The estimation procedurefor these axesconsistsof two steps:

(1) As pruning in caseof the following-sibling axis reducesthe context set to
the nodes having a dierent parent ead, the introduced parent estimation
method can be applied here again: jCS,, j = jCS/parent j.

(2) In order to obtain the averagenumber of the following-sibling nodesf s of any
nodev 2 CSp,, we will usethe already collected statistical information about
its parent's fan-out.

However, step (2) is not independert from (1), asthe expected averagenumber
of the following-sibling nodesof v increasesproportionally with the pruning factor

jCSj
facy = - -
Cor jCSorj

Bounds for fs can be establishedas follows. If v is the only context node in its
sibling range v/parent /child , v hason average

fs = % (jv/parent /child j 1) following-siblings: (3.16)

If, on the other hand, all nodesof a certain sibling range are presen in the context
set, the rst of them has exactly

fs' = jv/parent /child j 1 following-siblings: (3.17)

Hence, the desiredfactor fs is bound by the lower limit fs and upper limit s .
In order to obtain a function for the actual calculation of s, let us take a look
at a single sibling-sequenceS of cardinality m and a context set corntaining n of
its nodes (Fig. 3.2). Without further information available, we assumea uniform
distribution of the n context nodeswithin S, which makesit possibleto determine
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, m=8n=2
T position = ML =
JJ]JJJ fg= Nm 1
n+1

Figure 3.2: Uniform distribution of context nodeswithin a sibling-sequence.

the expected position of the rst context node within S and, thus, the number of
its following-siblings:

+
position = r:Tll; (3.18)
1
fs = ”r:“”; (3.19)

These equations can be adjusted to solve the problem of calculating fs by re-
placing m and n by the averagenode fan-out and the pruning factor, respectively:

— fan fagr 1,

For the samereasonas in the caseof the parent axis, it is, however, important to
considerthe existing fan-out di erences betweenthe nodesof the documert. We will
therefore determine f's with respect to the statistics of the fan-out groups used for
parent estimation. Algorithm 7 presens an overview of the preceding-/following-
sibling estimation process.

Algorithm  7: Following-Sibling Estimation

estimate _fol _sib (cs_size)
stat. data :g-size arra y (num), g-par: arra y (num), doc_size
begin
result O;
forea ch group i do
g fan g_size_[i],
- —par[i] ’
if g-fan > 1 then
gos g2 gsizel]
g-pr  parents _of _group(g-cs; g-size[i} g-par[i]);
fac_pr L=
fao _fan gf_gc pr 1.
fs

result result+ gpr fs;

return  result;

end

3.7.1 Tag-Name Specic Context Sets

In cortrast to arbitrary context sets, one cannot expect the sets of preceding-and
following-siblings of a tag-name speci ¢ context setto have the samesize. Suppose
for instance, a DTD declaresthe nodesnamed \email" always to be the last child
of their \address" parents. Such de nition obviously meansthat \email* nodeswiill
have more preceding-than following-siblings. Modeling this fact requiresgeneration
of further tag-name speci ¢ statistical information on the number of preceding-and
following-siblings. Nevertheless,the estimation method for both these axesremain
the same. . .

For eath tag-name, two factors equivalent to fs and fs  have to be calculated
and stored with respect to the two situations, when the context set contains only
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a single node, or when the context set consists of all nodes having the speci ed
tag-name:

— X jvifollowing-sibling |

f = _ . :
Stag V2D J Dtag J

. jD tag /following-siblin g.
Seg = jD1ag /parent | '

Using Eg. 3.18 enablesthe calculation of the expected position for the rst
context node within the sibling range:

fang + 1.

position ;54 = facy + 1

However, the position refersonly to the sequenceof nodeshaving the speci ed tag-
name and cannot be translated directly into an absolute position, i.e., with respect
to all the nodesin the sibling range. We thus proceedby further transforming this
position into a positional factor 0  facys 1to be applied to the interval spanned

by Eiag and E;Jag :

2 (position,, 1)

fa = —
Cpos fang,, 1

R —u —Uu —I
fSag = TSmg (faAGos (fSiag FSiag))

Notice, that in casethe fan-outs of Dg/parent dier highly from ead other,

— JR— . . J—
fSiag May exceedf sfag. Although this caseseemsunusual, the calculation of f s,
remains correct asfar asthe number of parents and the resulting pruning factor are
estimated correctly, which is in fact uncertain when parent fan-outs vary.

3.8 Other Axis Steps

All further axis steps do not require any new estimation techniquesto be devel-
oped. This section thus discusseshow the intro duced methods can be applied in
the remaining cases.

Ancestor-/Descendan t-or-Self  The selfaxis itself obviously doesnot needany
estimation, as operand and result sizesare equal. In the combined casesof the
ancestor-/descendattor-self axes,the simplest approach would be to add the cardi-
nality of the context setto the ancestor/descendan estimates. However, the correct
result sizeis in fact represenied by

jCS/descendant-or-s el fj = jCS/descendant j + jCSy j: (3.20)

For large context setsthe size di erence betweenthe context set and its pruned
variant may be remarkable, but jCS, j itself is not available at the estimation time.
If the combined axis step estimation applies sampling, a pruning factor can be
obtained, thus enabling an accurate size estimation for the pruned context set.

Follo wing-/Preceding Both axesdier from all the others as pruning in their
casestransforms the context set into a singleton node sequence(see Sec. 2.3.2).
Furthermore, pruning is executedin a negligible time, making it possibleto obtain
the single remaining context node for the purposesof estimation. Having a single
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node v, however, allows even to calculate rather than to estimate the number of its
following/preceding nodes:

jvffollowing j = preas post(v) level(v); (3.21)
jvipreceding j = pre(v) preirst  level(v): (3.22)

Attribute For result sizeestimation attributes can be regardedas a speci ¢ kind
of children of their respective owner nodes. Hence,the adequate estimation model
for this axis is exactly the sameasin the caseof the child axis:

— jDj iD j
atr = —; 3.23
elem JDeIemJ ( )
Wy = D tag /a[t)tnbute : (3.2)
tag

3.9 Node Tests

The scope of this work is to enablequery optimization on the level of singlelocation
steps (Sec. 1.4), which meansto perform size estimation and cost modeling at the
beginning of every location step unit. At node test estimation time, the result set
of the combined axis step is thus not yet known; only its sizeis estimated by the
corresponding procedure. It is therefore impossibleto apply sampling techniques,
but a selectivity factor for a node test can be determined by dividing the number
of nodes satisfying the speci ed condition, by the number of nodesthat qualify for
the result of the axis step with respect to their node kind, e.g.:

fo_  JDtext] .
Selext = ﬁ
iDiag
jchi Ptag] |
SChag D 1’
|Ditag |
selne = 1 Zuwal.
tag JDparJ

The selectivity factors provide only a rough estimation, since tag-namesand
node kinds are not uniformly distributed in the documert tree. Nevertheless,we
opt for this simple solution due to the following reasons:

The worst casedeviation of the estimation is limited by the number of nodes
satisfying the speci ed condition.

In contrast to the intermediate result sizesof single axis steps,the nal result
sizeof the node test is of minor interest for the purposesof cost modeling and
guery optimization.

Advanced estimation techniqueswould require a high overheadon histogram
generation as proposedin [AANO1, WPJ02, WJLYO03].

Most of the algorithms for axis step evaluation allow to changethe query plan
in order to push down the node test selection (Sec. 1.4). In this case,the node
test is performed not on the context set, but on the whole set of nodeswithin the
document. Instead of estimating the result sizes,the exact size of the intermediate
node test can be speci ed, sincethe total number of nodeshaving the searded tag-
name or node kind is already available from the statistical information collected for
axis step estimation.
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D.xml shakespare.xml | dblp.xml
height(Tp ) 12 7 5
nodes 510946 | 537217 582570
elemert nodes 167864 | 179619 180665
attribute nodes | 38266 | O 40597
text nodes 304816 | 357598 361308
di. tag-names | 75 23 30
size 12MB | 7,3MB 7,4 MB

Table 3.2: Statistics about the test documerts.

3.10 Exp erimental Studies

Experiments wereconductedto examinethe e ectiv eneswf the proposedestimation
techniques. In this sectionwe describe these experiments and presernt someresults.

3.10.1 Setup

For the tests, both synthetic and real data was used. The three XML documerts
chosenfor the experiments had a similar number of nodes, but diered in their
structure, e.g.,the number of documert levels, occurring tag-names,or the propor-
tion of the node kinds, as can be seenfrom Table 3.2. Both real datasets, shake-
speare.xml [Bos] and dblp.xml [Ley], were chosenfor better comparability with the
related researd; [WPJ02, WJL Y03] usedthe samedata for their experimental eval-
uation. shakespare.xml is a collection of all Shakespeare'splays, whereasdblp.xml
represens the rst part of the DBLP bibliography of sciertic papers. The DBLP
data is structured more regularly with its tree height spanning only 5 levels. In
cortrast, the nodesin our synthetic dataset, named D.xml, is distributed over 12
levels. D.xml was generated by XMLgen, deweloped for the XMark benchmark
project [SWK™* 02]. It models an internet auction site, including a higher number
of di erent tag-namesthan ead of the two real datasets.

In order to measurethe gained accuracywe performed two kinds of tests for all
XPath operations, varying the selectionof the corntext sets:

(1) The rst experiment simulates the situation where no information about the
nodeswithin the context setis available. In 50 test passesthe context sets
were determined randomly by the sample function of the Monet system, se-
lecting an increasing number of nodes, from 1 in the rst to 0:5 jDj in the
last pass. In spite of the random node selection,the sample function returns
a nearly uniformly distributed probe for larger context sets.

(2) As \real" corntext setsoften consist of nodes sharing somespeci ¢ property,
the secondtest selectedits context setsby precedingnametests. For all tag-
namesoccurring within the documert, three randomly chosensubsetsof D (aq
were analyzed, again with an increasing proportion of nodes of Dy (25%,
50% and 75%). As we provided an estimation model for arbitrary context
setsas well as a tag-name speci ¢ version for every axis, this secondtest was
alsousedto comparethe two.

Apart from the gainedaccuracy we wereinterestedin the time consumedby the
estimation procedures. For this purpose,an adaptation of the rst accuracytest was
used. In fact, we measuredthe time elapsedfor 1000 executionsof the estimation
proceduresin order to avoid inaccuracies, as a single execution is performed in
microseconds. The results were comparedwith the elapsedtimes required for axis
evaluation, in which casel0 executionswere donein the measuredtime span.
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3.10.2 Accuracy

In eadh casethe estimation wascomparedwith the result sizeof the XPath operation
estimate  jresultj

jresultj

and the percertage of deviation was measuredas

Test 1 Looking at the results of the rst test run on randomly chosencontext
nodes (Fig. 3.3{ 3.8), the accuracydi ers signi cantly among the axes. The par-
ert, child, following-sibling and ancestoraxes' respective estimations remain within
a deviation range of 20% throughout all tests. Descendah axis estimation, how-
ever, experiencesfailures up to 700%,even though performing far better on average.
Sud a high worst casedeviation can be explained by the fact that the variation
of the number of descendats belonging to a single node is considerably higher
than the respective variation in caseof any other axis. For arbitrary chosencon-
text sequencesthe sampling technique thus cannot ensureto provide an adequate
sample.

Throughout the three test documerts the di erences remained small for eath
axis, except for the child axis, where the usageof the common factor chl failed for
the dblp dataset due to the extraordinary fan-out of its root node, which has 35987
children. If the context set contained the root, the actual result size exceededthe
estimation, and vice versa.

For parent and ancestor axes, all proposed estimation methods were tested.
In cortrast to the wide distribution of the resulting deviations obsened in case
of the descendan axis, the methods for parent axis estimation performed with
clearly identi able deviation lines, which indicate the inaccuracy of their underlying
stochastic modeling (Fig. 3.5). Assuming a common averagefan-out for all nodes
in the documert causesoverestimation for medium-sizedcontext sets, whereasthe
correction factor for handling the overlap problem of the tag-name groups results
in underestimation for smaller context set sizes. The summarization technique also
leads to an accuracy loss, compared to the best matching method using fan-out
groups, but its deviation line still stayed within the rangefrom 0 to 10% (Fig. 3.6).

As expected, the resulting estimation quality in caseof the ancestor axis falls
behind the one achieved for the parent steps, as successie execution of parent
estimations increasesthe deviation. Furthermore, sampling- and histogram-based
approadc generatedi erent results (Fig. 3.7). While the wide deviation distribution
in the rst caseis causedmainly by the failures of the sampling-basedlevel model
(Fig. 3.1), the deviation line of the histogram approach results from inaccuracies
introducedby group summarization at ead level. Again, medium-sizedcontext sets
tend to be overestimated.

Test2 The experiments with tag-name specic context sets (Fig. 3.9 { 3.13)
demonstrates rst of all, that the techniques proposedfor arbitrary context nodes
often fail when the context set consistsof nodessharing somespeci c common fea-
ture that di er highly from the average. Except for the descendah axis, where the
estimation is evaluated by meansof sampling, all other methods, relying only on
the size of the context set, show worst casedeviations of over 200%.

Looking at the results of the tag-name speci ¢ estimations, child and descendanh
axes shaw better prediction quality than in the caseof arbitrary context nodes.
These two axesbenet from the structural conformity of equally named context
nodes. In order to visualize the conformity, we choseto display the result sizeasits
portion with respectto Dg/axis-step on the horizontal axis. Figure 3.9 displays
three groups of nodes, belonging to the three context set samplestaken from Dy,
that comprise 25%, 50% and 75% of its nodes. Thus, the diagram demonstrates
the proportionalit y betweenthe context set and the result size, and, consequetly,



40 CHAPTER 3. RESULT SIZE ESTIMATION

15 T T T T T T T

° Dxml &
shakespeare.xml  *
* dblp.xml o
o
10F o ° IS} q
o © [}
o) o o o
° o 00® © ° © o )
* o ° o ° © 0o o %0 05 %o o ©
L A % 1
8 5 ° PN °©
7] a a « ”
- a % *a A ®
> abs g X * N A A A X, a
0 * *
© ot R 2 *am XEa o X A & I’e **x*
- * % * K ox ¥ ox x * P *
° a ax xaX 4 * a
S a a a
£ & a a &
p 5 * a8 q
S
ﬁ o °©
g OO ©
S -10 | i
10 o
o
215 F i
o
220 L L L L L L L L L
0 5 10 15 20 25 30 35 40 45 50

result-size in % of nodes in document

Figure 3.3: Child stepsfrom randomly chosensetsof nodes.

700 = T T T T T T
Dxml 2
shakespeare.xml  x
600 dblp.xml °
500 | B
[
N
9
S 400 ]
0
<
k]
< 300 * 1
£
&
B 200 4
> *
S ) * a
100 Bl
o « A & A
) a0 A Q@ N A A XX xx
Q 9 ©o & a *
0 o 8 9006000 0% o % 4% OOQ‘A 8 4 N st 3
*po o * * Q
« K « . x % ¥ x ¥ * ]
-100 L L L 1 L X L L fle)
0 10 20 30 40 50 60 70 80 90 100

result-size in % of nodes in document

Figure 3.4: Descendan stepsfrom randomly chosensetsof nodes.

the structural conformity of the equally named nodeswith respect to the number
of their children.

All methods based on parent estimation decreasein their prediction quality
comparedto the rst test using arbitrary context nodes. The tag-name specic
versionsallow to minimize estimation failures causedby tag-nameswith extraor-
dinary parent fan-outs, but especially for smaller and medium sized context sets,
calculation again su ers from applying a common parent fan-out for all context
nodes. A solution would be to extract fan-out group statistics assaiated with eadh
speci ¢ tag-name. Howewer, this would result in a considerably higher overheadon
histogram generation and storage requiremerts.

3.10.3 Performance

The performance analysis has revealedthat ead of the proposedestimation tech-
nigues meetsthe underlying requiremert to be executedin a small fraction of the
time neededfor axis evaluation itself, which is in all tested casesat least lessthan
ﬁ (Fig. 3.14). As the elapsedestimation times remain nearly constart with respect
to the size of the context set, the relative di erence comparedto the times for axis
evaluation grows for larger contest sets. If the estimation e ort should thus become
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to costly for small sets,a minimum sizelimit could be setto switch o estimation,
returning a rough upper bound on the result sizeinstead.

Comparing the estimation techniquesthemselwes,the ancestoraxis with its suc-
cessie application of parent estimation shows, as expected, the poorest perfor-
mance. In the caseof the parent axis, summarization of fan-out groups cuts down
the required times signi cantly (Fig. 3.15). Furthermore, the estimation perfor-
mance becomesmore reliable and stable, whereasthe elapsedtime for the unsum-
marized versionincreaseswith the sizeof the context setand the number of fan-out
groups.

3.10.4 Storage Requiremen ts

Table 3.3 presents an overview of the histogram tables generatedfor all introduced
estimation methods. For all three test documents the number of entries in the
histograms remains quite small. In fact, the required spacefor their maintenancein
the Monet systemis exceededby the meta-data belongingto ead histogram BAT.
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axis histograms description number of entries
general statistics D | dblp | shakespare
parent fan-out group size 50 | 73 214
parent fan-out group's parents 50 | 73 214
parent summarized fan-out group size 5 4 4
parent summarized fan-out group's parents 5 4 4
ancestor | summarized level group size 59 | 24 37
ancestor | summarized level group's parents 59 | 24 37
ancestor | level model of leaf nodes 13| 6 8
tag-name speci ¢ statistics
all tag-name group size 74 | 29 22
parent tag-name group's parents 74 | 29 22
child tag-name group's children 74 | 29 22
sibling tag-name group's fol-siblings 74 | 29 22
sibling tag-name group's pre-siblings 74 | 29 22
sibling average number of fol-siblings of a single | 74 | 29 22
nodes within the tag-name groups
sibling average number of pre-siblings of a single | 74 | 29 22
nodes within the tag-name groups

Table 3.3: Overview on the collectedstatistics. For eat table the generatednumber
of its entries is shown.

Looking at the generatedentry numbers, all histogram sizes,except for the one
for the fan-out groups, depend on the number of tag-namesor levelsin the docu-
ments. Using summarization for the fan-out groups reducesthe variation of their
cardinalities to a number < 10, which explains the obsened constart estimation
performance.

The ancestor pruned level model is only required, if the histogram-basedap-
proach is applied for ancestorestimation on arbitrary corntext sets.

3.11 Conclusion

We have developed accurate estimation methods for all XPath axes. Contrary to the
application of standard join and selectionsize estimation, the proposedtechniques
are tree aware, in that they exploit the respective axis characteristics. Furthermore,
all estimations are calculated in a small fraction of the time neededfor evaluation
of the corresponding axis and require minimal overheadon generating and storing
statistical information.

Although the approadchesfor particular axesdi er widely amongead other, us-
ing sampling, parametric, or histogram-basedtechniques, parent estimation hasbe-
comethe certral starting point for someother methods, such asancestor, following-
and preceding-sibling estimation.

In all caseswe additionally provided a specializedestimation version allowing to
exploit information about tag-name restrictions of the context set. Sinceforegoing
name tests are often encourtered during the evaluation of entire path expressions,
it wasan important issueto make use of the available information, especially since
equally named nodestypically have common, but sometimesexceptional character-
istics.

The developmen of the proposedtechniqueswas always accompaniedby exten-
sive testing of the achieved accuracy Ranging from randomly composed corntext
setsto those resulting from name tests, we examined both the averageas well as
the worst casedeviation. Whereasall methods have proved good averageprediction
quality, the worst casedeviation often su ers from XPath inherert di culties, such
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asthat onesingle context node may itself have more descendats or followings than
the union of all others.

When applying the methods for strategical query optimization, it is important
to notice, that at least the sampling techniques always require the presenceof the
actual context set, which restricts optimization to single step expressions.However,
we regard the limitation to be admissible, since changeswithin the non-assaiative

order of step expressionscauseoverheadon storing intermediate results, as showvn
in the introduction (Sec.1.4).



Chapter 4

Access Patterns and Cost
Mo dels

Cost modeling for the XPath operations does not di er conceptually from cost
modeling for other databaseoperations. In the domain of main memory database
systems,[Man02] is the only work that provides an applicable framework for devel-
oping physical cost models for arbitrary kinds of database operations. [ADHW99]
also performed a detailed analysis of typical database operations with respect to
their CPU processing,but doesnot provide a generalmethod for deriving cost func-
tions. The following analysis of the intro duced XPath operations is therefore based
directly on the cost modeling processdescribed in [Man02].

Physical costmodelsenablerough estimations of the time required for the execu-
tion of an operation. For application of the modelsusually two kinds of information
are needed:

Hardware characteristics, such as cade sizesand their respective latencies.

Cardinalities of the processeddata: sizesof ead input operand and of the
output.

In order to generatea model, di erent costfactors haveto be considered. Mainly,
memory accesscosts Ty em and further CPU calculation costs Tcpy should be dis-
tinguished. In disk basedor distributed databasesalso disk-I/O and network com-
munication costs, respectively, would have to be taken into accourt. Becausefor
typical databaseoperations Ty em dominates Tcpy, this analysis will concerirate
on the modeling of the cade utilization.

We start this chapter by intro ducing the terms and notations in the eld of hier-
archical memory accesghus outlining the genericcost model approad of [Man02].
As the memory accesspatterns are similar for all XPath operations, the following
sectionsaim at obtaining a genericmodel, rather than starting the analysisfor eath
axis separately The remaining di erences among the axes as well as CPU cost
calibration are shavn subsequetly.

4.1 Hierarc hical Memory Access Mo dels

Unlike the main memory accessmodel of early MMDBMS researd [GMS92], we
cannot considerany requestfor a main memory addressa random accessand treat
all data accessegqually with respect to the time it takesthe CPU to fetch them
from memory. The hierarchical system of cadche levelsin modern computers needs
to distinguish how many cachesthe required data hasto passon its way to the CPU.

47
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If a data item is available at the rst level cache L, CPU accessis considerably
faster than for any data that hasto be fetched from main memory causing misses
on all the above cade levels.

As corvertional disk baseddatabase systemsestimate the number of required
I/O-op erations of an operation, the basic approach of [Man02] is to predict the
number of cache missesM; on ead cache level L;; i = 1:::N. With further infor-
mation about the cadce miss latencies|; of the system, the total memory access
costscan be calculated by

X
Tmem = (M; 1j): 4.1)
i=1

The simple model assumesconstart miss latencies for all cache misseson the
samelevel. Modern CPUs, howewer, are able to recognizesequetiial data access
patterns, and enhancethe accesdandwidth in this caseby prefetching the expected
memory addressesin the caces. Modeling this feature thus requires distinction
between sequettial and random cache misses,denoted by M and M/, and score
them with the respective latenciesfor random and sequetial accesd{ and I:

X
TMem = (M& 1P+ M ) (4.2)
i=1

Il and I? as well as other cache characteristics can be collected by in advance
calibration of the hardware. For instance the calibrator tool [Man] allows to obtain
these parameters (see[Man02] for detailed explanation of its functionalit y).

4.1.1 Data regions and Access Patterns

It remainsto estimate the number of cache missesM; causedby a given operation,
depending on the amount and structure of the processeddata aswell asthe access
pattern of the algorithm. Thinking of a data structure R that contains jRj data
items, ead of sizeR, [Man02] further de nes:

jRj R, the total sizeof the data structure;

iRjz, = ”Zﬂ , the number of cadhe lines of sizeZ; coveredby R:
I

IiRjj

Characterized by such values, the processeddata is called a data region, irre-
spective of whether it is a databasetable, a tree index, or any other kind of data
structure. Typical databaseoperations have oneor more input and oneoutput data
regions.

Further, [Man02] distinguishes seweral kinds of basic accesspatterns used by
an operation when processinga data region. They di er in their referertial local-
ity and, thus, in their cace behavior. For example, a single sequettial traversal
s_trav(R) touches every data item of R once, hencecausing exactly M? = jRjz,
sequettial cache misses. rr_trav(r;R), on the other hand, denoting r repetitive
random traversalsof R may enable cade hits for all r 1 traversalsfollowing the
initial oneif the total cace capacity allows to maintain the entire data region R.

Besidesthe mentioned s_trav and rr_trav, four further basic accesspatterns
were identied and modeled with respect to the cache missesthey causeat eath
level. Obviously, all random patterns a ect only random cadhe misses. Sequettial
patterns, on the other hand, can achieve sequetial accesshandwidth only in case
the implementation of the operation allows the CPU to recognizethe accesgattern.

Analyzing an arbitrary databaseoperation, [Man02] suggeststo model its data
accessas a combination of the basic accessatterns. For this purpose,two ways of
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linking the patterns P; are considered:

(P1;P2) : sequetial execution. P; is completed before P, starts.
(P1;P2) : concurrernt execution of P; and Py:

WhereasM;(P; P») canbe modeled by simple addition of M;(P1) and M;(P>)
with P; and P, referring to di erent data regions, the impact of on the number
of cache missesis more complex. In order to approximate the e ect of concurrernt
execution, the capacity of the cacesis consideredto be partitioned among the
patterns according to their footprint sizes,i.e., the number of cace lines they
potentially revisit.

As a simple example demonstrating the application of the intro ducedterms, the
select algorithm of the Monet databasesystemwould be modeled as

R select(S) s.trav(S) s.trav(R);

writing out jRj result tuples while scanningthe input data set S once. No cade
sharing e ects due to concurrert execution have to be considered,becausesingle
traversals,asthe only involvedpattern, donot prot from the capacity of the caches.
Hence,the number of cache missesis derived by

Mi(s_trav(S) s.trav(R)) = Mi(strav(S)) + Mi(s-trav(R)) = jSjz, + jRjz:

Notice the ability of the approac to treat ead cade level individually with
respect to its characteristics but uniformly in calculating the accesscosts. Even
disk-1/0, if regarded as accesscosts as well, could be handled in the sameway as
misseson the level of main memory.

4.2 Data Access of the XPath Operations

Taking a closerlook at the data accesf our XPath operations, three involved data
regionscan be identi ed:

the context set CS,

the set of all nodesN S, the axis step is performed over,
combined with their postorder or level ranks.

the result set RS of the operation.

The NS data region hasto be further constrained, as many of the operations do
not ertirely scanthe table, but start and stop the traversal depending on the rst
and last pruned context nodes. NS¢s thus denotesthe context bounded part of the
node set.

Besidesthe cardinalities, the sizesof single data items CS, NS¢, RS alsovary,
depending on the data types of the BATs. In the Monet database, the doc_-
level table of type hvoid,chr i, beingthe node set of the child, parent, and sibling
operations, comeswith a record size of 1 byte, whereasthe doc_prepost relation
for the major XPath axesrequires 4 byte to store a single hvoid,oid i entry.

4.2.1 Determining a Generic Access Pattern

All data regionsare processeddy the s_tr av(R) pattern. However, not all the data
within the regionsis actually touched. When considering skipping e ects for the
void -versionsof the axis step operations, further interrupts occur in the traversal
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of NS¢s. As a skipped region possibly exceedsthe cade line size Z;, skipping may
signi cantly reducethe total number of accessedtache lines.

Correcting the model, we usea specializedversionof the singlesequettial traver-
sal, the s_tr av(R; u) pattern, whereu denotesthe sizeof the usedpart of eac record.
If R u< Zj, the gap betweentwo adjacert accessess smaller than a single cache
line, all cache lines coveredby R have to be loaded, and s_tr av(R; u) falls badk to
s_trav(R). In the other case,for gaps larger than a single cache line, ead item
accesgequiresloading of dZ“—ie cache lines. More precisely due to cace alignmernt
additional missesare caused,resulting in a total of:

M;(s.trav(R;u)) = jRj Zi + (ul)z$d2i
! i

(4.3)
(see[Man02] for detailed discussionof the preserted formula).

Modeling skipping e ects in the NS traversal with the s_trav(R;u) pattern
needsfurther explanation. The basicidea in this caseis to regard a scannedblock
together with the following skipped area as a record consisting of a neededand
unusedpart, respectively. For distinct notation, we useN S, instead of NS¢s when

thinking of a data partitioning in jNS_j recordshaving the averagesizeof NS, in
cortrast to the jN Scsj nodesof size NSs. jNSj is determined by the number of
skips s in the NS¢ traversal. Furthermore, knowing the number of nodest, which
are indeed touched during the scan,we can determine u asthe averagesizeof the

skipped regions:

- jNSesj NS
N Scs - J CSJS Ccs , (44)
t NS
u = — S—CS: (4.5)

Figure 4.1 shows the data region N S¢s and its modeled derivation NS... Notice
that the usageof averagesizesassumesa uniform distribution of the scanneddata
blocks and equal-sizedgapsin between. In comparison, varying gap sizesof the
real distribution slightly increasethe probability of skipping ertire cade lines. The
e ect revealedto have a considerableimpact on estimation errors, however, without
compactinformation on the real skip sizesavailable, we can only simulate the e ect.
Partitioning of NS, allowsto considervarying skip sizes,onefor ead part. In order
to keepthe calculation easy only three groups are modeled, eadh having the same
usedrecord sizeu and the samenumber of records% INS.j, but diering with
respect to the skip sizes.The rst retains the averageskip size,the seconddoubles
it, whereasthe third group is calculated without skipping. This simple adaptation
su ces to capture the described e ect rather accurately.

Unlike the void -skipping, which directly forwards the scanning cursor to the
searded address,the oid -algorithms have to accesseat node within N S¢s. Skip-
ping in those casesonly meansa save on postorder comparisons,but doesnot allow
direct positioning of the scanningcursor.

Concluding the examination of the axis step operations, we have to combine
the basic accesspatterns. Since all data regions are processedconcurrertly, the
compound pattern is described by:

RS  axisstep(CS;NS) strav(CS) strav(NS,;u ) s.trav(RS):

Like in the mentioned selest operation, the cache missesof the single traversals
are simply added. Although three patterns are involved, the concurrert execution
may only causeextra cache misseswhen two traversalsrequire to load the same
cadche line. Cache assaiativit y, however, often enablesto resolve such con icts.
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Figure 4.1: Top: data region NS¢ with its scannedand skipped parts,
Bottom: the derived data region model NS .

A nal remark concernsthe stack accesf the child-, parent, and sibling oper-
ations. As the stack is boundedto height(Tp ), the considereddata region remains
very small. Normally, at most two cache lines are covered. Furthermore, if the
relationship of the context nodescausesa considerablestadk usage,the frequency
of write and read accesse$o the samecade line should be high enoughto avoid its
overwriting by the traversal patterns of other data regions. Hence, neglecting the
stack accessseemsadmissible.

4.2.2 Axis specic Parameters

To enableapplication of the described generalaccesspattern, it remainsto deter-
mine jN S¢j, the number of skips s, as well as the number of the actually touched
items t within NS, depending on the speci ¢ characteristics of the axis step op-
erations. In the following Cpr ¢, o and Cpr ,, always refersto the rst respectively
last node of the pruned context set.

Descendant The oid -operation is only boundedby the last pruned context node.
The NS traversal stops at the rst following node of ¢y, . In the void -casethe
scannedblock can be further constrainedto start directly at the rst context node.
Furthermore, every pruned context node causegwo skips, rst, for copying without
test all nodeswithin the lower bound of the descendan region, and second,to jump
over the block of the following nodesto the next context node (Fig. 4.2):

s=2 jCSIj:

Sincethe destination of the rst skip is determined by a lower bound calculation,
it causeson averagetouching of lev subsequen nodes, lev denoting the medium
level of a node in the documert tree, until the rst following node is reached. In
cortrast, the secondskip positions the scanningcursor directly at the next context
node, without having to touch further nodes. Therefore, we call the rst type
inexact and the secondone exact skipping.

The described skipping pattern touchesin every partition [pre(cyr;); Pre(Cor i,y )l

of the node setlev+ 2 nodes, thus totally

t=s+s lev

Ancestor/Preceding Like in the descendah case,the oid -operations traverse
the node set completely until the last context node is reached. Howewer, they do
not include its descendats. The void -versions scan the same region, but allow
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W mtouched node
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Figure 4.2: Accesspattern on the partition [pre(Cp;); pre(Cor ., )l
Top: descendant(void ), Bottom: child . f; denotesc;/following[1]

inexact skipping of all descendats of precedingnodes. It is unfortunately impos-
sible to precisely determine the number of skips. If we assumeexact skipping, the
accesspattern would touch only the ancestor nodes, their preceding-siblings,and
the preceding-siblingsof the context nodesthemselves (Fig. 4.3), for abbreviation
denoted CS/ancestor-or-self  /preceding-siblin ~ g-or- self . Without the pos-
sibility to perform exact skipping, s increases,but includes a high number of very
short skips, which do not exceedcade line size.

In caseof the precedingaxis the context setis reducedto its last node.

Following Once the beginning of the following region is determined, the applied
slice -operation doesnot needto touch any further node in NS. Using the void -
algorithm requiresoneinexact skip over the descendai region of context node with
the smallest postorder rank. For an e cien t implementation of the oid -algorithm,
the sameinexact skipping is performed via binary seard, resulting in an additional
amount of logp(jNSj) touched data items. Although the binary seard breakswith
the sequettial scanning pattern, the number of causedrandom accessess highly
limited.

Child  The child axis algorithm touches exactly all descendats of the context
nodes. If we focus on a single partition, constrained by any two adjacert nodes of
the descendat-pruned context set[pre(Cyr;); Pre(Cor ., )l rst, Cor;'s level is deter-
mined, then the scanningcursor starts reading at pre(cy ;) + 1 and touchesall the
nodeswithin ¢, 's descendan regionuntil, nally , its rst following node is reached
marking the end of this region. The subsequetly performed exact skip forwards
the cursor to the beginning of the next partition starting at ¢y, (Fig. 4.2). The
number of skipsis thus equalto jCS, j and for eac partition the two nodesframing
the scanneddescendan region are accesseds well.

Figure 4.3: The preceding/ancestor algorithm originated in context node skips
the gray marked descendan regions.
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AXis

JN Scsj

descendant(oid)

descendant(void)

jfn 2 NSjpre(n) < post(Cor . ) + 1€V

POSH(Cor 1t ) + 1€V pre(Crir st)

53

ancestor / . . .

preceding(oid) Jin 2 NSjpre(n) < pre(Cast )gj

ancestor / relo

preceding(void) preé(Cast )

following(oid) lev+ log(jNS))

following(void) lev

child / —

following-sibling POSK(Cpr o, ) + 1€V pre(Crir st)
arent /

b Pre(Cor sy ) Pre(Crirst)

preceding-sibling

Table 4.1: Overview of the context-dependert node set constraints N Ss.

Follo wing-Sibling Since the following-sibling algorithm is similar to the child-
stepwith the di erence of searding on the abovelevel, its accesgattern alsoshows
equivalences. Whereasthe child step operation scansonly the descendan region
of the context nodes, the following-sibling algorithm also touches the following-
siblings and their descendats. Thus, the number of skips decreaseswhile t rises.
If we de ne context set pruning for the following-sibling operation as

CS® = CSlself

I= CS/following-sibli ng-or -s elf /descendant-or-se If ]

s and t can be described equivalertly to the child axis:

s iCSy;

2s + jCS/following-sibli

ng-or-self /descendant-or-se If j:

Paren t/Preceding-Sibling Both parent and preceding-sibling algorithms have
the sameaccessattern, mirroring the following-sibling operation in reversedirec-
tion. Therefore, the traversalstarts at c55; and endsat the parent of the rst pruned
cortext node. Unlike the following-sibling pattern, the cortext nodes' descendarts
remain untouched. Context set pruning in this caseis rede ned to

CSp“P® = CSJ[self != CS/preceding-sibli  ng/descendant-or-se |If ]:

To summarizethe discussionon axis dependert parametersfor modeling the op-
erations’ accesatterns, Table 4.1, 4.2, and 4.3 presert an overview of the obtained
values.

4.3 Calibration of the CPU Costs

Following the genericcost modeling approac of [Man02], we focusedmainly on the
memory accesscosts. Determination of pure accesscosts, however, is not su cien t
to provide accurate physical cost models; CPU processingneedsto be consideredas
well. On the other hand, analysis of the number of CPU cyclesrequired for certain
instruction sequencess well as estimations of the number of pipeline stalls caused
due to unexpected jumps, lie beyond the scope of this thesis. Even if the CPU
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Axis Skips s
descendant(void) 2 jCSgcj
ancestor(void) jCS/ancestor-or-self  /preceding-sibling-or-self ]
preceding(void) jCiast /ancestor-or-self  /preceding-sibling-or-self j
child jCSpeej
following-sibling iCShi
g?égg(tji/ng-sibling jCSE?r i

Table 4.2: Skipping calculation depending on the axis operation.

AXis Touched ltems t

descendant(void) s+ 5 Tlev

ancestor(void) /

preceding(void) sts lev
child 2s + jCS/descendant j
following-sibling 2s + jCS/following-sibling-or-self /descendant-or-self j

parent /

preceding-sibling 2s + jCS/preceding-sibling  /descendant-or-self |

Table 4.3: Overview of the number of touched data items.

processingcosts could be calculated precisely we would be confronted by another
problem. Modern CPUs enable a so called \out-of-order" execution which allows
to executefurther independert instructions, while waiting for outstanding memory
fetches. Thus, this feature causesoverlapping of accessand processingcoststo an
unpredictable extent.

In order to sidestepthe arising di culties, werede ne CPU costsasthe di erence
betweenmemory accessand real costs, measuredin a laboratory settings:

Tecpu =T Tmem: (4.6)

We further shaw, that a few initial test runs suce to calibrate modeling of
Tcpu On any hardware system.

Obviously, the time di erence de ned as Tcpy doesnot remain a simple mul-
tiplicativ e or additive constart (Fig. 4.4). Analyzing the time complexity of an
algorithm usually allows to derive a principal CPU cost function by scaling the O-
notation with the respective factors. In caseof a simple selection algorithm, that
returns m recordsof an n-sizedinput relation, the seardhed CPU costfunction would
have the following form:

Tcpu = C N+c M+ ! 4.7)

In order to determine the constart factors cp; c1; Cz, only three calibration test
runs are needed:

(1) Usinganempty input relation, wehaven = m = 0, and the time measuremen
directly correspondsto c,.

(2) Running the test with selectivity factor s = 0 assuresscanning of n tuples
without any writing accessthus, allowing to adjust ¢y accordingly.
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Figure 4.4: Time measuremets for precedingand descendan step operations com-
pared to the modeled accesscosts Ty em -

(3) A third run, using a higher selectivity, nally determinesthe missingc;.

4.3.1 CPU Cost Functions for the Axis Step Algorithms

Examining the algorithmic structure of the proposedaxis step operations revealsthe
generalexecutionpattern: while the outer loop traversesthe context set, the second
inner loop scansthe respective node set partition and writes out the qualifying
nodes. Although the loops are nested, the inner one never touchesany node twice,
sincethe node set cursor is always moved in the samedirection. The seardhed CPU
cost functions are thus similar to the following generalmodel:

Tecpu = C jCSj+c1 t+ ¢ JRS)+ cs: (4.8)

When consideringfurther details, we again have to distinguish betweenthe axes.
The shown general cost function can be applied without adaptation only in caseof
the ancestor axis.

Descendant Performing pruning \on the y" meansthat the outer loop in fact
traversesthe erntire context set. Nevertheless, most of the inner instructions are
executed only when a context node passespruning. To take the dierence into
accourt, the cost function is further split into:

TS = (CSj+a jCSyj+ e t+cs JRSj+ ci (4.9)

Preceding/F ollowing Since the preceding axis algorithm does not require to
traversethe context set, the costfunction is simply reducedby this part. In addition,
the following axis touchesonly a negligible constart part of the node set and the
output costsare independen of the result set cardinality.

TEoU Co t+c jRSj+ o (4.10)

f oll .
T, = oo (4.11)
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Level-Based Algorithms Unlike in the previously mentioned algorithms, the
number of outer loop passescan exceedthe corntext set sizein caseof level-based
axis steps. In order to resumethe seard for any context node residing on the stack,
the node is fetched badk and the outer loop is started repeatedly. With respect to
the child axis, any context node in descendah position to another one causesthe
latter to be pushedonto the stack. Thus, jCSZh, j = jCSj jCSi*°j additional
outer loop runs arise. In caseof the following-sibling axis, a context node ¢; is
pushed onto the stadk, whenewer the next node ci+1 being a descendah of ¢ or
a descendan of one of its following-siblings is encourtered. Parent and preceding-
sibling axes,on the other hand, mirror a similar stack usagepattern in the preceding
direction.

T, = (JCSj+ jCSsekj)+ C1 t+ cy JRSj+ c3 (4.12)
jcsis. i = iCSj jcsisi
jCSEaa’™i = jCSj jcshr=rsj

It has already been mertioned that the oid -versionsof the algorithms cannot
perform direct skipping. Instead, they try to save CPU costs by leaving out the
comparison of postorder values when forwarding the scanning cursor to the next
searded node in a skipping phase. Modeling this di erence, we could also split the
part of the CPU costfunction concerningthe touched node set. Whereasall touched
nodesrequire a basic processingtime, only a smaller fraction needsthe additional
time spanfor a postorder comparison. The size of the latter fraction is equalto the
number of touched nodesof the corresponding void axis step. However, anticipating
one of the test results we can state that the additional time spanremains negligibly
small.

4.4 Exp erimental Studies

In this section we follow \step-by-step” the intro duced cost modeling procedurein
order to validate its correct application. Starting from cache miss measuremets on
the calibrated hardware system, we proceedto derive complete cost functions for
ead operation.

441 Setup

As for the result sizeestimation, we chosea xed set of test documerts, named[A
F]:xml, to have a comparable basisfor all experiments. In this caseall documerts
consist of synthetic data generatedby XMLgen [SWK™* 02], having a common tree
height of 12, but varying with respect to their sizesas shown in Table 4.4. The
doc_prepost and doc_level tables have the expected sizesof jD j 4 byte, resp.
jiD j 1 byte, plus a further amount causedby storage of BAT meta data.

For running the experiments we useda Dual-Pentium 4 (Xeon) machine running
on 2:2 Ghz with 2 GB main memory. SMP functionality was switched o to ensure
the usageof only one processor. The Intel manual [Int03] provides further insight
into the cache characteristics: Although both cacheshave a line sizeof 64 bytes, the
L, cadche always fetchestwo adjacert linesin caseof a reading miss, thus simulating
double sizedcadhelines. In fact, the calibrator tool [Man] determinesits line sizeto
be exactly 128 bytes. For writing of data, however, single cache lines are transfered
badk to main memory, which requiresto distinguish betweenread and write cadce
misses. Sincethe mertioned calibrator tool doesnot provide this feature, a similar
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name number of size of
nodesjD j | XMLdocument | doc_prepost | doc_level

A 4899 110KB 24 KB 12 KB

B 23951 550 KB 100 KB 28 KB

C 48220 1.1 MB 196 KB 52 KB

D 472681 11 MB 1.8 MB 468 KB

E 2344424 55 MB 9.1 MB 2.3 MB

F 4690648 111 MB 18.3 MB 4.6 MB

Table 4.4: Overview of the usedtest documerts.

L1 L,
capacity C 8 KB | 512KB
cache line sizeZ 64B | 128/64 B
sequertial miss latency | 2 ns 48 ns
random miss latency 11ns | 139ns
sequertial write latency | 14ns | 60 ns

Table 4.5: Cache characteristics of the used P4 system.

small C program helped to measurethe respective cache latencies. All obtained
valuesare preseried in Table 4.5.

442 Cache Miss Tests

Modern CPUs enablecourting of certain performance-critical everts, suc as cace
misses,during the execution of other operations. The PerformanceCounter Library

[BM] provides an uniform interface to start and stop event courting independert of
the underlying system. As processorsdi er widely with respect to the supported

everts and their meaning, the library tried to identify anunied evert set. However,
rst tests have shown that the P4 processordoesonly count cache missescausedby
read accesses;ontrary to other systems. When executingwrite-only operations, the
performance counter of the P4 returned a small constart nhumber of cache misses,
independert of the actual amount of processeddata. Therefore, we also separated
read and write cadhe miss calculation and tried to validate at least the former with

the following experiments.

Working with the performancecounters we obtained another anomaly concern-
ing the L, measuremens. Unlike the L, cade, the P4 CPU architecture divides
the L1 in a data and an instruction cade unit; cadce events are counted separately
aswell. The obtained number of missesin the L, data cache, however, turned out
to be extraordinarily high in someof the tests, which could not be explained by the
amournts of data actually involved. We thus reduced our obsenations to the more
stable L, misses. The restriction seemsadmissible sincel , missesare by far more
interesting with respect to data accesscosts.

Within 30 test runs, a stepwise increasing number of context nodeswas chosen
randomly. The experiments measuredthe occurring cache missesduring single axis
step executionsfrom the selectedcontext nodes. In order to avoid cadhe hits due to

After one initial run for allocation and load up of an array exceeding L, but still tting
in Lij+1, the program determined the time elapsed during a constant number of n read or write
accesses.For measuring the sequertial latency, the array wastraversedin uniform strides of length
Zi. Random accessespn the other hand, were simulated tric king the system by decoding the array
index for the next fetch in the currently encountered array cell, thus forcing the CPU to complete
evaluation of each fetch instruction before starting the next one. In the third test caseof sequertial
writing to main memory, m array cells were lled successiwely with 4 byte integers, causing a write
back of n = 4m=Z; cache lines. Finally , in each casethe obtained time was divided by the number
of accessesn. For i > 1 the sequertial miss latencies of all caches L «; have to be subtracted.
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Figure 4.6: Cache missescausedby descendat'ancestor stepson void -BATS.

the data loadedin previoustest runs, the cacheswere cleanedby a further traversal
of alarge not involved BAT beforeeath newmeasuremen Furthermore, accourting
for instruction cace misses,the modeled calculation was calibrated by addition of
the number of misses,obtained from an initial operation call with empty context
set. Sincethese rst tests aimed at validation of the preserted calculation models,
the required values (Table 4.1, 4.2, 4.3) were gathered as accurately as possible,
neglecting the fact of their availability at query optimization time.

The result gures presert the modeled values of the number of cacdhe misses
connectedby linesfor better distinction from the plotted measuremen points, which
should not be misinterpreted asthe connectiondoesnot meanthat the model results
in a cortinuous graph.

Starting with the oid -algorithms (Fig. 4.5), descendah, ancestor,and preceding
axis always require scanning of the entire node set. The former two also include
a traversal of all context nodes. The measuremets as well as the modeling per-
fectly re ect the easily described accesspattern. In the caseof the void -versions
(Fig. 4.6 { 4.8), the cadche miss graphs show similar characteristics, but the to-
tal number of missesremains smaller due to the increasedstorage density of the
void -BATS, especially for the algorithms running on the level table. Searding for
skipping e ects, we haveto takealook at the rst parts of the graphs, displaying the
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results for small sized context sets. Unlike the oid -algorithms, the measuremeis
show signi cantly fewer cache missesfor small context sets, which is again well
matched by the modeled values. Smaller cache miss numbers, however, increasethe
relative deviation of the estimates. The modeled missesremain by a nearly constan
number below the actually measuredones,as clearly shown in caseof the preceding
axis (Fig. 4.7). The sameerror becomesapparert for all axes, when running the
experiments on smaller sized documerts.

The secondtest restricted the choice of context nodesto those lying at the
secondlevel of the documert tree. Notice that this limitation causesthe chosen
cortext setsto remain very small, whereasstill a large part of the node set hasto
be scanned. Secondlevel nodesthus alsoincreasethe possibility to obsene skipping
e ects.

Although the size of the scannednode set partition varies highly from one test
to another, the modeling still remains accurate for the oid -algorithms (Fig. 4.9).
Contrarily , skipping in caseof the descendah axis causesthe highest relativ e esti-
mation error (Fig. 4.10). Cache miss models for the level basedalgorithms capture
at least the outline of the measuremets (Fig. 4.11).

Summarizing the validation tests, the proposed models provide accurate esti-
mates on the number of expected cache misses. Even in those cases,where higher
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relativ e errors are obsened, absolute deviations remain quite small. The modelsare
thus well suited to becomethe basisfor the further derivation of the cost models.

4.4.3 Calibration Tests

When trying to calibrate the CPU costfunctions, we haveto designtests which allow
isolated obsenation of its single componerts similarly to the calibration procedure
described in Sec.4.3. We will usethe descendanh axis here as an example of the
model adjustments. A look on the proposedcost function revealsthe v e factors
Co; :::; C4, that have to be calibrated:

desc —
TCPU = T Tmem

write write write read read read
T (M (1777 + 1375 ) + M3 (12597 + 1359%)

C JCSj+c1 jCSyj+c t+cs jRSj+ ca

(1) c4 is obtained simply by running the descendah operation originated in a
single context node on the leaf level. Empty operand sets would causeless
CPU costs, as the current implementation would shorten their execution by
previously performed cheds on the input correctness.

(2) We are unable to completely isolate the tuning of ¢, and csz, but if a de-
scendan step is originated in the root or any single secondlevel node, the
void -operation requires lessthan height(Tp) touches, while the result sizes
dier to a great extent. On the other hand, the oid -operation can be used
subsequetly to adjust ¢, accordingto its varying fraction of the touched node
set. The write measuremetts and their modeling preserted in Fig. 4.12result
from thesetests. ¢, and c3 wereadjusted manually until the underlying model
t the measuredvalues.

(3) Contrary to the writing tests above, processingcosts for context nodes are
determined by descendan steps, which are started from large sets of leaves.
The resulting measuremets and their corresponding model are also shown in
Fig. 4.12, denoted as \read" tests. In caseof leaf nodes, pruning does not
reduce the cortext set. The obtained factor has thus to be interpreted as
Co + C1.

(4) In order to single out ¢y and c;, a last test is performed with unrestricted
random choice of cortext nodes. Knowing jCSj and jCS, j enablescalibration
of the two missingfactors. The combined measuremets in Fig. 4.12 visualize
the application of the resulting nal cost function.

Once the calibration procedure is completed for one axis step operation, the
obtained factors can be usedasa starting point for tuning other CPU cost functions.
The factors remain nearly unchanged throughout all the cases,as all axis step
operations have the samebasic algorithmic structure. Fine calibration is thus often
shortenedto be accomplishedwithin one test.

444 Accuracy Tests

This sectionpreserts and discusseghe achieved estimation quality of the cost mod-
els. In order to analyze the models themselves and not the interdependenciesof
previously performed result size or cache miss estimations, the cost functions' pa-
rameters were set by additional measuremets.

Starting with the major axes,Fig. 4.13{ 4.15depict the modeled and the mea-
suredtimes for the oid - and void -algorithms, the latter for two di erent documert
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Figure 4.12: Calibration Testsfor the void descendat operation executedon D.xml.
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Figure 4.13: Measuredvs. modeled execution times for oid operations on D.xml.

sizes. Generally, the results con rm a high reliabilit y of the cost models. Although
not every single measuremen is matched exactly, the models do not only capture
the rough order of magnitude, but even re ect ner dierences. Nevertheless,in
somecaseswe would like to adjust the cace latency factors as well in order to t

the models. Especially in caseof small documerts sud as A.xml, reading latencies
would needto be increased, whereasthe writing factor goes down considerably
We supposethe former e ect to result from the delay in which the CPU identi-
es a sequetiial accesspattern. Actually, the scanningof the operand tables gains
sequettial bandwidth not right from start, but as soon asthe CPU detects the se-
guertial access.Smaller documerts thus cannot bene t from this CPU feature. In
cortrast, when writing out the operation's result, the L, capacity su ces to hold
the ertire output relation if input and output cardinalities remain small enough.
Therefore, no writing back to main memory hasto be considered.

Another signi cant deviation of the model can be obsened looking at the mea-
suremerts of test run 1 performed on A.xml. As the deviation only a ects the rst
test run, it is probably causedby non-modeled instruction and TLB misses. How-
ever, the e ect is overshadaved by data accesscostswhen documert sizesincrease.

The level-basedaxis operations display mainly the samebehavior with respectto
their modeling (Fig. 4.16,4.17). Only the following/preceding-sibling measuremets
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Figure 4.14: Measuredvs. modeled execution times for void operations on A.xml.
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Figure 4.15: Measuredvs. modeled execution times for void operations on F.xml.
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Figure 4.17: Measuredvs. modeled execution times for the level-basedaxis steps
on F.xml.
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Figure 4.18: Modeling the stack accesdor the child step operation on D.xml.

fall noticeably behind the modeled values, when originated from very large context
sets, as in the last test runs. A further test was aimed at verifying additional
processingcosts due to stack usage. The test comparedin 2 30 test runs the
execution of child steps, originated rstly from context sets restricted to fourth-
level nodes, thus causing no stack accessesand secondly it is repeated from the
same number of randomly chosennodes. As the results in Fig. 4.18 demonstrate,
the test witnessesthe cost functions' ability to capture the di erence with respect
to stack usage.

445 Estimation Based Tests

When usedfor query plan optimization, cost models are run on estimated parame-
ters rather than on measuredones. In caseof the descendanh and child stepswe are
able to provide estimatesfor all required values. In order to geta rst impression
of the quality losses,we repeated the accuracy tests for both axes, however, based
on estimatesonly. The results are preseried in Fig. 4.19.

Like in the previous accuracy tests, the cost models still match the order of
magnitude. On the other hand, result sizeestimation errors are evenintensi ed due
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Figure 4.19: Estimation-based modeling of child and descendah steps on D.xml,
combined with the visualization of the underlying error when estimating jCSy j.

to their multiple occurrencewithin the costfunctions. For instance, the descendan
estimation, being the most erroneousresult size estimation technique, is applied in
caseof the child step cost function to obtain the number of touched data items as
well asto determine jCS,, j, which is further usedto calculate the number of jumps
aswell asthe stack usageand the cache misses.

4.5 Conclusion

We have undertaken a detailed examination of the XPath operations with respect
to their data accessand cade usageas well as an algorithmic run-time analysis.
With the focus on data access,we identied a generic accesspattern based on
the cost modeling approach of [Man02], which is parameterized by the axis and
cortext speci c values. Thus, the samebasic model is adaptable to sere cace
miss estimation for all axis step operations. A nally performedexperimental study
con rmed the reliabilit y of the models developed for the secondlevel cache.

Furthermore, we have composed physical cost functions combining the data
accessand further CPU processingexpenses.The latter have to be calibrated once
for eadh algorithm to obtain hardware dependert factors. Di eren t kinds of accuracy
tests have proved the cost functions' ability to match real execution times rather
accurately when calculation is basedon measuredparameters.

As cost modeling accompaniedthe developmert of the axis step operations, it
has already yielded someimprovemerts. Thinking of the level-basedaxis steps, the
stack application enabling sequetial accessaswell asthe usageof 1 byte sizedlevel
information were motivated by data accessconsiderations. On the other hand, the
detailed cost functions in the presert state cannot be deployed for the purpose of
guery optimization. Although the actual calculation is simple and its execution
takesjust a few clock cycles, a large set of required parametersis not available at
optimization time, but dependson accurate estimations. In somecasesour result
size estimation techniques help to provide the neededvalues, in others, however,
accurate estimations are still missing. Since query optimization only requires to
capture rough proportionalities instead of precisepredictions of execution times, it
would be advisable to identify the most characteristic parts of the cost functions
and to try to further reducethe neededinformation even at the price of decreased
accuracy
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Future Work

Obviously, this thesisleavesa large set of questionsunansweredor even hasrevealed
a number of new ones. Someof them shall be mertioned here as well as promising
ideasfor future improvemerts.

5.1 Impro ving the Evaluation of Step Expressions

Recert work on e cien t implementation of further XQuery operations, sud as
copying parts of the documert tree for elemen construction, hasled to new consid-
erations concerningthe basicencading of the XML tree structure. In spite of storing
pre-/p ostorder ranks, we could as well maintain the combination of preorder and
descendah sizehpre(v); jv/descendant ji of every node in the documert. Recalling
Eq. 2.9 makesus realize the equivalencebetweenthe two encadings with respect to
the information about the XMLstructure it represerns. We will not discussthe task
of elemen creation here, but we would like to point out that such a changewould
as well enableimprovemerns in the introduced axis step algorithms. Whereasthe
postorder conditions sud aspost(v) < post(w) could always be replacedby the sim-
ilar condition pre(v) + jv/descendant j < pre(w), the advantage becomesapparert
when considering the skipping techniques. Knowing the number of descendats of
any node allows to perform exact skipping even in those caseswhere we previously
had to move the scanning cursor to the calculated lower bound of a descendan
block. Hence,when scanninga void -BAT, data accesscould be further reducedto
its minimum touching only the relevant nodes.

In caseof the child, parent, and sibling axes,it would be an interesting approach
to exploit the available descendan sizeinformation in order to enablefurther skip-
ping of irrelevant descendats. Although sudc algorithms would losethe advantage
of scanningonly the smaller level relation, they could be usedas an alternativ e im-
plemenrtation that potentially show signi cant advantageswhen applied on small-
sized context sets. Furthermore, it should also be possibleto use descendan size
information for developing variants of the level-basedalgorithms, that could work
on sparseoid node setsaswell. The latter would provide the opportunit y to further
extend query optimization to theseaxes.

We did not touch upon the eld of predicate evaluation so far. However, per-
forming e cien t evaluation of complete step expressionsjt will becomean essetial
issueto enlargethe scope of query processingsothat it includespredicate evaluation
as well.

66
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5.2 Open Cost Mo deling Tasks

As already mertioned, to make the cost models applicable for query optimization,
their complexity should be reduced away from exact prediction of the execution
time, but aiming at a reliable proportional measureof the total costs. It may, for
instance, be considerableto use the cade miss numbers alone as an cost indica-
tor. Since data accessoften dominates other cost factors or at least depends on
similar parameters as the CPU processingfunctions, cache miss numbers seeman
appropriate candidate to be used as a cost measure. Figure 4.4 presering pure
accesscostscomparedto the total executiontimes providesa rst evidenceon the
suitabilit y of this approach. However, further experiments are necessaryto validate
the reliabilit y of the indicator.

Unfortunately, even the calculation of cache missesis still impossiblein quite a
number of casesdue to missingestimatesof required parameters. Cost modeling has
showed the needfor further estimates besidesthose of the result sizes. Especially
jCSprj highly e ects skipping and thus calls for the developmert of appropriate
estimation techniques.

Finally, the needfor hardware calibration arisesthe issueof the models' portabil-
ity. Manually performed adjustments have to be replacedby automatic calibration
procedures, that have to run only once the system is being installed on a new
hardware platform. Notice that the reduction of the cost models would also ease
their portabilit y. When using cache miss numbers as cost indicators, calibration of
CPU processingcosts as well as determination of cache latencies could be left out
completely.

5.3 Searching for Optimal Query Plans

In the introductory part of this thesis, we outlined the long-term objective to enable
strategical query optimization for evaluating XPath expressions.The presert work
did not solve this problem entirely, but provided a large set of required models and
methods. We will concludethis work by taking a look at the tasksthat still remain
open.

We suggestedto constrain the optimization problem to single step expressions.
Hence, the solution space of imaginable query plans is highly limited. In fact,
there are not just two, as shown in the introduction, but three possibleplans when
considerationsinclude the additional key join due to Monet's vertically fragmented
data model (Fig. 5.1):

(a) Independent execution: the axis step and the name test are executedon the
ertire node set followed by a key join on both results.

v
& | 20
A CS A
ﬂ/// | o &
/// doc_tag . ﬂ?,) doc_tag doc_prepost |
CS doc_prepost CS doc_prepost doc_tag

(a) (b) (©)

Figure 5.1: Possiblequery plans for single step expressionscombining an axis step
<1, akey join ./, and nametest selection
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(b) Axis step rst: the axis step is performed on the ertire node set, followed by
the join and the name test on the intermediary result.

(c) Nametest rst: the name test is performed on the entire node set, followed
by the join and the axis step over the restricted node set resulting from the
rst two.

Obviously, the three plans shovn above involve issuesof tactical optimization as
well. Whereas(a) and (b) enableapplication of the void axis step, the third variant
falls back to the lesse cien t oid -version. Similarly, the key join in (a) require the
usageof the sort-merge join implementation due to its oid -operands. The faster
fetch-join, howewver, can be applied in both other query plans as it is assaiated
there with at least one operand of type void .

Experiments consideringscenariosthat di er with respectto the chosencontext
nodes, axis steps,and node tests might in advancedisqualify one of the three plans,
if it is outperformedin all tests by oneof the other two. However, query optimization
will not becomeobsoletethis way. First tests already shovedthat at leastthe plans
(b) and (c) will passthis preselection.

When calculating costs for ertire step expressions,we further have to analyze
how the proposedaxis step cost models could be combined with thoseof the involved
standard databaseoperations. Using the number of cache missesfor costindication,
we would expect that the cade missesof all three involved operations could be
simply summed up to represert the total costs of a step expression. Comparison
of the three (respectively, two) calculated results enablesthe query optimizer to
choosethe optimal plan in any given situation.
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