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Abstract

This masterthesisproposeghe useof a relational databaseas specialquery processor
for the XML querylanguagexQuery We choseMonetDB, an extensibleRDBMS, to be-
comeour relationalback-end.Its low level interpretedanguageMIL, which combinesa
relationalalgebraanda proceduralanguagepbecameour target languageor the XQuery
compilation. The thesis rst sketchesconceptsof the two languagesaswell asgeneral
ideasof the MonetDB DBMS andthe Path nder compiler The overview is followed by
thedescriptionof storagestructuregor XML documentsandXQueryitem sequences.

Themappingfrom normalizedXQueryCoreto relationalalgebraby meanof inference
rulesformalizesthe compilationschemeandsenesasbasisfor explainingthe conceptof
thetransformation Fromtheinferenceruleswe alsoderive the mappingfrom normalized
XQueryCoreto ourtargetlanguageMIL. Differentoptimizationancreaseaheperformance
of the semanticallycorrectbut sometimesnef cient translation. Amongstothers,an ex-
tensionof the staircasgoin algorithm, which ef ciently evaluatesXPath location steps,
enablesus to exploit its techniquesn the domainof XQuery. Anotherimportantopti-
mizationis the join recognitionthat, basedon normalizedXQuery Core patterns detects
relationaljoins andemitsappropriatgoin plans.

Experimentsot only justify the optimizations,but also demonstratehe outstanding
scalingof ourapproachAn extensve performanceomparisorwith otherXQueryproces-
sors(usingthe XMark benchmarkfurthermoremarksthe effectivenessof the approach.
Finally, aconclusionrsumsup theideasdevelopedin this thesisandprovidesanoutlookfor
thefuturetopicsin the courseof the Path nder project.



Chapter 1

Intr oduction

Path nder is a researctprototypewhosetaskis to compile XQueryinto a targetlanguage
that canbe interpretedby a relationaldatabasesystem. Its mainfocuslies on the devel-

opmentof ideas,which allow the ef cient executionof the emittedqueryplans. Sincethe

projectwasstartedat the University of KonstanzGermauy, in 2001,not only the XQuery
languageavolved, but also Path nder — researcherfrom the University of Twente, The

Netherlandsandthe Centerfor MathematicandComputerSciencg CWI) in Amsterdam,
The Netherlandsjoinedthe effort. Togethemary new ideasweredeveloped(e.g., XPath

Accelentor [13], staircasejoin [17], andXQueryon SQLHosts[15, 16]).

The work, on which this thesisis based,s a full implementatiorof theseideas,thus
proving their signi cance in practice. The resultis MonetDB/XQuery — a prototype
system,which usesthe MonetDB RDBMS [2] asits relationalback-endto query large
(multi-gigabyte) documentdn interactve time. MonetDB/XQuery is available in open
source22].

1.1 Outline

Theintroductionproceedavith overviews of the XQuerylanguageMonetDB andits low
level interpretelanguagewhichis thetargetlanguagef theapproactexplainedin thefol-
lowing, aswell asthe Path nder compilerandits integrationinto the MonetDB RDBMS.
The secondchaptemprovidesinsightinto the relationalstorageof both shreddedcandgen-
eratedXML document@andexplainshow the basicdatamodelin XQuery,namelyordered
sequencesf itemsareencoded Chapter3 presentshe mappingfrom normalizedXQuery
Coreto relationalalgebra.lt closelyfollows the mappingdescribedn [15, 16] andthere-
fore repeatghe ideas,beforeapplyingthemon the relationalalgebrausedin MonetDB.
Early versionsof Path nder/MonetDBstruggledwith largeoverheacaswell ashugemem-
ory andtime consumption.Orderawarenessjoin recognition,andexploiting moreprop-
ertiesin pathstepsarethe optimizations,which allowed us to overcometheseproblems.
They areexplainedin Chapter4. Severalexperimentslemonstratéheimpactof theseop-
timizationsin Chapter5. Furthermorea completesystemcomparisoragainstthe latest
versionsof Galax[11] and X-Hive [26] usingthe XMark benchmarkshowvs our unprece-
dentedperformanceon larger documentsThelastchapterconcludeshis thesisandgives
anoutlookof the ongoingwork.

1.2 The XML Query Language: XQuery

As increasingamount®f informationarestored exchangedandpresentedisingXML, the
ability to intelligently query XML databecomesncreasinglyimportant. XQuerysatis es



that needand allows e xible accessto a broad spectrumof XML information sources.
XQueryis derived from an XML querylanguagecalledQuilt [6], whichin turn borroved
featuresfrom several other languagesincluding XPath 1.0, XQL, XML-QL, SQL, and
OQL.

The basicbuilding block of XQueryis the expression which may be constructedrom
keywords,symbols,andoperandsin generalthe operandf anexpressiorareotherex-
pressions.XQueryis a functionallanguagewhich meansthat expressionsanbe nested
with full generality Path expressionand FLWOR expressionsaretwo of the mostimpor-
tantconstructan XQueryandthey arethereforeexplainedin moredetail. The discussion
of otherconceptsjike atomictypes,comparisonscomputationsgasting,type checking,
conditionalsyariablesandXML constructiorarebeyondthescopeof thiswork andthere-
fore omittedhere. To follow this work it is, however, reasonabl¢o be familiar with these
constructs.To understandomedecisionsn the sequelit may be evennecessaryo know
somebasicsaboutthe XQuery semanticge.g., nodeidentity, documentorder or subtree
copy). For afull referencepleasereferto [5].

Path Expressions

Path expressionsanbe usedto locatenodeswithin XML documents. A pathexpression
consistf a seriesof oneor moresteps separatedy "/ ”. A pathstepreturnsa sequence
of nodesthat arereachabldrom a given element(the context node)via a speci ed axis.
Sucha stephastwo parts: an axis, which de nes the directionof movementfor the step,
and a nodetest, which selectsnodesbasedon their kind, name,and/ortype annotation.
For example thestepchild::book selectshebook elementhildrenof the context node:
child is thenameof theaxis,andbook is thenameof theelemennhodedo beselectedn
thisaxis. All togethetthereare12 axesin XQuery,which arelistedwith their semanticsn
Tablel.1. As a pathstepmay containseveralcontect nodesijt retrievestheresultingnodes
for every context node,combineshem, andreturnsthemwith duplicatesremovedin the
orderthey appeain thedocument.

Axis Resultnodes
v/child child nodesof v
v/descendant all nodesn the subtreeof v
videscendant-eself v itself andits descendants
v/parent parentof v
v/iancestor recursve closureof parentaxis
v/ancestoior-self v itself andits ancestors
vi/following nodesfollowing v in documenbrder
vipreceding nodesprecedingy in documenbrder

vifollowing-sibling  followingswith the sameparentasv
vipreceding-sibling precedingsvith thesameparentasv
v/self Y

v/attribute attribute nodesof v

Tablel.1: Overview of axissemantic®riginatedin context nodev.

FLWOR Expressions

A FLWORexpressioris afeatureof XQuerythatsupportsterationandbindingof variables
to intermediateesults.It is oftenusefulto computejoins betweertwo or moredocuments
andto restructuredata. The nameFLWOR, pronouncedower, is suggestedby the key-

wordsfor , let , where, order by, andreturn . Thefor clausein a FLWOR expression
consecutiely bindseachitem in aninput sequencéo a variable,calledthe tuple stream.



Thelet allows binding variablesto additionalsequencesf items. The optionalwhere
clausesenesto Iter the tuple stream retainingsometuplesanddiscardingothers. The
optionalorder by clausecanbe usedto reorderthe tuple stream. The return clause
constructghe resultof the FLWOR expression.lt is evaluatedoncefor every retainedtu-
ple in the tuple streamusingthe respectie variablebindings. The resultof the FLWOR
expressioris anorderedsequenceontainingthe resultsof theseevaluations.

QueryQ; is sucha FLWOR expressionwhosefor loop consistf 5 iterations:

for $a in (8, 15, 12, 4, 9)
let $b := (string( $a), "even")

where ($a mod2 = 0) : (Q)
order by $a ascending
return string-join(  $b, " is ")

In every iteration$a getsboundto onevaluein theinput sequencenda sequencef two
strings(the string valueof $a and"even" ) is assignedo $b. Thewhere clause lters all
iterationswhere$a is boundto an evenvalueandorder by sortsthe remainingvalues
by theirvalue. Thereturn valueis a concatenatiowof the stringsin $b usingthe string"
is " asdelimiter Theresultof the queryis theitem sequence("4 is even", "8 is
even", "12 is even").

1.3 MonetDB

We choseto usethe MonetDB RDBMS asour relationalback-endor the Path nder com-
piler. MonetDB s an extensiblemain memorydatabaseystemdevelopedat the CWI in
Amsterdam.Its aim to supportmultiple domainsandto getthe bestperformanceout of
modernCPU and memory hardware especiallysuits our demand. To reachthesegoals,
MonetDB comeswith somenon-standardacilities.

Oneof thesefacilitiesis full verticalfragmentationgneaninghatMonetDBonly knows
binarytables.The rst columnin suchatableis calledhead, the secondail, andthe com-
pletetableis namedBinary AssociationTable (BAT). To avoid the lossof information,a
fully vertically fragmentedelationneedgo save auniquekey in eachbinaryrelation. This
is shawvn in Figure1.1(b),whichintroducesa new pre key column,after splitting relation
r in Figurel.1(a). The obvious performancegenalty which comeswith the necessarkey
joins, is avoidedin MonetDB by introducingvirtual objectidenti ers (void ) askeys. The
columnsof relationsaresavedin arraysallowing thevoid valuesto correspondo the off-
setsin the array (+ a given number). The storageof relationr in MonetDB consistsof
two arrays.Thekey columnpre is not materializedarymore,becausé matchegshe void
column. To combinethe columnsin relationr, a positionallookupis used,which makes
thekey join almosta no costoperation.

pre size level
4|0
1
1
2
2
(a) Relationr (b) Vertically fragmented () Relationr in MonetDB
relationr

Figurel.1: Full verticalfragmentatiorin MonetDB.

MonetDB strictly follows a front-end/back-endrchitecture which is introducedto
reachthe designgoal of extensibility andto supportmultiple logical datamodels. A re-



lational front-endmaps,e.g., SQL queriesinto MonetDB requests— Path nder follows

the sameapproach Theinterface,to communicatevith the underlyingdatabasé&ernel,is

the low level interpreterlanguageMIL L. Its table manipulationoperationsform a closed
algebraon the binary model. Additionally, it is a computationallycompleteprocedural
languageand allows extensionswith new primitives, datatypes, and associatedsearch
acceleratostructures.This extensionmechanisnwill beusedin Section4.2to addanef-

cient implementatiorof the staircasgoin algorithmin the programmindanguageC. The
remainingpartof this chapteris usedto shortly review someMIL operators.

MonetDB Inter preter Language(MIL)

The operatorsn MIL canbe dividedinto two groups:table manipulationoperationsand
programmindanguageoperators.Thelatteronesareinspiredby the C programmingan-
guageandcontain,e.g., variables,assignments;omputationsgcomparisonsgonditionals,
loops,andfunctions.Theformeronesarebasicdatabaseperationge.g., join , project ,
select , unique, diff , union, intersect , aggregates,...) aswell asadditionaloper
ators,to supportthe binary datamodel. The basicdatabas@peratorswhich expectmore
thanoneBAT asinput (like join ), returnagain a binaryrelation,to ful Il the needfor a
closedalgebraonthe BAT type. In caseof ajoin, thisis achieredby projectingoutthetwo
join columns retainingthe othertwo columns.

reverse , mirror , andmark arespeci c operatorsmplied by the binarytablemodel.
reverse switcheshead (the rst column)andtail (the secondcolumn)of a BAT. Thisis
necessarbecausenostoperationge.g., select , project , aggrgates)only work onthe
tail column. To combinemultiple columnsit is sometimesiecessaryo copy thekey. This
canbe doneusingmirror , which copiesthe valuesof the head into thetail. markis the
operatoywhich createsanew key column. It consecutiely assignobjectidenti ers (oid ),
which arenumberssyntacticallymarkedby " @0, startingata givenoffset. Thisis alsothe
mechanismo createvoid columns.

Thesethreeoperatorsarefor free asthey modify only the descriptorsof the BAT. For
reverse thereferencedo the arraysstoringthe valuesare switchedandfor mirror the
referencesare copied. The mark operatoronly storesthe offset in the BAT descriptor
without materializingthe enumeratedolumn.

Figure1.2 shavs how relationr from Figurel.1 canbe generatedbat(void, int)
createsa new BAT with the head type void andthetail type integer nil standsfor an
unde nedvalue; the dot concatenatemultiple operationsandthe semicolon nishes an
expression. Becausemark only works on tail values,a reverse is necessarywice, to
createnew numbersn thehead columnstartingat offsetO.

> var r_size = bat(void,int);

> var r_level := bat(void,int);

> r_size .insert(nil, 4).insert(nil, 0).insert(nil, 2).insert(nil, 0).insert(nil, 0);
> r_level.insert(nil, 0).insert(nil, 1).insert(nil, 1).insert(nil, 2).insert(nil, 2);
> r_size := r_size .reverse().mark(0@O).reverse();

> r_level := r_level.reverse().mark(0O@0).reverse();

Figurel1.2: Creationof relationr (seeFigurel.1)in MIL.

A specialoperatoris the multiplex ([f] ), which bridgesthe gap betweenthe table
manipulationandthe procedurabperators[f] mapsanoperatoff likee.g., +to eachrow
of aBAT. If suchanoperatorexpectsmorethanoneoperandandinputto themultiplex are
multiple BATs, animplicit equi-joinontheheadsis performed.

Figure 1.3 continuesthe MIL examplestartedin Figurel1.2. First we selectthe rows
with sizeequalto 0 (discardingthe rst andthe third row), copy the pre valuesinto the
tail andcastevery row in thetail to aninteger The secondrow calculateghe post values

IMIL standsfor MonetDB Interpretei_anguage.



(pre/post encodingwill beexplainedin thefollowing chapterusingthe multiplex operator
Theimplicit joins of [+] and[-] returnonly threerows, becausef r_pre . The print
performsanimplicit join onthe head valuesaswell andthereforeprints only threerows.
The commonhead is printedas rst columnandthe threeremainingcolumnscorrespond
to thetails.

> var r_pre := r_size.select(0).mirror().[int]();
> var r_post := r_pre.[+](r_size).[-](r_level);
> print  (r_size, r_level, r_post);

# #

#1 tmp_214 tmp_190 tmp_241 # name
# void int int int # type
# #

[ 1@0, 0, 1, 0 ]

[ 3@0, 0 2, 1 ]

[ 4@0, 0, 2, 2 ]

Figurel.3: Calculatepost valueof all leaf nodesin relationr

A completeoverview of MIL goesbeyondthe scopeof this thesis. Most unexplained
operatorausedin the next chaptershowever, shouldbe known eitherfrom relationalal-
gebraor from programminganguagesFor interestedreaders|2, 21] will provide more
details.

1.4 Path nder

The Path nder XQuery compiler can be usedas

new front-endto the MonetDB RDBMS (sketched XQuery Compiler Module
in Figure 1.4). It consumesan XQuery expres- Client ey T uery Parsing
sion, which is parsed,normalized,and translated - XML Schema Import
into XQueryCore.The Coreexpressions thensim- - Core Simplification
pli ed, typechecledandoptimized. Thelaststepof e S o
the compilationis the MIL codegenerationwhich @MIL Generation

is alsothe focus of this thesis. Otherapproaches,

whichtranslatexQueryCoreto relationalalgebreor
SQLinsteadarecurrentlyinvestigatedin thecourse
of the Path nder researctproject.

TheMIL codegeneratedby the Path nder com- | MonetDB Kernel |
piler relies on someextensionsaddedto the Mon-
etDB back-end. The mostprominentonesare the
resultserializationandthe intelligent path stepevaluation(staircasgoin). Others,how-
ever, will bementionedn the courseof thisthesis.

MIL

Runtime Module MonetDB
- (Loop-lifted) Staircase Join Server

- multijoin
~@XML Serialization

Figurel.4: Systemarchitecture.



Chapter 2

Relational Storage

A relationalevaluationrequiresthe tabular encodingof two principal datamodels. XML
documentgor fragmentsthereof)form ordered, unranked treesof nodes XQuery's pro-
cessingnodelin turnis basedon ordered, nite sequencesfitems The rst datamodel
canbemappedisingthepre/post encodingdevelopedn [13]. It will beshortlysummarized
in Section2.1, wherewe compareit with the pre/size encoding.The pre/size encodingis
the mapping,which underliesour XML documentstorageandwill be explainedin detalil
in Section2.2. The mappingof item sequenceto relationsaswell asits actualstorages
subjectof Section2.3andSection2.4,respectiely.

2.1 pre/post Encoding

Thepre/post encodings aschema-independemtappingof XML documentsénto relations.
It is atrueisomorphismwith respecto thetreestructure.The encodingcanbe generated
by countingthe numberof openingtagsaspre valuesandthe closingtagsaspost values
during a sequentiakcanover the document. The pre and post valuesare then storedin
a 2-columnrelation,whereeachrow represent®nenode. The pre valuesalonealready
re ect thedocumenbrder aswell the nodeidentity, which aretwo characteristicsequired
in XQuery.Figure2.1(a)shavs thedocumentreeof exampledocumenDoc:

<a><b>c</b><d><e/><f/></d><g a="42"/></a> (Doc)

Figure2.1(b)shavs the nodesplottedinto a two-dimensionaplaneusingthe pre andpost
valuesto de ne their position. Noded for exampleresidesat a pre value of 4 anda post
valueof 3. This treeencodingallows a highly ef cient XPath processing.The staircase
join [17] evaluatesXPathlocationstepsfor a given sequenc®f context nodesin a single
sequentiakcanover the treeencodingtable. It works basedon rangeson the pre/post re-
lation visible in 2.1(b),wherecontet noded dividesthe planeinto four quadrantswhich
correspondo thefour major XPathaxes(ancestor , descendant, following , andpre-
ceding). Staircasqoin furthermoreprunesthe context nodesequenceo avoid overlap,
partitionsthedocumento completelyavoid duplicateresultnodes andspeedsip the pro-
cessingby skippingconsiderablgartsof the encodedree,which do not contritute to the
result.

The pre/post mappingrecordsone moreattribute (level), which storesthe distanceof
a nodeto the root node. This additionalcolumnspeedsaup the processingf the child ,
parent , following-sibling , andpreceding-sibling  axes,which rely on the node
depthof the context node.

In this work we usea differentencodingvariantby saving the pre valuesandthe size
of the subtreefor eachnode. It is equivalentto the pre/post encoding,dueto the fact
thatthe post value canbe recoreredusingthe simple equation:post = pre + size - level.
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Figure2.1: Graphicalrepresentationsf documenDoc

The pre/size mappingcomeswith similar characteristicdik e the pre/post mapping. Fig-

ure 2.1(c)shavs Doc plottedon a pre/pre+size plan,whereresultnodesof the four major
axesarestill visible. But the pre/size encodinghaseven moreadwantages.To evaluatean
XPathstep thepre/size encodingvorkswith asmallnumberof lookups(only lowerbound-
ary pre andupperboundarypre+size), whereaghe pre/post encodingrequiresa post value
comparisorfor eachmatchingnodeto testthe nodecontainment XPath locationstepsof

the forward axesrelying on the level information (child and following-sibling ) in

additionrequireonly pre andsize andthereforeallow skipping. With the pre/post encod-
ing, theseaxesrequirelevel, which prohibitsskipping. To illustrate,for thechild axis,we
have that:

vec/child <
viipre= c:pre+ 1 A vi:pre6 c:pre+ c:sizeU
Vi+ 1:pre= vj:pre+ vi:size+ 1 A v+ 1:pre6 c.pre+ c:size:

The last but perhapsmostimportantadwantageof the pre/size encodingis that element
subtreecopiesnecessarfor every elementconstructionareself containingin the pre/size
encoding. The reasonis that size is invariantwith respectto copying and moving. In
comparisonpost valuesrequireupdatedor eachsubtreecopy, becausehenew pre values
automaticallyeffect the post values.

2.2 XML DocumentStorage

Theencodingdescribedn thelastsectiononly savesthe XML documentstructure.In this
sectionthetreeskeletonis enrichedwith thetextual contentof the documentFurthermore
we explain the storageof multiple fragmentsandtransientnodescreatedduringquerying.

SingleDocumentStorage

The straightforvard storagemodelwould be onebig relationholding all valuesof the ve
nodekinds (documentelementtext, commentor processing-instruction

pre size level kind prefix uri loc |text comment pi target
2000 | 2 jtext [null |null {null { ¢ | null |null |null

Sinceevery nodehasexactly one nodekind, the recordsare heterogeneousA fully de-
composedtoragemodelasdescribedy CopelandandKhosha anthereforeseemso be
amuchbettert [8]. MonetDBinternallyalreadystoregherelationscolumnwiseandnow
additionally discardsthe large numberof null tuples. In the following alignedcolumns
like e.g., prefix, uri, andloc aregroupedto logical relations(e.g., gn) whereaghe under
lying storageremainsfully decomposedThe maintable,in the following namedpre|size



relation, holdsthe commonvalues(pre, size, level, kind) anda foreign key ref, which to-
getherwith kind refersto the valuesof the nodes. In addition, duplicaterecordsin these
alignedrelationsareeliminatedto save storagespaceandto allow referencecomparisons
insteadof stringcomparisons.

pre size level ref

attr pre qgn prop prop val
ﬂ -
A
attribute values 'kind' determines to which table 'ref refers
Y _

text val ins
0@0 | "¢
text comments processing

instructions

qualified names
(attributes + elements)

Figure2.2: Relationalstorageof documenDocin MonetDB.

Figure 2.2 shaws our relationalstorage which storesdocumentDoc. It containstwo
morerelations(attr andprop), saving attributesandtheir content. The mainreasorbehind
this decisionis the differencebetweenattributesand othernodekinds. Attributesdo not
follow a x edorderandhave to be omittedduring pathsteps.The columnpre in relation
attr savesthe ownershipof attributesasforeignkeys. The namesof attributesaresavedin
the gn relationstogetherwith the elementnamesandreferencedria the columngn. The
relationprop savesthetext contentof the attributes(again keptunique).

Shallow Copying

Onemorereasonto usemultiple relationsinsteadof onebig relation,is the copying effort
necessaryor a subtreecopy of a node. With this storageschemewe only have to copy
slicesof the shallov pre|size and attr relations. The copiedrows containonly a small
numberof x edsizevaluesandwe avoid ary stringcopying.

Multiple Documentsand Transient Nodes

An XQueryexpressiormay referenceseseraldocumentsn onequery Sincewe useare-
lational databasewe do not wantto shreda documentor eachquerybut usea persistent
versionof its shreddedepresentatio(seeFigure2.2). Multiple documentgouldbestored
in onesuchsetof documentelations(in the following alsocalledcontainer),if acolumn
frag wasaddedto the pre|size relationto distinguishdifferentdocuments.The dravback
of thisapproactbecomeglearimmediately For every XQueryexpressiorall storeddocu-
mentsareloaded,evenif only onesmalldocumentis referencedEachqueryfurthermore
hasto copy orto lock thecompletecontaineruringevaluationto addtransientnodes.The
sameappliesfor storingadditionalXML documents.



| pre_size level ref kind * frag cont XML Storage Schema

doc container = instance of schema
each doc is a persistent container

each query creates a transient container
pre[size table (transient node properties generally
refer to persistent containers)

attributes attribute values 'kind' determines to which table 'ref refers

ins

loc

| gn_ prefix uri

qualified names text comments processing
(attributes + elements) instructions

For each query, there is a 'loaded document' table: doc name height container
7 |

D
transient container (for transient nodes) — xm: g E

Figure2.3: Horizontally partitionedXML storagen documentontainers.

The completecopying andloadingoverheadaswell asthelossof concurreng canbe
avoided,if eachshreddedlocumentesidesonthe disk separatelyaccordingto thestorage
schemesketchedabore. Thesedocumentontainersanbeloadedseparatelyluringquery
evaluationandallow concurrentreadoperationsaaswell. A transientdocumeniodecon-
tainer which savesall nodescreatedduringaquery also ts into thissetup.Theconnection
betweerthesedocumentontainerduildsarelationdoc, whichsasesthedocument name
andexistsfor every queryseparatelyWith multiple referencediocument&ndeachhaving
pre valuesstartingat 0, we loosethenodeidentity. We overcomethis problemby usingthe
combinationof doc andpre asour nodeidenti er.

Figure2.3displayssuchan XML storageschemédor anexamplequerywith two loaded
documentgX:xml andY:xml). For eachXQueryexpressioranadditionalsetof document
tables(calledA in Figure2.3)is createdwhich savesthetransienhodesconstructediuring
guery evaluation. In comparisorto other containerswhich encodealways exactly one
documentthe transientdocumentodecontainermay containmultiple XML fragments.
Theadditionalfrag columnis usedto markthe differentfragments.

Multijoin

The shallav copying describedn the last paragraphmakesit necessaryo addthe cont
columnin theattr andthe pre|size relation. It savesthedocumeni(or container)d, where
the valuesof the nodesreside. This is the reasorwhy the key of a nodevaluelookupin
the transientdocumentodecontainemow consistsof ref, kind, andcont. To gatherthe
nodevaluesof asetof nodeswe addeda new primitive multijoin to MonetDB,which does
thelookupof the horizontallyfragmentedraluetablesef ciently . It groupsthelookupsby
thedocumentontainerandcopeswith thedifferencebetweerthetransiendocumennode
containerandthe otherdocumentontainersA moredetaileddescriptionof multijoin will
follow in Section3.4.11.

The following XQueryexpressionQ, constructsnen XML fragmentswhich generate



new nodesaswell asa subtreecopy of partsof Doc:
(<h> doc("Doc)//d  </h>, <il>) (Q2)

Figure2.4illustratestheresultingpre|size tableof thetransientdocumennodecontainer
The namesof the new nodesh andi aresaredin the

gn relationof the transientdocumentodecontainer NIRRT
The entriesfor elementd andits descendantm the
pre|size relationof thedocumentontainerf Docare
copiedto the transientdocumentnodecontainerand
updatedn the columnspre andlevel only. The other
values(e.g., the names)still residein the document
containerof Doc (seecolumncont). Thelastrow (el-

ement ) is in adifferentfragmentandthereforehasa Figure2.4: pre|size tableof thetran-
differentfrag value. sientdocumentodecontaineiof Q,

2.3 Item SequenceEncoding

After xing theencodindgfor the rst datatypethis sectionnow focusenthesecondrin-
ciple datatype of XQuery: ordered, nite sequencesf zeio or more items Assumingthe
underlyingRDBMS providespolymorphiccolumns asequencef itemscanbeeasilysaved
in singlecolumn. Theemptysequenc¢hencorrespondso anemptytableandasingleitem
mapsto a relationwith only onerow. With suchanencodingwe support nite
sequencesf zeroor moreitems,but cannotrely on their order [15, 16] suggest LSRGl
addingasecondolumnpos, whichstoreghepositionof anitemin thesequence. ; x2
3 |<a/>

pos is a densenumberingstartingat 1 for every sequenceo supportpositional
predicateqe.g., /d[2] ). Therelationon the right encodesucha sequence
(2,"x",<al>)

2.4 Item Storage

MonetDB doesnot offer polymorphiccolumnsper se. We thusintroducea relationwith
theappropriateaail typefor eachtype (andquery).For attributes,othernodesandQNames
theserelationsare the documentstorageintroducedin Section2.2. An item is thenim-
plementedusinga combinationof referenceandits type. Like in the documenistoragea
referencepointsto avaluein its respectie valuerelation. The entriesof thevaluerelations
arekeptuniqueto avoid multiple copies.E.g, thequeryfor $a in 1 to 100 return
"X" saves"X" only onceinsteadof 100times. The relationon the right shovs prr——
the correspondingtring relation. Thetype (or valuerelation)a referencepoints
tois encodedn anew columnkind. Furthermoreheattribute,node,andQName
kinds are overloadedwith the documentid they referto, thereforeallowing to testnode
identity usingitem andkind.
The examplesequencdrom above ((2,"X",<a/>) ) resultsin the
positem _ kind relationdepictedon the left. 2 is savedin the integer relationat offset
1 |0@(Qinteger 0@0"X" in thestring relationat offset0@pandthe node<a/> is saved
g 8% SSSZ?A) as rst nodein thetransiendocumentontaineA (again at offset0@)

10



Chapter 3

Coreto MIL Translation

The relationalstoragestructureexplainedin the previous chapteris suitableto supporta
fully relationalXQuery evaluationengine. The following mapping,which relies on this
storageschemeis basedbon the compilationtechniqueslescribedn [15, 16]. Thestarting
point of thecompilationis anormalized simpli ed XQueryCoreexpressionExpressions,
which arereplacedduring normalizationare e.g., the where clauseandthe comparisons
operatorswith existentialsemanticg=, !=, <,...). Theirreplacementsreadditionalfor
expressionsif then else constructsfunctionslike e.g., fn:empty , andexplicit com-
parisongeq, ne, It ,...).

The mappingfrom normalized simpli ed XQueryCoreexpressiono a standardela-
tional algebrais the subjectof Section3.4. The rulesthat describethe mappingprocess
aswell asthe accompaying ideaswereoriginally developedin [15, 16]. Theloop-lifting
conceptwhich builds the basisof the transformationthe relationaloperatorsandthein-
ferencerule notationarerecappedn Section3.1,3.2,and3.3, respectiely.

The inferencerulesin Section3.4 arean extensionof therulesin [15, 16] andsene
asplatformto illustratethe mappingprocess.Section3.5 explainsthe applicationof the
mappingusingMIL astherelationaltargetlanguage.

3.1 Loop-Lifting

The iterative natureof the for expressionin XQueryanda bulk-orientedrelationalpro-
cessingappeato be contradictory However asXQueryis side-efectfreeit is semantically
soundto evaluatetheloop body e for all iterationsin parallel. This works by replacingall
freeoccurrencesf variable$v for all bindingsin e by x; (€/Xi=$v] denoteghatsubstitution):

for $vin (xg, X2, :::, Xn) return e=

(e[X=$v], eX=8v], :::, eXn=$V])

With sucha replacementthe iterationsare avoided completelyand a bulk-orientedpro-
cessings possible.In thefollowing we describea transformationwhich implementsthe
substitution. To distinguishseparatdogical iterations,we extend the pos|item * relation
with a columniter, which storesthe iterationnumber Figure 3.1(a)shows the additional
columniter attachedo theencodedsequencexpression2,"x",<a/>) . Theiter column
containstheinteger 1 in all threerows, statingthatall itemsarein the sameiteration(the
initial iteration1).

Thevariablebindingof afor loop takessuchasequencasinputandreplacesheiter
valueswith anenv densenumberingwhich respectshe ordergiven by the combinationof

INote: Theitemjkind representatiois replacedby a polymorphicitem column,aggin, for easeof readability
Themappingitself is notin uencedoy this change.

11



iter pos item iter pos item iter pos item iter pos item
1)1
1] 2
1] 3

(a) Input sequence (b) Loop-lifted se- (c) Mappingre- (d) Loop-lifted (e) Backmapped
(2,"x",<al>) quence$a) lation constané2 bodyof for loop

Figure3.1: Loop-lifting of $a and42in thequeryfor $a in (2, "x", <a/>) return
42

old iter andpos column,startingat 1. Thevaluesin thepos columnarethenreplacedoy a
1, becauseveryitemis now asingletonsequencevithin its iteration. Thismappingwill be
calledlifting or loop-lifting in the following. It perfectlymatchedhe semantic®f thefor
expressioneachitemis boundin exactly oneiteration.Figure3.1(b)shawvs thebinding of
variable$a in thequeryfor $a in (2,"x",<a/>)  return 42. Inthe rst iteration$a
is boundto 2, in thesecondo "x" andto <a/> in thelast.

All othervariablebindings(e.g., boundin alet clauseor anotherfor expression)
andconstantareloop-lifted usinga map relation(outer|inner). This tablerecordsthejust
explainedchangeof theiter valuesin the loop input sequencewhereouter storestheiter
beforeandinner theiter columnafterrenumbering A tuple (0;i) in this relationindicates
thatduringtheith iterationof theinnerloop bodytheouterloop bodyis in its oth iteration.
Thelifting proceedsn threesteps: rst anequi-join join betweenmmap anditer|pos|item,
on the columnsouter anditer, is performed.Thenthe outer anditer columnsareremoved
andthirdly thecolumninner is renamedo iter. Figure3.1(d)shavs thelifted constan#2,
which consistedf onetuple (1;1;42) beforethejoin.

A similar mappingstepis neededfterthe evaluationof thefor loopbody Theresult
hasto be transformednto a sequenceagain. An equi-joinof iter with theinner columnof
the map relationandthe renamingof the outer columnto iter performsthe backmapping.
Additionally arenumberingf the pos valuesis necessaryit takesthe orderof the old iter
(inner) andpos columnsinto accountandstartsat 1 for eachgroupde ned by the new iter
column(outer). Figure3.1(e)shaws theresultof this backmappingtep— thethreeitem
sequenc¢d?2, 42, 42),whoseiter columnis mappedackto 1 andthepos columnto a
denseenumeration.

NestedScopesand Constant Expressions

Theloop-lifting conceptalsoworksfor nestedor expressionsThisis achiered by com-
piling eachsubexpressiorin dependencef all enclosingfor loops.In examplequeryQs
theloop body of theformerexampleis replacedy a nestedor loop:

8

<for $ain (2, "x", <a/>) return

S for $b {g (10, 20) return (Q3)
-= se  ($a, 100)

Themap relationof theouterfor loopstaysthesame(seeFigure3.1(c)andFigure3.2(a)).
It is usedto lift thetwo constant§10 and20), which form theinput sequencef theinner
for loopillustratedin Figure3.2(b). This sequencés the basisfor thenew map relationof
thesecondoopin Figure3.2(c). To keepthetwo map relationsapartwe introduceanotion
of scopes.For eachloop body a new scopes,; ¢eaga,, ; IS createdwhosesubscriptis the
subscripbf theenclosingscopev; : :: v, andthenameof thefor loopvariablevy: 1 (.9, S,
Sa, Saw iN Q3). Now themap relationscanbeidenti ed by attachinghe scopeinformation
of thetwo scopeghey connect.The map relationof the outerfor expressiorin queryQs3
is thencalledmapg, andtheothermapg, . . . Notethatmapy, s, is the Cartesiarproduct

12



outer inner iter pos item iter pos item iter pos item
1)1

112|20 1] 2 211 2 2| 1100

21|10 2] 3 3|1 |"" 3|1 (100

212|20 2| 4 411 |"Xx" 4|1 100

31|10 3|5 5|1 |<al> 5| 1 (100

31220 3|6 6|1 |<a> 6| 1 (100

(@) mapg, (b) (10, 20) in (c) mapg,:s,, (d) $a in scopesag, (e)100in sa
SCOPESa

Figure3.2: map relationsandintermediatdoop-lifted resultsof Q3

of bothloops,whichis aconsequencef this compilationschemeaswell asof the XQuery
semanticsSectiond4.4will describenow to avoid this crossproductin certaincases.
Variable$a in query Qs is de ned in scopes,, but alsovisible in scopes,g. To lift

$a to scopesap ajoin with maps, ., is necessary— Figure3.2(d) shavs theresult. For
the secondargumentof the loop body, the constant100, the samemapping(join with
both map relations)can be avoided. Becauseconstantsare always de ned in the outer
mostscopes, it is valid to directly loop-lift themto the requiredscopeby applyingthe
Cartesiarproductof their pos|item tuple and a loop relation, which is the inner column
of the respectie map relation. In query Q3 the currentloop relationloops,, is theinner
columnof mapg, .., andthe evaluationof the crossproductwith the constantL00 results
in its loop-lifted representatiodisplayedn Figure3.2(e).

3.2 Relational Operators

In this sectiona shortsummaryof therelationaloperatorswhich form thetargetlanguage
of themappingin Section3.4,is provided. Figure3.3liststhe availableoperatorsyhich

Tl by :an:bn projection(andrenaming)

Oa selection

U disjointunion

X cartesiarproduct

0a=p equi-join

\al;:::;an difference

max suMre=p aggreates

2 b literal table

Pbheg:ani=ps  TOW numbering

~ brhay;iani n-ary arithmetic/comparisonperatorx
a:n XPathaxisjoin (axisa, nodetestn)

Figure3.3: Operatorof therelationalalgebrala andb arecolumnnames).

aremostly variantsof operatordoundin standardelationalalgebrg[7, 10, 20]. While the
projectionoperatormt also supportsrenaming(a; : by renamesolumnb; to a;), the join
operatoro is restrictedto equi-joinsandthe union operatorJ doesnot have to copewith
duplicates Thedifferenceoperatoreturnsall rowsfromthe rst amgumentwhosecolumns

gates(e.g., max, which returna singlevalue,we alsosupportenhancecggreates(e.g.,
SUMmi=p) thatpartitiona relationby a column p andevaluatewithin thesepartitionsthe
aggregateson the columna. A binary relation,which storesfor eachpartitionthe aggre-
gatedvalue (in columnb), holdsthe result. The row humberingoperatorp is similar to
the DENSERANK operatorin SQL:1999. It is oneof the mostimportantoperatorsn the
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algebrapecauseXQueryheaily reliesonorder pypy,;:::ai=p:s(d) assignseachtuplein g

a consecutie number which is saved in columnb. The constraintfor the enumerations

join algorithm<], ., supportghe XPathaxes. It calculatesheresultnodedor eachiteration
andreturnsthemasaniter|item|kind relation,whereall duplicatesareremored.

3.3 InferenceRule Notation

To formally describethe mappingof XQuery Coreto relationalalgebrawe introducea
notationof inferencerules. Theseinferencerulesareof the form:

M loopA+ez (gAY :

The rst agumentof aninferencerule denoteghe variableenvironmentl", which holds
all visible variablesandtheir algebraicexpression. The secondargumentloop savesthe
currentloop relation,to supportef cient constantiranslation. The third agumentstands
for the containerA, which is the transientdocumentnode container(seethe relationsin
Figure2.3)extendedwith thevaluerelationgonefor eachkind). Onespeci ¢ characteristic
of thiscontaineiis thatthevaluerelationsstring anduntypedAtomic aswell asthedocument
relationsprop (attribute values) text (text content),andcom (contentof commentshareall
representedby the samerelation. The sameholdsfor the valuerelationQName andthe
documentrelationgn. In both casesthis helpsto minimize the copying effort necessary
for nodeconstructionwhile still beingableto referencehe relationsseparately Because
the containerA canbe modi ed duringevaluation(e.g., by insertingvaluesor by creating
elements)it is alsoa returnvalueof theinferencerule (A9. Thewholeinferencerule can
be readas: GivenT, loop, andA, the XQuery expressione compilesinto the algebraic
expressiory with the (possibly)modi ed containeA®

EachXQuerycompilationstartswith anemptyvariableervironmentl” = 0, asingleton
loop relation(loop = , emptyrelationsin the containerd, andthe XQueryexpression.
All inferencerulespasd, loop, andA top-davn, while theresultingalgebraexpressions
synthesizedottom-up. Theresultis a single algebraquerythat operateon the treeand
sequencencodingsketchedn Section2.

All documentswhich arereferencedn thequeryareaccessedeadonly andarethere-
fore combinedin a separateontainerdoc?. doc andA both represent setof tables. To
referenceoneof their relationsdirectly we introducethe notationcontfnamé, whichrefer
enceshe nametable of the containercont E.g, A[pre|size] referenceshe pre|size table
of thecontainerA.

Additionally, inferencerules usea notationto inspectstatic type information during
compiletime. Operator.: testshestatictypeof anexpressiorduringcompiletime. e:: kind
meanghat XQueryexpressiore hasthe statictypekind. We denote,

A=Al name—q;:::]

to make the modi cation of arelationin the containerA andthusthe modi cation of A

explicit. It assigngherelationnameof A thenew relationalrepresentation. Themodi ed

containerA’recordsthis sideeffect. All otherrelationsof the containeremainunafected.
Adding rows to analready lled relationcanbe doneby union the representatiomefore
thereplacemenandthenew tuples(e.g., g = A[namé U tuples,q,)-

2doc may containmultiple documentsandthusrepresenmultiple containerstself. This however is ignored,
becauseherelationsof doc areusedonly by specialoperatorghatareawareof this representatiofstaircasgoin
andmultijoin).
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Thirdly the wrapperfunctionref is a shorthandor a muchmorespaceconsumingal-
gebraexpressionref modi es acontainer rst argument)oy extendingoneof its relations
with the valuesfrom the secondargument. Thenit extendsthe secondargumentwith the
reference®f themodi ed relationin the container Dependingpn its subscriptref chooses
adifferentimplementationThefollowing equivalenceruleillustratesthe extendedexpres-
sionof ref with subscripinteger:

valuegey = unique(Afinteger] \vaiued)
offset= max(A[integer]) + 1

tuplesqﬁN = Thetvalue Prefofiser(ValU€Sien) :
A°= A :::;integer — Afinteger] Utuples,g,;:::
qoz Ao[integer] 0 yalue=value g

D507 = refipege (4:0)

Thetwo inputargumentsarethe containerA andarelationq thatrequiresa columnvalue.
Theresultisamodi ed containet\°andarelationgthatcontainsanadditionalcolumnref.
Because¢hesubscripbf ref is integer, theinteger relationof A getsextendedby thevalues
in the value columnof g. This is donein the rst four rows. The rst rule determines
the uniquelist of valuesthat are not storedin the integer relationyet. The secondrule
determineshe rst freeoffsetof theinteger relationin A andthethird enumeratethenew
valuesstartingfrom this offset. Line four updategheinteger relationasexplainedabove to
extendit with new values.Thejoin in thelastrule extendsthe secondargumentqg with the
referencego the valuesin the modi ed containerA® With the wrapperfunction ref, ,me
we thushave a simpleandelegantway to look up the referencesn the containerrelation
namewithout payingattentionto the necessaryalueinsertion.

An exampleis the call of ref;,.., with containerA whoseinteger relationis empty
It resultsin a new tuplein theinteger relation,whosereferencds 0@0Qandthe extended
secondnputrelation:

3 e 3

o ref value |- Nvalue
AB@0 2 ] = efineger A7

3.4 Algebraic Translation Rules

Now all prerequisitesresetup to translatexQueryto relationalalgebra.Every subsection
in thesequekxplainsthetransformatiorof oneXQueryconstrucby meansf aninference
rule. Every rule compilesinto arelationalexpressionwhichresultsin aniter|pos|item|kind
relatior?. While the inferencerules exactly constitutethe compilationscheme the cor-
respondingexplanationswill sometimesnix compiletime andruntime. To motivatethe
relationalexpressionsve describeheir role duringthe evaluation. The mapping however,
compilesthe completequerybeforeevaluatingthe rst operator Notethatthe changeof
thevariableenvironmentl” only extendrelationalexpressionsThesesxpressionsubstitute
thevariablesat compiletime. Thevariableervironmentl” thereforeonly helpsto manage
therelationalexpressionsepresentingariablesandis availableat compiletime only.
QueryQ4 combinesconstantssequenceonstructionyariablelookups,let , andfor
expressionslt will bethe example,which helpsto demonstrat¢he rst mappingrules:

8
<let $a := (10, 20) return
s, for g in (1, 2, 3) return (Qa)
s ($a, $b)

3For certainscenariosanotherkind of interfacemay performbetter Thesealternatveswill be the focusof
Section4.3.
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Q4 rst bindsthesequencélO, 20) tothevariable$a andtheniteratesoverthesequence
(1, 2, 3) (boundto$b). It returnstheconcatenatioof $a and$b, whichis thesequence
(10, 20, 1, 10, 20, 2, 10, 20, 3).

3.4.1 Constants

Thetranslatiorof constantss depictedn inferenceRule CONST andstartswith retrieval of

thetypeinformationof constant, followed by the generatiorof the relationalexpression
that looks up the referenceof c in the value relation kind (seeextensionof ref in the
previous section). The secondequivalencerule usesa crossproductto attachthe columns
pos andkind to the returnedreference. The compilationis completedby introducinga

crossproductbetweerthe relationalexpressionin g,es andthe loop relation. During the
evaluationof sucharelationalexpressiortheiter columnlifts the constant to the current
scope.In additionto the compiledexpressionthe CONST rule alsoreturnsthe (possibly)
modi ed container;.

c:: kind

(A;0) = refkmd(A'

Ores= Eﬁﬁ[ﬁ?g] X Thtemref g
I;loop; A+ ¢ 2 (I00p X Opes A1)

If we pick the constant3 from queryQa, thentheretrievedtypeis integer. The
refineger fUnctioncall adds3 to theinteger relationof contained andreturnsthe

referenceq = D3 | (seeinteger tableon theright). The extensionof the

referencey Wlth pos andkmd resultsin % andthecrossproduct

with loop () produceJENTE i}eﬁn‘, . Herethe containerA hasbeen
modi ed by theinsertionof thetuple (4@@8B) into theinteger relation.

3.4.2 Sequences

The SEQ rule concatenatesxactly two sequencesSequencewith morethantwo items
have to be compiledby applyingRule SEQ multiple times. The mapping rst generates
relationalrepresentationf the rst agumentandthentakesthe modi ed containerA; as
input for thetransformatiorof the secondXQueryexpression.Theresultingalgebraplans
(91 andgp) aremegedwith adisjoint unionU afteraddinga columnord, which marksthe
differencebetweerthetwo expressionsTheord columnandthepos; columnaretheorder
constraintgor the row numberingoperatoy which assignanew positions(pos) startingat
1 for eachdistinctiteration(iter). Therole of the ord columnis to ensurethatevery tuple
of the rst agumentcomesbeforethe rst tuple of the secondargumentwithin the same
iteration. The pos columnis usedto maintainthe original sequencerder The projection
attheendremorestheold pos andtheord column.

I;loop; At ey 2 (01;41) I;loop; A1t e Z (Op; AZ)
3 s [loopAt-(e, &) Z - 3
Tlter;pospos;itemkind - Ppos; :hord; pos =iter;1 ‘ X Q1 U E X 02 AV

(SEQ)

The sequenceonstructiorof 10 and20 is straightforvard. Therelationalrepresentations
arepre xedwith anord columnandconcatenatedith a union:

ord iter positem  kind
1/1]1 |0@(nteger
2|11 |1@0nteger

ord iter pos item  kind [: ord iter positem  kind
1|1| 1 0@QOnteger 2111 |1@0nteger
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Therow numberingoperatorcreatesa new positioncolumncontainingthe valuesl and2
andthe projectionremovestheord column.

The moreinterestingsequenceonstructiorhappensn thefor loop body, wherethe
loop-lifted representationsf $a and$b areconcatenatedlhedisjointunionjustcombines
both extendeditem representatiorfseeFigure 3.4). The row numberingstartsfor each
iterationaconsecutie sequencwith thepositionl. Becauserd isthe rst orderagument,
all tuplesfrom $a getthe lower pos numbergmatchingthe orderof the old pos column)
andthetuplesin $b thenfollow asthird sequencéemfor all iterations(seethelastcolumn
poss in Figure3.4).

ord iter pos item  kind

1|1]| 2 |1@0Onteger 1|11 |0@0nteger 1

$a: |1|2]| 1 |0@0nteger 1(1]| 2 |1@0nteger 2

1|2| 2 |1@(nteger 1|21 |0@0nteger 1

1|3]| 1 |0@0Onteger 1|22 |1@0nteger 2

1|3 2 |1@(nteger 1|3| 1 |0@0nteger 1

[ 1|32 |1@0nteger 2

os item  kind 2|1]| 1 |2@0nteger 3

1211 |2@0nteger 2|2 1 |3@0nteger 3

$b: 2|2 1 |3@0nteger 2|3 1 |4@0nteger 3
21 3| 1 |4@0nteger

Figure3.4: Sequenceonstructiorin loop body of queryQ,

3.4.3 Variable References

The sequenceonstructionn Figure3.4just usestherelationalrepresentatioof the vari-
ables$a and$b. They, however, areonly available becausehe Rule VAR doesproduce
the code. Rule VAR compilesa variablereferencento a lookup of the variable$v in the
ervironmentl”. This integratesthe relationalexpressionof $v storedin the variableervi-
ronment” into the overall queryplan. Thecorrectloop-lifting of thevariable$v is already
encodedn its relationalrepresentationA descriptionhow variablesareloop-lifted, will
follow in Section3.4.5.

(VAR)

{i:5;8vi—qy;iii ) loop A $v 2 (gy; D)

3.4.4 Let Bindings

ThepreviousinferenceRule VAR looksup variablerepresentatiom the variableerviron-
mentl". The ervironmentl” containstheserepresentationsecausevery variableassign-
mentin XQueryaddsa new bindingto I'. Thelet expressionis one XQuery construct,
whichintroducesvariablebindings.

Rule LET rst compilesthelet bindinge; into its relationalrepresentatioiqi). For
thecompilationof thelet bodyit extendsthevariableenvironmentwith thebinding ($v+—
g1). During the compilationof e, the relational expressionrepresentingvariable $v is
thereforeavailable. At runtime, thereare no variable bindingsanymore, becausesvery
referencavasreplacedy its relationalexpression(seealsoRule VAR).

I;loop; At ep 2 (01;4A1)
M+ {$vi—qi};loop; A1 - & 2 (02;42)

LET
I loop; Ak let $v:= e return e Z (gz;42) (LET)

In queryQq thelet expressioncompilesthe two item sequencg10, 20) andaddsits
relationalrepresentatiointo the variableervironmentl'. During the compilationof the
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let body variable$a is looked up andits relationalexpressionis includedin the query
plan(seeRule VAR).

3.4.5 For Expressions

Themappingof afor loopwasalreadyexplainedinformally in Section3.1. In this section
the transformatioris describedagain in moredetail,addingalsoconceptswhich werenot
discussedbefore. TheinferenceRule FOR mapsthe XQueryconstruct

for $vat $pin e return e

to its relationalrepresentationThe optionalpart'at $p' introducesvariable$p, which
encodeghe positionof the currentitem (boundin $v) in theinput sequencéstartingwith
thenumberl).

The mappingstartswith the compilationof the for loop binding e; that resultsin
therelationalexpressiong; (seeline (1) in Rule FOR). The expressionin the secondine
generateghe loop numberingof the nestedscope. The next equivalencerule usesthis
enumeratiorio encodetheloop-lifted item representationf $v (onevalueperiteration).

Therulesin line (4) and(5) translatehe optionalat $p partof thefor expressionThe
positionvaluesof the compiledinput expressione;, g; matchthe requirednumbers.The
pos valuesarethereforeaddedto the integer relationof containerA andtheir references
togetherwith the correspondingind integer areassignedo ¢,. Like therelationalex-
pressiorin qy thatrepresentshelifted variable$v, g, alsoencodesnetuple periteration
(pos = 1).

o {58vi—ay; i} loop Al e 2 (q1;41)
@ &ty = Pinnertiter;pos ;1(d1)
® v= @ X Thter:inneritemkind (exty)
@ (A refp) = I’efmteger ! Ag; Wter:innenvaluepos(@dv)
5 Op= Eﬁgg%r- X Thter;itemref (r€fp)
©® Map= Touteriter;inner (EXty)
@ |(80I0\, = Thter:inner (€Xty)
5 — Tﬁter:inner,positemkind(qvi 0 iter=outerMap) ; :::
+{Sv— vl + {$p— Gp)iloop; B2 €2 Z (Gp;A)
{i:5;%v qui;:::};lpop;Al—for $vat $pin e return & ¢
Thter:outerpospos;itemkind Ppos; ifiter;pos =outer,1 (02 O iter=inner Map) ;A3

a

)
(FoRr)

The map relationin line (6) relatesthe iteration of the currentscope(outer) with the
iterationsof the new scope(inner) andthe expressionin line (7) prepareshe new current
loop relation. The transformatiorof the loop body e, canbe seenin line (8). All variable
representationms variableervironmentl™ arelifted to the next scopeby addingan equi-
join with the map relationgeneratedn line (6). Theloop-lifting at this placeensuresthat
all visible variablesare mappedcorrectly Thenthe relationalrepresentationsf the for
loop variables$v and$ p areaddedto the variableervironmentl” to enabletheir reference
lookups.loop, becomeshenew currentoop relationandthe (possibly)modi ed container
A, completegheinputfor the compilationof theloop bodyey.

Therelationalrepresentationf theloop bodyq, is mappedackto theenclosingscope
by meanwf ajoin with therelationmap (oniter andinner). Thefollowing row humbering
ensureghateachiterationin the outerscopehasa consecutie pos valuewithout changing
theorderof theinnerscope(orderby iter andpos).

ExamplequeryQ, startsthe for loop evaluationwith the translationof the input se-
guencee; resultingin q; depictedin Figure3.5(a). Therow numberingappliedin line (2)
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addsa new inner column,which matcheghe pos col-
umn of g in Figure 3.5(a). g, takesthis inner col-
umn as new iter column and setsthe positions(pos)
to 1 (seeFigure 3.5(b)). BecausejueryQ4 hasno at
clausejline (4) and(s) areomitted. The map relation
is thecombinationof theiter columnsof Figure3.5(a)
and Figure 3.5(b). The codegeneratedor the loop-
lifting in line (8) atruntimelifts therelationalrepresen-
tationof variable$a from scopesto s, (shawvn in Fig-
ure3.5(c)).Similartothelet expressiorof queryQg,
the for expressionextendsthe ervironmentl™ with
variable$b andits bindingqy atcompiletime. There-
lationalrepresentatiois integratednto thequeryplan
by the variablereferencen the loop body. The eval-
uationof thefor loop body processeshe expression
andreturnstheintermediateaesult(seeFigure3.4).

The backmappingoin with map resultsin Fig-
ure 3.5(d) whereall rows have an outer value of 1.
Therow numberingherefordnterpretsall rowsasone
partitionandgenerateshe new pos; valuesusingthe
orderof iter andpos. Theprojectionbuilds theubiqui-
tousiter|pos|item|kind relationandcompleteshe for
loop evaluation.

3.4.6 If-Then-Else

The expressionf (e;) then e, else ez is theonly
conditionalin normalized XQuery Core. Amongst
othersit e.g., substituteshe where clause. Expres-
sion ey is evaluated rst andreturnsa booleanvalue.
If it holdstruees is evaluatedotherwisees is theresult
of theif expression.In this compilationschemewve
copewith multipleif clauseqgonefor eachiteration)
atthe sametime.

Rule I F startswith the compilationof the boolean
expressione;. Theresultis split into two new loop
relations(loop, andloops), which selectall true and
false valuesrespectiely. loop, is usedas current
loop relation for the compilationof e, andloop; as

iter pos item  kind

1|1 Z@Enteger

2| 1 |3@(Qnteger
3| 1 |[4A@(Qnteger

(b) av

iter pos item  kind

(c) $ain scopes,

outer iter positem kind Jposi

1 |1]|1|0@0nteger
1@0Onteger
o@(nteger
1@0nteger
o@(nteger
1@0nteger
2@(nteger
3@0nteger
4@(Qnteger

©COoOwWwoo~NOOR~NPRE

RPRRPRRRRRERE
WNRPR WWNN PP
WWWNRNREN

(d) Backmappingf loop body gz

Figure 3.5: for loop mapping of
queryQq

loop relationfor the mappingof e3. To ensurehe correctrepresentationf thevariablesn
I" ajoin with thecorrespondindpoprelationis performedwhich lters outall unnecessary
iterations.Theresultis the unionof bothbranchesombiningtheiterationsagain.

@ {5V gy} loop Al er 2 (gisAr)

@ BoP2 = Titer (Oitem= true (Cl1))

212 8Vi = Thter:positenkind (O O iter=iter; (Thtery:iter (100P,))) 5220 5

@ loop,; A1+ €2 2 (p;A2)

@  ¥BoP3 = Titer (Oitem= rarse (G1))

AV "Titer;positem;kind(qW O iter=iter; (Tﬁterl:iter (loop3))) ;i

® loops; A2 - €3 2 (qs; A3)

{:::;$viqui;:::};kaop;A_l—if (er) then ey else e3 &

QUG ;A3
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QueryQs shavs a modi cation of queryQq, whereanif expressionis used.Instead
of theconcatenationf bothvariables$a is returnedf its valueis evenand$b otherwise:

8
<let $a := (10, 20) return
s for $bin (1, 2, 3) return : (Qs)
s {if ($b mod2 eq 0) then $a else $b

Theresultof theif clausds depictedn Figure3.6(a),wherethe rst andthethird iteration
returnFALSEloop, in line (2) of the | F rule containsonly thetuple (2). It is usedto discard
all otheriterationsof the variablesin line (3). Thereforethe resultin g is the two item
sequencshavn in Figure3.6(b). The evaluationof lines (4) and (5) returnsthe relational
representationf iteration1 and3 accordingly(seeFigure3.6(c)).

1|1 FALSioolean ‘ 2‘ 1 }O@gnteger 11 |2@gnteger

2| 1 | TRUBboolean 2| 2 |1@(nteger ‘3‘ 1 |[4@0nteger
3| 1 |[FALSkoolean

(a) Mappingof $a mod2 eq 0: (b) Mapping of $a in then (c) Mapping of $b in else
(]} clause:qp clause:qz

Figure3.6:if expressiorof queryQs

3.4.7 Typeswitch

While mostof thetypeswitch eswereremoved during the simpli cation phase someof
themstill remain. Thesearethe ones,whosesequencaypety hasto be decideddynam-
ically at runtime. The type knowledgeis wrappedin an operatorinstanceofrepresenting
somelogic, which makesthe runtime decisionpossible. It takes an item representation
of the form iter|pos|item|kind andreplacegheitem valuesby the resultof the comparison
betweentype ty andthe valuesin columnkind. Having sucha booleanmappingfor the
differentiterationsallows to applythe samecompilationschemeasin RuleIF. Theequiv-
alencerulesin lines(3)—(6) of Rule Ty PESWITCH perfectlymatchthe onesin lines(2)-(s) of
theinferenceRule IF in Section3.4.6.

@ {58V gyt loop Al er 2 (0g; A1)
@ inst; =instanceof, (a1)
@  |8OP2 = Titer (Oiten taue (INst1)) a
2113 8Vi — Thter;positemkind (Cv; O iter=iter; (Thteryiiter (1000,))) 520 ;
loop,; A1 e 2 (02;42)
(5) @Ops = Tlter (Oitem= racse (INst1)) a
222 8Vi = Thter:positemkind (O O iter=iter; (Thtery:iter (100P3))) ;=0 5
loops; Az - €3 Z- (03; A3)
{i15;$Vi — Qy; 11 )i loop A
typeswitch (e;) casgtyreturn exdefault return esz
2Ugs ;A3

4

(6)

(TYPESWITCH)

3.4.8 Path Steps

The evaluationof pathstepsis encapsulateth the staircasgoin operator”], which takes
aniter|item|kind relationasinput, evaluateghe pathstepfor all iterations,andreturnsagain
aniter|item|kind relation. Section4.2 providesmoredetailson the underlyingalgorithms.
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Rule STEP startswith the compilationof the context sete. Its resultis usedasone
input of the staircasgoin operator <1 additionallyusesthe axisandnodetestinformation
asinputargumentsaswell asall available XML fragments.Thesefragmentscanbe either
documentgstoredin doc) or transientnodesin the containerA. Sincethe evaluationof an
XPathstepnever escapethefragmentof its context node,it is possibleto evaluatethe step
for eachdocumentn separation.

Theresultof the pathsteprespectshe XPath semanticandordersthe resultingnodes
accordingo theirdocumenbrder(depictedn thegeneratiorof columnpos). Thelikewise
requiredduplicateeliminationis alreadyappliedinsidethe<] operator

I;loop; Ak e2Z (qe; A1)
3 M3loop; A€l a:: nZ&

Ppostkind;itemi =iter;1 (TSter:itemkindQe) Za:n (dOCU A1) M

(STEP)

3.4.9 Text Constructor

In XQuerythereexists the possibility to createnew XML fragmentswith so callednode
constructorsThesecanbe eitherdirectconstructor®r computedones.The rst areXML
nodes(e.g., <a/>), while the latter onesuseXQuery keywords. During normalizationto
XQueryCoreall constructoraretransformednto computecbnes.

The next threesectionawill describethe mappingof text , attribute , andelement
constructorsyespectiely. The mappingof all otherconstructorss almostidenticalto the
explainedtransformationsindis thereforeomitted.

The text constructortranslatesa string into a text node. In inferenceRule TEXT
the rst stepis the transformatiorof the strings(onein eachiteration)to their relational
representation;. Sincethestring relationandthetext relationof containeA bothreferto
thesameable,q; automaticallystoreghecorrectreferenceso thestringrepresentationsf
thetext nodes.Theequivalencerulesin lines(2) and(3) emitthecode which determineshe
rst freepre andthe rst freefrag value. Thefollowing algebraexpressiorin line (4) uses
theresultsasstartingpointsof therow numberingswhich generateew pre andfrag values
for eachtext node.Thefrag valuesareincrementedn parallelto thepre values pecauséhe
fragmentsof text nodesalwaysconsistf asinglenode(size= 0). Thesize informationas
well asthelevel, kind, andcont valuesareattachedo thepre|ref|frag relation. Togetheithey
form the new entriesfor the pre|size relationof the containerA representinghe new text
nodes(nodesey in line (5)). Theinsertioninto the pre|size relationof A in line (6) makes
themretrievablefor laterreferencesTheresultof Rule TEXT is thelist of referencegitem)
to thetext nodesin the transientdocumenhodecontainerA (kind) with onereferenceper
iteration(pos = 1) aswell asthemodi ed containerd,.

@ [;loopAtez (q1;41)

@ Offset,e = max(Thre (A1 [pre|size])) $ 1
i
@ OffSeag = Max Thrag (A1 [pre|size]) + 1

@ O3 = Pprehiteri ;offsetyre Ptrag:hiteri ;offsetrag (QZ)

®) nOdeﬁe/\hE s%e e\./e tt. Ccim X Threref:itemfrag (CIS)I

© Dp=01 :::;pre|size — Aq [pre|size] Unodegey;:::
3 I loop;AHtext{ e} &
Ecimg, X Tﬁter;itempre(qS) AV

(TEXT)

QueryQg shavs anexample,whereantext constructoiis applied.Thevariable$a is
boundto thesequencé'one”, "two", "three") andfor eachitemin thissequenca
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text nodewith therespectie textual representatiors created:

for $a in ("one", "two", "three") return

text {$a} : (Qe)

The stringsare storedin the string (text) relation usingthe references
shawvn on theright. offset,, andoffset,,y both hold the value 1, since .

ref  value

the pre|size relationin A; is emptyandthe new pre andfrag valuesare |1@p
1,2,3for both columns.The crossproductwith the columnssize, level, [2@0three"
kind, andcont is illustratedin Figure3.7(a). Theresultof the text node
constructionwhich holdsthereferenceso the new nodescanbe seenin Figure3.7(b).

[pre/size level ref kind cont frag

10| 0 |0@Qext | A |1 1/ 1| 1 |node(d)
20| 0 |1@Qext | A | 2 2|1 1] 2 |node(d)
3/0| 0 |2@0ext | A |3 3| 1| 3 |[node(d)
(a) prejsize relationafterinsertionin D3 (b) Resultingrelation

Figure3.7: Resultof thetext constructoin queryQg

3.4.10 Attrib ute Constructor

Theattribute constructiorhastwo input agumentstheattribute nameandits value. After
transformingboth aguments(depictedin lines (1) and (2)), the relationalrepresentations
implicitly — similar to the text construction— storereferencego the namesin the gn
relationandaccordinglyto the valuesin the prop relationsof A. The determinatiorof the
rst freeattr valuein theequivalencerule of line (3) is alsosimilar to the text construction.
The next stepin the transformatioris the combinationof the nameandvaluereferences
in onerelation(line (4)) followed by the generatiorof new attribute keys (attr) startingat
offsety, (line (5)). Theresultingrelation rst getsextendedby a cont anda pre columnto
matchthe schemaof the attr relationandis thenaddedto the attr table of the containerA.
Sincetheattributesarenot ownedby elementsthe pre columnis empty Thecont column
containsA, becausehe textual content(prop andqn) is storedin the transientdocument
nodecontainer The overall resultof the attribute  constructotis the iter|pos|item|kind
relationholdingthereferenceso the new attributesandthe extendedcontainerAs (saving
theattributes).

w FmapAt-ez (q;41)

@ T[imapl;teZ (g2 42)

@ Offsely = maxX(Taw (Az2[attr])) + 1

@  Ygngrop = (TTiter;prop:item(Qprop)) O iter=iter; (Triterl:iter;qn:item(Qqn))
©  Oatr = pF_lIttr:hteri offsety (quprog) .

. i
D3=D, ::oattrs Apfattr] U IECEEEAN o e
(6) 3 2 2 [attr] s ﬁﬁ“.“ Thttr;prop,gn (Qattr)

: _ (ATTR)
MmapAt attribute e { e} 2 48 att X Thter;itemattr (Clattr) ; 43

ExamplequeryQy; isamodi cation of queryQg thatreplaceghetext constructowith
anattribute  constructor The nameof theattributesis numberfor all threeiterations:

3
S for $a in ("one", "two", "three") return

Sa {attribute  number { $a} Q)
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gn pre®x uri loc
O@ " " |lnumberll

(a)gn relation (b) prop relation (c) attr relation

Figure3.8: TransiendocumennodecontainerAs after evaluationof queryQ;

The evaluationof the attribute  constructorbegins with the evaluationof the attribute

names.Sincethe constantranslationof numberappliesduplicateelimination,the name
is addedonly once(seeFigure 3.8(a)). The sameis donewith the valuesof the attributes
usingtheprop relationastheir storaggshavn in Figure3.8(b)). Thejoin oniter combines
thereferenceso namesandvalues.Therow numberingstartingfrom offset,;,, whichis 1,

createghe new attribute key. An extensionwith the columnspre andcont completeshe

new attribute entries. Theseareappendedo relationattr (seeFigure 3.8(c))andcomplete
the modi cation of the transientdocumentnodecontainerA. Theresultingrelationholds

thereferenceo the new attributesin the ubiquitousiter|pos|item|kind representation.

3.4.11 ElementConstructor

Similar to the attribute  constructorthe element constructorspeci esthe nameof the
newv elementin its rst agumentand the contentin the second. Unlike the text and
attribute  constructorthe element constructotuilds not only a singlenode,but hasto
copewith structurainformationaswell. It hasto combinezeroor morenodefragmentsand
is enrichedwith zeroor moreattributes. The XQuerysemanticgurthermoreexpectthese
attributesand othernodes(togetherwith their subtrees}o be a new copy of the existing
ones(theinput of theelementcontent).

Since elementscan containelementsand attributes can be either attributesassigned
to the new nodesor in the subtreeof a contentnode,somenamingconfusionmay arise.
Thereforewe will call nodedlistedin the elementcontent’context root nodes”in thefol-
lowing. Togethemwith all their subtreenodesthey will be named’context nodes”andthe
attributesof thiscontext nodesawill betitled "context attributes”accordingly Theelements,
which arecreatedby the elementconstructionwill be namedroot nodes.Their attributes
(listedin the elementcontent)will be calledroot attributes.

With the documentencodingexplainedin Section2, the compilationof the element
constructorcanbe groupedinto 5 phases.The rst phaseretrievesall context nodeswith
a path stepstartingfrom the context root nodesand modi es the level information. The
secondphasebuilds the relationalencodingof the root nodes. The third meigesroot and
context nodescreatesiew pre valueskeepingthe correctorder andinsertsthe copiesinto
the pre|size relationof the containerA. The lasttwo phasesreatecopiesof therootand
contet attributes,updatetheir foreignkey pre, andappendhemto theattr tableof A.

The element constructomusesthe function multijoin mentionedn Section2.2. It has
threeargumentswherethe rst aguments a setof relations(e.g., the pre|size relationsof
all documentspndthe seconds the nameof the join columnof the rst agument(e.g.,
pre). Thelastarguments thesecondoin relation,which containsatleastanitem andadoc
column. Thetaskof thesetwo columnsis to identify the equalentries(item) in the correct
relationdoc (e.g., item refersto pre valuesin the pre|size relation of documentdoc). It
returnsa relationwhoseschemacontainsthe columnsof the relationsgroupedin the rst
argumentandthe columnsof the secondoin relation(like in anormaljoin).

The inferenceRule ELEM startswith the compilationof the secondargumentto its
relationalrepresentationp. qp is split into attributes(line (21)) andothernodes(line (2)).
The latter onesarethe context root nodes. Theseare extendedin line (2) with a column
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@ [;loop A e 2 (gp;A1)
ContextNales

@ Xoa = plfey:ﬁter;posi;l(o'kind= node U2) s ,
®  tXnodes= ! Thter:key:itemkind (CtXrost) “Jdescendant-or-selfinode() A1 Udoc
@ nodes= A [pre|size] U doc|[pre|size]

®  ClXroaextended = mU|tij0inl nodes pre; Tkeyiter;itemdockind (CtXroat)
6  CtXroadevel = T[key;iterin:iter;levmo[:level(Ctxroct@(tendad)

i ¢
n  CtXnodestevel = Tl'iter:iterin;itemdockind;levmot;key3ctxnodes0 iter= key3CtXr00t€ltevel

_ o
CtX:@ter;pre;sizelevel:Ievne,v;ref;kind;contdoc;key Dlevnen:Hevgis ;ond X

(8) ..
Olevgi :Hevellevioot (multijoin(nodes pre; CtXnodestevel))

RootNodes
@ [loop AL -ez (d1;42)
1y CtXcoun = Coungizehtq'é:iter (ctx) , ,

@y [lOOsize = Tltery iter:size >< (loop \iter CtXcourt) U CtXcourt

pre level Kind contdoc ke

(1tg root =f O lelem! A | — |~ X Tlter;sizeref:item (FOQtsize O iter; =iter Ogn)

Nodelnsertion

1y Offsete = max(Tpre (A2 [pre|sizeau) +1 ., .

(149 T'€S= Pprengy:titer;ord;key;prei offsetye 5 xroat U 5 X Ctx
I .
as Offsetag = max Thag (A2 [prelsize]) + 1

e frag= Thter, :iter;frag  Pfrag:hiteri offsetrag (loop)

n nOdeﬁe/th T[pre:praqe,,,;sizelevel;ref;kind;frag;cont(frag 0 ite'il= iter re9

ay D3 =Ay :::;prelsize — Ay [prelsize] U nodegeay;:::

RootAttributes

19 attrs= Agl[attr] U doc(attr)

o Offsety, = maxX(Taw (Az[attr])) + 1

2y  attrroaexended = Multijoin(attrs; attr; Ther;itemdockind (Okind= attr G2))
(2 attrog = (Wterlziter;praqew (Olevero reg) 0 iter,= iter Mot extenced

(23 attrroath?{v = "Tattr:attrns,\,;pre:prene,,\,;qn;prop;cont| p?ttrne,v:hattri ;offsetr (attrroq)
ey Dg=Az 1:i;attr— Aglattr] U attrroamen; - -

ContextAtributes _ _

25 attrexextended= Multijoin ! attrs; pre; mempre;prene”;docl Olevels 0 res¢¢
g Offsety, o = offsety, + count(attroq)

@n aftrex Erﬁ)attrne,\,:hatttri ;offsetyire (attrexextended i
9 Ds=0N0y4 Iiiattr— Ay [attg] U (Tattr:attrney:pre:prenav:qripropcont(@ttreex) ) 5o

I;loop; Ak element e { &2} & E?img‘ X Thiter;itemprenew (Oleveko res ; As
(ELEM)

key that storeskeys generatedrom the uniquecombinationof iter andpos values.Using
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this columnkey asnew iter columnensureghat no duplicatesare remaoved within the
operatoiin line (3). Thestaircasgoin operatomwith theaxisdescendant-or-self  returns
all context nodes.Thesoletaskof thenext ve equivalencerules(line (4)<8)) is theupdate
of thelevel column. Sincethe level of contet nodesis arbitraryandthe directchild of
a new elementis alwaysin level 1, the level of all context nodeshasto be changedn
dependencef their contet rootnode. Thatmeanghelevel of eachcontext nodehasto be
subtractedy thelevel of its contet root nodeandaddedby 1. The algebraexpressionin
line (5) looks up thelevel for all the context root nodesusinga multijoin with the pre|size
relationsof all nodes A join of the context root nodeswith the context nodeson key maps
the original iter valueaswell asthe level of the contet root nodes(lev,oq) to all subtree
nodes.Themultijoin in line (8) enhanceghe context nodeswith their nodeinformationand
theo aswell asthe & operationupdatethe level information.

Thenext phaseof Rule ELEM createghe new elemenmnodesspeci edin theelement
constructor(root nodes).The rst taskis the compilationof the tagnamesndthe second
taskis theretrieval of thesize valueswhich arethenumberof subtreenodes.Countingthe
context nodeswithin eachiterationprovidesthe answer(seeline (10)). Thisworksbecause
every iterationconstructsxactly oneelement.Sinceall iterations ,which have no contet
nodes,arenot listedin ctx (remembetthat an empty sequenceorrespond$o an empty
relation),the expressionin line (11) is needed It determinesll emptyiterationsusingthe
differenceof the currentloop relationandthe countediterations(ctXcourt) @andaddsthem
with an size of zeroto ctxcoun. Thejoin oniter in line (12) andthe extensionwith the
columnspre, level, kind, cont, doc, andkey collectsthe remainingattributesandalignsthe
root noderepresentationgroat) with the relationalrepresentationsf the context nodes
(ctx).

Oneof the missingattributesis the new pre column,which hasto containnew unique
preorderranksrepresentinghe documentorder of the nodes. The expressionin line (13)
looks up the rst availablepre valuein the transientdocumentnodecontainerA andthe
unionin line (14) melgescontet androot nodes. The resultingrelationis the input for a
row numberingwhich createshe new pre valuesstartingat offset, .. Theorderof thepre
valuesis choserin suchaway, thatall nodesin afragmentarein the samerange(iter), all
rootnodesoccurbeforetheir context nodeqord), every context subtreds within onegroup
(key) andthe old pre orderis retainedin thesesubtreefragments. Note that the dummy
valuesof the root nodesin pre andkey do not matterfor the generationof the new pre
values,sincethe orderis alreadyde ned usingiter andord. The last necessargolumn
for theinsertionof the new nodesinto the pre|size relationof thetransientdocumennode
containeris the columnfrag, which hasto be a new available fragmentid for eachnew
root node(iteration). Thefollowing equivalencerules(lines (15)«17)) computethe offset,
generatethe new numbers,and map thesenumbersto their correspondingnodes. The
algebraexpressiorin line (17) furthermoreaddsa projectionwith arenamingthatprepares
the nodesfor their insertioninto the containerA. The equialencerule in line (18) then
extendsthe currentpre|size relationwith thenew nodes.

Without context androot attributesthe inferenceRule ELEM would concludewith the
generatiorof the nodereferencesimilar to the otherconstructorsTheonly differencefor
the compilationof theintermediateesultsis thatonly thereferenceso theroot nodesare
returned(level = 0).

With attributes,two morephase$ave to beaddedo thecompilationprocessThe rst
onegeneratesodethataddscopiesof the root attributesto the attr relationof A. It starts
with the computatiorof the rst freeattr valueandthenlooks up the attribute information
usinga multijoin betweerthe setof attr relationsandthe reference®f theroot attributes.
The foreign key relationshipstoredin column pre is updatedby applyinga join on iter
betweenthe resultingnodes(re9 and the attributes. A row numberingupdatesthe attr
valuesand an insertioninto the attr relation of the transientdocumentode containerA
completegshe mappingfor theroot attributes.

The relationalexpressiongeneratedn the last phasecopiesall the attributesowned
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by context nodes. Thereforeall the attributesof the context nodes(level # 0) arelooked
up usinga multijoin on the columnpre in all attr relations. Herethe reasorwhy the doc
columnwas retainedduring the merge of the context and root nodesbecomeshvious.
Another obsenation is that the multijoin in line (25) is a real join in comparisonto the
previous invocationswhereit appliesonly a positionallookup. Exactly like the context
attributesbeforea new attr valuesareintroducedby the row numberingoperatoy the old
pre valuesarereplacedby the new ones, andthe updatedattributesare addedto the attr
relationof A.

let $ctx := doc(" Doc')/a/* return
for $a at $pos in ("one", "two", “"three") return (Qs)
element {$a} {S$ctx[position() mod2 + 1 = $pos [}

Query Qg iteratesover the samethree-itemsequenceas query Qg andusesthe stringsof

this sequencétemsasnev elementnames($a). The variable$ctx savesthethree-item
sequenceontainingthe nodesh, d, andg from the documentDoc. Thesenodesarethe

contentof the new elementswherethe rathercomplicatedpredicate[position() mod
2 + 1 = $pos] assignsteration1 noded (with thereference3@3 iteration2 thenodes
b andg (referenced @@Gnd6@0respectrely), anditeration3 no content. The serialized
resultof queryQs is thefollowing sequence:

<one><d><e/><f/></d></one>,
<two><b>c</b><g a="42"/></two>,
<three></three>

iter pos item kind

The startingpoint of the elementconstructionis the con-
tainerA, whoseonly non-emptytableis thestring relationwith
thestringsof thefor loopinputandthecontainerdoc thatcon-
tainsthedocumenDoc (seeFigure2.2). Theevaluationof line
(1) resultsin therelationqy depictedon theright. It is the input for the row numbering,
which addsa new key column. This key ensureghatno duplicatenodesareremoved dur
ing thedescendant-or-self  pathstep.Figure3.9(a)shavs theresultof the pathstepin
line (3) (ctXnoges)- The algebraexpressionin line (4) retrievesthe nodeinformationof the
contet rootnodes.Thelevel for all context root nodesis 1. Togethewith the original iter
columnthey are mappedto the contet nodes,which is displayedin Figure 3.9(b). The
multijoin followed by the additionandthe subtractiorin line (4) thenprovidesthe updated
level values.

The evaluationof the elementhamesn line (9) looks up thevariable$a. The countin
line (10) takestheresultingcontext nodesandcountsthemfor eachiteration. Theresultis
arelationwhereiteration1 and 2 both have a countedsize of 3. Iteration3 is not listed
in ctxcout @andthereforeaddedusinga differenceandan unionoperation.The algebraex-
pressiorin line (12) combinesnamesandsizeinformationandextendstheresultingrelation
with the missingvalues(shavn in Figure3.9(c)).

Becausethe pre|size relationof A is empty offset, . andoffse, 4 in the third phase
bothhold thevaluel. Figure3.9(d)showvs res which is the concatenatiomf contet and
root nodesenhancedvith new pre values. The generatedrag columnis identicalto the
iter columnand,afterits mapping,completeghe new entriesfor the pre|size relation(see
Figure3.9(e)).

For query Qg the fourth phaseworks on emptyrelations,sinceno root attributesare
present. The subtreecopy of the context attributeson the otherhandhasto copy the at-
tribute of nodeg. The multijoin with the pre valuesin the attr relationsandthe context
elementgo|qeisores in line (25) providestheattributea="42":

attr pre gn_prop
Qa

CtXattraxtended= |G @B O @ D
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ode(Doc)
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ode(Doc)
ode(Doc)
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ode(Doc)
ode(Doc)
ode(Doc)
ode(Doc)
ode(Doc)
ode(Doc)

doc

levroa key

preney Ord pre size level ref kind cont iter key doc

Figure3.9: Intermediateesultsof theelementconstructionin queryQg

pre size level ref kind frag cont
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1@03 | 0 [0@fklem| 1 | A
5@03 | 0 |1@lem| 2 | A
9@00 | 0 |[2@(lem| 3 | A
2@p2 | 1 [2@felem| 1 |Doc|
3@00 | 2 |3@fklem| 1 |Doc
4@00 | 2 |[4@lem| 1 |Doc
6@01 | 1 |[1@fklem| 2 |Doc
7@00 | 2 |0@fext | 2 |Doc
8@P0 | 1 [5@fklem| 2 |Doc
(e)nodesgeay

1 |1nil |3 | 0 |0@&Elem A |[1]i1 i
5 |1nil | 3]0 [1@&lem A |2]|j1 i
9 [1nil |0| 0 2@lem A |3]j1 i
2 |213@02 | 1 |2@klem|Doc| 1 | 1 |node(Doc)
3 |2]4@00 | 2 |3@lem|Doc 1 | 1 |node(Doc)
4 |2|5@00 | 2 |[4A@lem|Doc| 1| 1 |node(Doc)
6 |2|1@01 | 1 |1@lem|Doc| 2 | 2 |node(Doc)
7 |22@00 | 2 |0@Qext |Doc 2 | 2 |node(Doc)
8 |2|6@D0 | 1 |5@Elem|Doc 2 | 3 |node(Doc)
(d)res




Theinsertioninto theattr relationof thetransiendocumennodecontaineiA with updated
pre valuesconcludeghe elementconstruction.

Theresultis theiter|pos|item|kind representatiostoringthereferenceso therootnodes
(1@05@Pand9@@vith thekind node(4) ).

3.4.12 Count

Thecountingof sequencein Rule COUNT is similarto thesizedeterminatiorof rootnodes
(lines (10) and (11)) in Rule ELEM. After the compilationof the subexpressiore into g a
countpartitionedby theiter valuescreateghe relationqeoyr. Similar to the elementcon-
struction,emptyiterationsare addedusinga differenceanda union. The integersstoring
the countinformationare addedto the integer relationof A andtheir referenceform the
overall result.

The compilationof thefunctionfn:count canbe easilymodi ed to supportthe other
aggregatefunctions(e.g., min, max,andsum). Thesefunctionsonly requirean additional
join with avaluerelationto retrieve thevalues.

w TiloopAkez (g41)
@  Yeourt T COUNtayetiteri =iter (7))

(3 res= >< (loop \iter Qcourt) U Oeourt
(4 (AZ; qres) = I?finteger (Al; res) .

Miloop;Al-count( €) 2 [PFmISEer | X Theritemret (Gred) 1 A2

(CounT)

If we oncemore modify query Qg andcountthe looping variable$a this will of course
resultin thesequencégl,1,1) (seequeryQo):

for $a in ("one", "two", "three") return
count ($a)

(Qo)

The mostinterestingobsenation in query Qg is that the expressionin line (4) addsthe
tuple (0@Q1) only once.Without duplicateeliminationthis would resultin amuchbigger
integer relation.

3.4.13 Arithmetic and Comparison Operators

Thecompilationof comparisorandarithmeticoperatorss verysimilar. HeretherulesPLus
andLEss represenall othercalculationsand comparisonsBoth rules rst compiletheir
subepressionse; ande,. The next stepis a join with the value relationsto gatherthe
values.Thetestin line (1) thereforedecidesusingthe statictype of e;, which kind relation
hasto bechosen.A join ontheiter valuescombineshothrelationalrepresentationdNote
thatthis join in line (6) perfectlymatcheghe XQuerysemanticsif eitheragumentis the
empty sequencehe join nds no matchingtuple andreturnsan empty sequencaswell.
Then-ary operator(here® and4 ) generategheresultfor all iterations.

@ € :kind

@ T;loop;Al e 2 (ar;A1)

@ Jiexended = Tﬁterl:iter;valuel:value| 01 O jtem= ref A1 [Kind]

(4 [loopAr ke 2 (dz;42)

6 Oeextended = ﬂ'iterz:iter;valuez:valueI 02 O itene ref TAY) [kind]

© IeS= Dvaluetvalue valuei (Oiextended O iter,=iter, J2extended)
@  (D3;0red) = refying(A2;rey ;
I loop,A-e +e 2 %ﬁ X Tlter:itery;itemref (Qres) ; A3

(PLus)
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@ e :kind

@ T;loop A€ Z (qi;41)

3 Oiextended = Wterl:iter;valuei:valuel 01 0 iterm=ref A1 [Kind]
@ TloopAr - e 2 (gp;A2)

® O2extended = T[iterz:iter;valut@:valueI 02 O iterre ref T} [kind]

© res=4 valuehvalye;valuei (C1gxtenced O iter = iterp Ooextended) -
[ loopAt-e It eo2 p 00 e.an X Thter:iter;itemvalue(res ; Az

The only differencebetweenarithmeticand comparisonoperatorss the resulttype.
Comparisoroperatorshave a boolean type and encodetheir resultdirectly in the item
value. In comparisonthe arithmeticoperatorshave the sameresulttype (kind) astheir
inputandneedto storethevaluesin thevaluerelationkind beforereturningthereferences.

(LESS)

for $a in (10, 20, 30) return
$a + 30 (QlO)

for $a in (10, 20, 30) return
$a < 30 (Qll)

The only differencebetweenQuery Q1o and Q13 is the operatorin the for body Both
operationshave the input kind integer andthe join relationin line (6) is the sameaswell
(seeFigure3.10(a)). The n-ary operatorsadd andaccordinglycomparethe valuesin the
two value columnsfor eachrow. The resultcolumnvalue for Rule PLUS canbe seenin
Figure3.10(b)andtheonefor Rule LESS in Figure3.10(c).

itery values iterp valuey
40 TRUE
50 TRUE
60 FALSE

(a) Qiextenced O iter;=iter, (b)© (c)4
O2wextenced

Figure3.10: Intermediateesultsof the queriesQ1p0 andQ11

3.4.14 Order by Expression

Theorder by clausecanbe understoodas an optional extensionof the for expression

storefor eachiterationa singletonsequencewhosevaluesareusedto changethe orderof
theresultingsequenceygum. Theorderis determinedrst by thevaluesof e; andthenthe

Becauseahe XQuery patternin Rule ORDER BY includesa for loop, large partsof
the inferencerule areidenticalto the Rule FOR (seelines (1)~9)). The explanationsof
theseinferencerulesarethereforeomittedhere. The compilationof the order by clause
startswith the currentmap relationmap,. Eachexpressionex (1 < k < n) is compiled
andintegratedapplyingthe equivalencerulesin lines (12)15). Every expressiores;:::;
is compiledin dependencef the innermostscope. Its input algumentsare the mapped
variableervironmentl'® aswell asthe loop relationloop,. The kind lookup in line (13)
determinedor eachexpressioney the value relationwhosevaluesare looked up in line
(14). For eachexpressiong the relationalexpressionin line (15) thenextendsthe current
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map relationmap,; ; with the valuecolumnretrievedin the previous equivalencerule. In
comparisorto the FOR rule,theRule ORDER BY appliesthe backmappingoin of thefor
loop on the extendedmap relationmap, andthe resultof the return clause. The row
numberingusesthe additionalcolumnsof the map relationmap, to createthe positions

thusimplicitly realizingthe new order

Insteadof the keyword ascending in Rule ORDER BY, descending canbeused.lts
compilationrequiresa reversesortingor a reverserow numberingoperator Additionally
theorder by copeswith sortingcriterions,which containvaluesonly for someiterations.
The iterationsstoring the empty sequenceare treatedasif they eitherhold the smallest
(keywordsempty least ) or the biggest(empty greatest ) values.For thesecasesthe
mappingproceedssimilar to the compilationof missingvaluesin the Rule CoOuNT. The
differenceoperatoretrievestheiterationswith emptysequenceandcombineghemwith
the existing iterations,using either the minimum or maximumvalue of their domainas
sortingcriterion.

o {:::;$viHq\,i;:::};loop;Al—emé(qin;A‘ﬁ
@ ey = Pinnertiter;pos ;1(Qin)
® W= = Thter:inner;itenmkind (exty)
) IAOQFEfp = refinteger l AO, Thter:innervaluepos(€Xty)
e Op= ﬁ X Thter;itemref (€fp)
©  Map= Touteriter;inner (EXty)
@ |00R,§ Thter:inner (€Xty)
Nv= 5 8vi— Tﬁter:innenpositemkind(qW 0 iter=outer Map) ; :::

+{$v—aqu}+ {$p—p}
@ Ty |00R/;A0q_ €return & (Qraurn;AOOP

a

(®

orderby
109 Map = map
4y Dg= A%

2

ag Tviloop,; Ay 1 e 2 (0 Ak)
for e_achg a3 & kindy
e In i . ¢
€1,...,60 019 re = Thter;g:value Ok O iteme ref Ak [kind]
(15  Map = Tinneroutercy;::icx (MAP 1 O inner=iter F€%)
{i:5;8vi — q\,i;:_::};loop;Al—for $va|1t $pin e, order by
€1,:: :i; en ascending return ergurn & Thter:outer,pos s sitegrikind
Pposy:hey:iisicnipos =outer1 (Oreturn O iter=inner Mapy) ;40

(ORDER BY)

QueryQq2 containsanorder by patternin theloop bodyof the rst for loop:

8
Eforg $a in (30, 20) return

gfor gbin (2, 3, 1)

s <let Sc=Sa+$h Q)
§ > 2 Sap . order by $c ascending
' ' " return  $c

The Rule ORDER BY compilesthe inner for loop, beforemappingthe expressionsof
the order by clause. Because$c is the only expressionin the order by clause,the
equialencerulesof lines (12)(15) areappliedonly once. Becausee; ande gy areboth
compiledin dependencef the innermostscopes,g, andboth containthe sameXQuery
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iter pos item  kind iter pos item
5@0integer 7@Qinteger
6@0Qinteger 6@0 33 1 2 |33 5@Qinteger
7@0Qinteger 7@0 31 1 3 |31 6@0integer
8@0integer 8@0 22 2 4 |22
9@0Qinteger 9@0 23 2 5 123 8@Qinteger
10@0 21 2 6 |21 9@0integer
(a) $c in scopesap (Qreurn  (b) Partof theinte- (c) map, (d) Resultof Rule ORDER
andq) ger relation BY

Figure3.11: Intermediateesultsof the queryQi»

expressiontheir relationalrepresentation& «urn andq:) areidenticalat runtimeaswell
(seeFigure3.11(a)).Thejoin of thealgebraexpressiorin line (14) with theinteger relation
depictedn Figure3.11(b)prepareshenew ordercolumnc;. In theequivalencerule of line
(15) this columnthenextendsthe map relation(seeFigure3.11(c)). During the backmap-
ping stepthis extendedmap relationis joinedwith thereturn clause.Thefollowing row
numberingthenimplicitly sortseachresultingitem sequenceccordingto the columnc;
by assigningnew positionvalues.The outer columnfurthermoreensureghatthe orderof
theouterfor loopis notmodi ed. Figure3.11(d)shavstheresultof theRule ORDER BY,
whichencodeghetwo itemsequence&31, 32, 33) and(21, 22, 23) inthe rst and
accordinglysecondteration.

3.4.15 Functions

Therearetwo differentkinds of functionsin XQuery: built-in functionsanduserde ned
functions(UDF). Thebuilt-in functionsextendXQuerywith new functionalities.For mary
of thesefunctions,thereexists a relationalrepresentatiofsee,e.g., functionfn:count in
Section3.4.12). Othersrely on operatorswhich evaluatea simple operationin a loop-
lifted mannerlikethe & operator Thefew remainingoneswhichdonot t into thesetwo
groupsrequireaspeciaktreatmentThemismatchoccursbecausef the XQuerysemantics,
which, e.g.,, introducedependencieBetweersuccessie sequencéems.

The userde ned functionscan be compiled by replacingthe function call with the
function body beforethe algebracodegetsgenerated.This replacemengoesalongwith
thereplacemenof thefunctionvariablesandsomeadditionalcasts.While this only works
for non-recursie UDFs,the compilationof recursve userde ned functionsis possiblein
MonetDBandwill betopicof Section3.5.12.

3.4.16 Casts

cast isthelastkeywordin XQuery,whichis missingin this compilationschemeBecause
castsrely on the staticinput type aswell asthe target type, a large variety of relational
expressionganbe generatedThe basicideais to usethe castoperatorof the underlying
databasback-endo evaluatea cast expressionUsingaselectiono for eachdistinctkind
valuesplitsup the differenttypes.For eachkind thevaluesareretrievedandthencastedo
thetamettype. A concatenationf the new referenceshencompleteghecast.

3.5 Translation to MIL

With theinferencerulesdescribedn the previous section,the XQueryCoreto MIL map-
ping can be adoptedalmostwithout further changes. The compilation createsfor each
XQueryconstructa block of MIL code,resultingin onelarge MIL script, which thencan
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be evaluatedsequentially As relationsin MonetDB arefully vertically fragmentedthe
mappingto MIL dedicatedarge partsof the MIL codeto managemenpurposege.g.,
alignmentof relations). Anotherfeatureof MonetDB is the materializationof intermedi-
ateresults. This enableausto bind theseintermediateresultsto MIL variablesandreuse
the bindings(similar to the namesin the equivalencerules). We thus avoid the repeated
evaluationof algebraexpressionsFor frequentlyusedexpressionslik e e.g., loop this sig-
ni cantly increaseshe performance.The four variablesiter , pos, item, andkind are
usedasinterfacebetweenthe differentblocks by assigningthe resultof every evaluated
XQueryconstructto them. Theiter aswell asthe pos columnuseoid values,becausén
MIL thetypeoid is morecarefullytunedthantheinteger type(e.g., void , mark...).
Thesameholdsfor theloop andmaprelationswhich aregeneratedyy mark operations.

With eachnew scopenew loop and map relationsare introduced. Becausethe old
onesmay be requiredat a later point (e.g., to mapbackthe results),new variablenames
arerequired.A distinctnumberfor eachscopesolvesthis problem. Thesenumberge.g.,
num, and nump) are generatedat compile time and then usedas sufx esfor variables
names.Intermediateresultsare storedin suchsufx ed variablesaswell to avoid loosing
theirinformationduringthe evaluationof aseconchestedxpressior(e.g., duringsequence
construction).

In the following we describethe compilationof the single XQueryconstructgo MIL.
As thegeneratedVlIL programsdescribetheirtaskin avery explicit, assemblystyle man-
ner, theresultingMIL codegetsprettylarge. The compilationof the elementconstruction,
which requiresa pagein Rule ELEM, e.g., mapsto about300 operationsn MIL. Most of
theoperationsareno costoperationslike e.g., reverse , mark, or positionaljoins onvoid
columnsthat are usedonly to align the binary relations. A detailedlisting of this code
would thusnot give ary new insightinto the matter We thereforerestrictoursehesin the
following to theexplanationof the moreinterestingMIL fragmentsandrefertheinterested
readetrto the Path nderimplementation.

3.5.1 Constants

Constantarecompiledalmostidenticalto Rule CONST in Section3.4.1.The rst two lines
in Figure3.12correspondo thewrapperfunctionref of Rule CONST. The rst assignment
insertsheconstantLOinto theinteger valuerelation. For otherkindsthecompilationwould
choosea differentrelation. Settingthe seqbase to nil beforeand to 0@0QGafternards
ensureshatthehead columnis not materializedduringtheinsertion.Thenext line assigns
therow containingthevalue10 andits key to thevariableref . Theusedselectionreturns
exactly onerow, becausé¢hekey propertyof theint_relation  (setduringinitialization)
implicitly removesduplicates.

In comparisorto Rule CoNsT, we avoid building the literal table,but usethe current
loop relationasnew iter column. Theotherthreecolumnspos, item, andkind aregenerated
usingthe project operatorwhich createsa copy of the head column(in our casea void
columnwith the key) andinsertsthe respectre secondargumentin all rows of the tail.
Thereforewe alsolookedup theitemID (seerow threein Figure3.12)insteadof building
thecrossproduct.

int_relation = int_relation.segbase(nil).insert(nil,10).segbase(0@0);
var ref := int_relation.select(10);

var itemID := ref.reverse().fetch(0);

iter := loop;

pos := iter.project(1@0);
item := iter.project(itemID);
kind := iter.project(integer);

Figure3.12: MIL codegeneratedor theintegerconstantLO.
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3.5.2 Sequences

Thecompilationof a sequenceonstructiorto MIL is shovn in Figure3.13. Themapping
generategalmost50 commanddo translatethe operationgn Rule SEQ to MIL. Themain
reasonsarethe managemenbverheadaswell asthe explicit ordernecessaryor the row
numberingoperator The compilation startswith the mappingof the rst agumente;
(depictedin line 1 of Figure 3.13). During evaluation,its resultwill be storedin the four
BATs assignedo iter , pos, item, andkind . Becausethe compilationof the second
argumentoverwritesthesebindings, the assignmentén lines 2-5 save the intermediate
resultin a new uniquevariablesetbeforethe secondargumente, is mappedo MIL (see
row 6).

{ ...} # code generated for first argument e;
var iter_ num := iter;
var pos_num := pos;
var item_num = item;
var kind_ num := kind;
{ ... '} # code generated for second argument e
if (iter.count() =0) {
iter = iter_ num
pos := pos_num
item = item_num
kind := kind_num
} else if (iter_ numcount() != 0) {
var segb := int(max(iter_ numreverse())) + 1;
iter = iter.reverse().[int]().[+](seqgb).[oid]().reverse();
pos := pos.reverse().[int]().[+](segb).[oid]().reverse();
item := item.reverse().[int]().[*+](segb).[oid]().reverse();
kind := kind.reverse().[int]().[+](seqb).[oid]().reverse();
var iter_new := iter.append(iter_  nun);
var pos_new := pos.append(pos_ num);
var item_new := item.append(item_ num);
var kind_new := kind.append(kind_ num);
var ord_new := iter.project(1).append(iter_ numproject(2));
var order := ord_new.reverse().sort().reverse();
order := order.CTrefine(pos_new);
order := order.mark(0@0).reverse();
iter := order.join(iter_new);
pos := iter.sort().mark_grp(iter.tunique().project(1@0));
item := order.join(item_new);
kind := order.join(kind_new);

Figure3.13: MIL codegeneratedor the sequenceperator

The following 6 rows (lines 7—12) make useof the programminglanguageconcepts
in MIL. If at runtime one intermediateresultis empty (meaningall iterationsreturnan
emptysequencefhe sequenceonstructioris avoidedcompletely Otherwisethesequence
constructionproceedswith the concatenatiomf both intermediateesults. The generated
codein row 13 looksupthe rst unusedkey of the rst agumentandaddsits valueto all
keys in the secondargument(row 14-17),thuscreatingoverall uniquekeys. Rows 18-21
combinebothagumentsandrow 22 createghenew columnord.

The remainingrows generatehe MIL codeto supportthe row numberingoperator
(Ppos;:tord;pos =iter;1) Of the SEQ rule. The MIL equivalentof the groupedrow numbering
operatomp is theoperatomark_grp. This operatothowever relieson theinternalorderof
its input BAT. Henceexplicit sortingof theiter BAT is neededbeforethe mark_grp can
be applied. Primarysortingin MonetDB is doneusingthe sort operatoy which works
onthevaluesin the head (seeline 23). TheCTrefine operatolin MIL appliessecondary
orderingswithout violating the primary order It usesthe valuesof the secondargument
to re-sortthe groupsof tuplesin the rst agumentwhosetail valuesare equal(seeline
24). After sortingwe addanew void key (in line 25) andreplacetheold one(line 26, 28,
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and?29). The new iter BAT (with its orderensured)s the rst agumentof the mark_grp
command.Thesecondargumentis anuniquelist of iterations whichencodeén thetail the
rst valuesof the numberingwithin eachgroup— 1@0

3.5.3 Let Bindings and Variable References

The straightforvard way to implementthe variablemappingwould beto pastethe gener
atedMIL codefor avariablebindingwhereser thevariableis used.Sincethis would result
in evaluatingeachbinding multiple times,we decidedto storethe variablerepresentations
like intermediateesults.To avoid alarge numberof smallBATSs (four for every variable),
which have to belifted for every for looptranslationwe decidedto interpretthe variable
ervironmentl” describedn the inferencerulesin a literal way. We introducea variable
ervironmentl", which storesthe evaluatedrelationalrepresentationsf the variablesat
runtime using an vid|iter|pos|item|kind relation (in MIL the ve respectie BATS). New
variablesare addedby insertingtheir evaluatedrelationalrepresentatiomxtendedwith a
uniquevariableidenti er vid (seealsoFigure3.14).

{ ... '} # code generated for variable binding e;

var vid := iter.project( vid);

varenv_vid_ num varenv_vid_ numseqgbase(nil).insert(vid).segbase(0@0);
varenv_iter_ num := varenv_iter_ numsegbase(nil).insert(iter).seqbase(0@0);
varenv_pos_num varenv_pos_numseqgbase(nil).insert(pos).segbase(0@0);
varenv_item_ num := varenv_item_ numsegbase(nil).insert(item).segbase(0@0);
varenv_kind_ num := varenv_kind_ numsegbase(nil).insert(kind).segbase(0@0);
{ ...} # code generated for return expression e

© N o O~ W N P

Figure3.14: MIL codegeneratedor thelet expression.

Thevariablereferencds solved by a simpleselectionon thevid columnusinga given
variableidenti er (seerow 1 of Figure3.15). The MIL code”.mark(0@0).reverse() "
in line 2 createsa new virtual key andthe join with the othervariableervironmentBATs
produceghealignediter|pos|item|kind representation.

1var vid := varenv_vid_ numselect( vid);
2vid := vid.mark(0@0).reverse();

s iter = vid.join(varenv_iter_ num;

4 pos = vid.join(varenv_pos_  num);

s item := vid.join(varenv_item_  num;

6 kind := vid.join(varenv_kind_  num;

Figure3.15: MIL codegeneratedor thevariablelookup.

A singlejoin betweenthe map relationandthe currentvariableernvironmentlifts all
variables. Note that similar to the relationsmap or loop we createa new variableervi-
ronmentfor eachscope. Thesedifferentrepresentationsf I' canbe usedto additionally

Iter out the variables,which are not usedin a nestedscope,thus avoiding unnecessary
loop-lifting. The lter relation,which storesthe pairsof scopeandvariableidenti er, can
be generatedt compiletime. Figure3.16 shavs the loop-lifting from a scopenum, to a
scopenumyp. Lines3 and4 createthe lIter, by looking up all vids in var_mapping using
agivenfor loopidenti er (foriq), androws 5-9applythe Iter, storingits resultin anew
setof variableernvironmentBATs. Lines 11-13lift the key to the next scopeandlines 14
to 18 createthe expandedlifted) representationsingajoin ontheold keys.

3.5.4 For Expressions

for expressionsaremappedanalogouslyto the transformationsn the previousthreesec-
tions(3.5.1-3.5.3) Lik e the sequenceonstructiorit prunespartsof the unnecessariiL
codeatruntime. Thusthelifting aswell astheevaluationof thereturnvaluecanbeskipped
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1 # filtering out the variables not used in a deeper nesting
2 # (var_mapping stores relation between variable and nesting)
svar vid_map := var_mapping.select( forig).mirror();

4 vid_map := varenv_vid_ numy.join(vid_map).mark(0@0).reverse();

s var varenv_vid_ nump vid_map.join(varenv_vid_  nunm);

6 var varenv_iter_ nump = vid_map.join(varenv_iter_  num);

7 var varenv_pos_nump vid_map.join(varenv_pos_  nhuny);

s var varenv_item_ nump := vid_map.join(varenv_item_  num);

9 var varenv_kind_ nunp := vid_map.join(varenv_kind_  num);

10 # loop-lifting of the filtered  variables

11 var outer_inner = outer_ nunp.reverse().join(inner_ nump);
12 var iter_map := varenv_iter_ nump.join(outer_inner);

13 iter_map := iter_map.mark().reverse();

14 varenv_vid_ nunmp = iter_map.join(varenv_vid_  nump);

15 varenv_iter_ nunyp := iter_map.join(varenv_iter_ nuny);

16 varenv_pos_nuny = iter_map.join(varenv_pos_  nump);

17 varenv_item_ nunp = iter_map.join(varenv_item_  nump);

18 varenv_kind_ nump := iter_map.join(varenv_kind_ nump);

Figure3.16: MIL codegeneratedor lifting thevariablesfrom scopenuny, to numnyp.

completely if the loop binding containsonly empty sequences.Furthermore we map
Cartesiarproductsusingthe MIL primitive project aswell asthe explicit sortingfol-

lowedby themark or mark_grp to evaluatetherow numberingp. Thelifting of variables
andtheinsertionof theloop variablesnto thevariableernvironmentfollows thedescription
givenin previoussection.

1var values := iter_values.reverse().mark(nil).reverse();

2 int_relation = int_relation.seqgbase(nil).insert(values).segbase(0@0);
svar ref := iter_values.join(int_relation.reverse());

4iter = loop;

5 pos := iter.project(1@0);

6 item := loop.join(ref);

7 kind := iter.project(integer);

Figure3.17:MIL codegeneratedor thewrapperfunctionref;, ..., in afor loop.

Theonly unmentioned¢oncepusedn thefor loop mappings thefunctionapplication
of thewrapperfunctionref;,.qe,- IN comparisorto thefunctioncall in theconstantmapping
(seeFigure3.12),it addsa wholerelationinsteadof a singlevalueto theinteger relation.
This canbe seenin line 1 of Figure3.17,whereiter_values correspondso the second
argumentof ref .- In theint_values BAT thekey propertyin the tail is set,which
implicitly triggerstheduplicateeliminationduringtheinsertion.A singlejoin onthevalues
obtainsthereferencegseeline 3).

3.5.5 If-Then-Else

For themappingof anif expressionwe arealmostdoneif we re-usepartsof theMIL code
producedfor afor expression.The mostinterestingpart hereis the additionalpruning,
which canbe appliedusingMIL conditionals.After evaluatingthe conditionalexpression
e; we checkwhetherwe have notrue or no falsevalues.This allows usto pruneeitherthe
completethen orthecompleteelse branchevaluation.In Figure3.18theseestsareeval-
uatedin lines 6 and7 andtheir resultis usedto skip lines 11-18and20-25,respectiely.
Furthermorehevariablemapping(lines11-12and21-22)aswell asthe evaluationof the
unionof bothintermediataesultsin row 28 canbe skippedif eitherbranchis empty

3.5.6 Typeswitch

Thetypeswitch expressionis compiledinto almostthe sameplan asthe If-Then-Else.
Theonly modi cation of Figure3.18is anadditionalinstanceoftestin line 2. Depending
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1{ ... } # code generated for conditional expression e;
2

s var falses := kind.select(FALSE);

s var trues := kind.select(TRUE);

5

6 var skip_then := trues.count() =0;

7 var skip_else := falses.count() =0

8

9 if  (not(skip_then))

10 {

11 if (not(skip_else))

12 { ... '} # code generated for filtering out false iterations in G
13

14 { ... } # code generated for then expression e

15

16 if (not(skip_else))

17 { ... } # store intermediate result in new variable set (num)
18 }

19 if  (not(skip_else))

20 {

21 if (not(skip_then))

22 { ... } # code generated for filtering out true iterations in G
23

24 { ... } # code generated for else expression es

25 }

26
27 if  (not(skip_then)  and not(skip_else))
28 { ... } # union both intermediate result into overall result

Figure3.18: MIL codegeneratedor thelf-Then-Elseexpression.

onthestaticinputtypety instanceofcompilesinto differentMIL code.

Figure 3.19shawvs the codeemittedfor the instanceofcall with thetypeinteger The
groupedcount({count} ) in line 1 returnsall iterationsannotatedvith the numberof oc-
currencesn iter andthefollowing equivalenceestreplaceshenumbersy boolearvalues,
which aretrue for thevaluel only. Line 3 selectshe matchingiterations,line 4 prepares
themto bea Iter onthekind columnandrow 5 evaluateshe conditionon thekind inte-
gerfor theiterationswith exactly oneitem. Togethemwith the missingiterationsstoredin
iter_false they build theresultof the conditionalexpression.

1var iter_bool := iter.reverse().{count}(loop.reverse())[=](1);
2 var iter_false = iter_bool.select(false);

s var iter_true = iter_bool.select(true);

s var iter_true_key := iter.join(iter_true.mirror()).reverse();
s var iter_kind_bool = iter_true_key.join(kind).[=](integer);
6 var iter_item := iter_kind_bool.union(iter_false);

7 iter = iter_item.mark(0@0).reverse();

8 pos := iter.project(1@0);
9 item iter_item.[oid]().reverse.mark(0@0).reverse;
10 kind iter.project(boolean);

Figure3.19:MIL codegeneratedor thefunctioncall instanceof,ge(€1)-

3.5.7 Path Stepsand Constructors

The compilationof pathstepsandconstructordo MIL strictly follows the mappingrules
providedin Sections3.4.8—3.4.11Pathstepsmultijoins, andmaxaremappedo their cor
respondingprimitivesin MIL andwill notbeexplainedin moredetail. Thefew remaining
operatordike @, ©, and\ will bedescribedn thefollowing sections.
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3.5.8 Count

For the mappingof the built-in functionfn:count MIL offersspecialsupport.Therather
complicateccompilationusinga groupedcountfollowed by a differenceanda union (see
lines (2) and(3) of Rule CouNT) matchesa singleoperatorin MIL. Line 2 of Figure3.20
shaws this groupedcountoperator {count} usesacopy of thesecondargumentasresult
relationandrecordsin thetail the numberof correspondinguplesin the head of the rst
argument.With theiter columnas rst agumentandtheloop relationassecondargument,
we even handleemptyiterationscorrectly The remainingoperationglines 3-9) applythe
refineger functionandprepareheresultfor ary following XQueryexpression.

1{ ... } # code generated for the argument e

2 var iter_count := {count}(iter.reverse(), loop.reverse());

svar values := iter_count.reverse().mark(nil).reverse();

4 int_relation = int_relation.seqgbase(nil).insert(values).segbase(0@0);
s var ref := iter_count.join(int_relation.reverse());

6 iter := loop;

7 pos := iter.project(1@0);

s item := loop.join(ref);

9 kind := iter.project(integer);

Figure3.20: MIL codegeneratedor thebuilt-in functionfn:count .

3.5.9 Arithmetic and Comparison Operators

The arithmeticand the comparisoroperatorgely on MonetDB's multiplex operator(see
Sectionl.3), which evaluatessingle item operationson a completerelation. It perfectly
supportsthe loop-lifting of MIL functionslike arithmeticand comparisoroperators.Its
implicit equi-joinbetweerrelationsfurthermoresimpli es the mappingprocess.

Theless-tharcomparisoroperationn Figure3.21compares$wo integervaluesin mul-
tiple iterations.Line 2 and3 storethenecessarinformationof theevaluatedrst argument.
Line 6 createsa BAT for the rst agumentwhich holdstheiter valuesin thehead andthe
integer valuesin thetail. Row 7 doesthe samefor the secondargument. The multiplex
operator([<] ) aloneperformsthe join andthe n-ary comparisoroperationof line (6) in
RuleLEss.

1{ ... } # code generated for first argument e;

2 var iter_ num := iter;

svar item_num = item;

4{ ... } # code generated for second argument e,

5

6 var fst_arg iter_ numreverse().join(item_ num).join(int_relation);
7var snd_arg := iter.reverse().join(item).join(int_relation);

g var iter_item = [<](fst_arg, snd_arg).[oid]();

9 iter = iter_item.mark(0@O0).reverse();

10 pos := iter.project(1@0);

u item = iter_item.reverse().mark(0@O0).reverse();

12 kind := iter.project(boolean);

Figure3.21:MIL codegeneratedor 4 comparisoronintegers.

3.5.10 Order by Expressions

The compilationof anorder by expressionfollows the ideasdescribedn Rule ORDER
BY. The main differencebetweenthe algebraandthe MIL mappingis the re nement of
the orderaftereachof the n stepsusingthe CTrefine operatof. This allows to prunethe

4Thefunctionalityof CTrefine wasalreadyexplainedin Section3.5.2.
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evaluationof the remainingargumentlist (ex+ 1;:::;€) assoonasthereis a clear— and
thusnot modi able — ordering.

3.5.11 Built-In Functions

Many of the built-in functionsaswell as the basic castsperform typical programming
languageperationsThesearelifted with thehelpof themultiplex operator Theaggreate
functions(e.g., min, max,andsum)usea groupedaggrejatelike the{count} operatorfor

theircompilation.Most of theotherbuilt-in functions(e.g., fn:name, fn:string ,...) can
bemappedo MIL equallywell. Thefew remainingoneswhicharehardto translateusing
MIL, aresolvedusingnew primitives,writtenin C.

3.5.12 UserDe ned Functions

Section3.4.15alreadysuggestseplacingthe function call of userde ned functionsby
their body. However, for recursve userde ned functions,this would leadto anin nite
recursionat compiletime. We thus map userde ned functionsinto MonetDB functions
(usingthe MIL primitive proc) that happily dealwith recursve invocations.We compile
the body of anuserde ned functionin XQuerylike every otherXQueryexpression.The
main differenceis that the compiledexpressionis a standaloneMIL scriptin the proc
body, which returnsaniter|pos|item|kind relation. To evaluatethe functionbodyin depen-
denceof thecurrentscopethecurrentioop andmaprelationsareargumentof thefunction.
Furthermoreherelationalrepresentationf the XQueryfunctionargumentsandtheglobal
variablesare collectedin a new variableervironment. This ervironmentis passedo the
functionbody asanotherargumentof the proc . It makestherelationalrepresentationsf
all visible variablesavailablein thefunctionbody.

38



Chapter 4

Optimizations

Following thecompilationschemelescribedn Chaptei3 webuilt a rst workingversionof
our XQuerycompiler It enabledusto generatandevaluateMIL codefor largepartsof the
XQueryUseCaseq1] aswell asall XMark benchmarlquerieg25]. While thecompilation
provided us with a semanticallycorrecttranslation,it did not avoid obvious performance
bottlenecks.The moderateperformancewvas con rmed by the executiontimesresulting
from the evaluationof the XMark benchmarkon mediumsizeddocument§11MB and
110MB). The mostimportantbottleneckbecameobviousin XMark Queries8—12,whose
evaluationtook minuteson the 11MB documentanddid not nish onthe 110MB le.
These ve queriescompilenestedor loopsinto Cartesiamproducts(dueto the necessary
loop-lifting) beforeapplyinga comparisorthat discardsmostof the tuples(muchlike a
relationaljoin). But evenquerieswithoutimplicit joins failedto scalelinearly. Onereason
wasthelarge setof sortoperationeachquerycontained.The otherohviousproblemwere
the pathstepswhich scaledabove linear.

In this chaptemwe discusdour differentoptimizationswhich helpsusto overcomethis
performanceroblemsandenabletheimplementatiorto exploit the scalabilityof therela-
tionalbaclendMonetDB.Theoptimizationin Sectiond.1providesasolutionto thesorting
overheadntroducedby the explicit orderingnecessargor the row numberingoperator It
describegheideaof anorderawareimplementationwhich keepsall resultssortedby iter
andpos. Thehigh costsfor XPath locationstepson increasingdocumentizesweretrig-
geredby the iterative evaluationof the pathalgorithms. A path stepand thereforealso
a scanover the documentwasnecessaryor eachiteration. The loop-lifted staircasgoin
discussedh Sectiord4.2allowsto evaluatea pathstepon all iterationswithin onescanover
thedocument.Thethird optimizationin Sectiond.3 avoidsthe storageof intermediatee-
sultsin theirvaluerelations wheneer their valuesareusedby the next expression(e.g., in
the constructionof nestedelementsor input valuesof a functioncall). In Section4.4 our
fourth optimizationdetectsa large numberof implicit relationaljoins in the XQueryCore
expressionand overcomesthe emeging performancebottleneckwith a moreintelligent
MIL translation.

4.1 Order Awareness

The mappingof XQueryinto relationalqueryplans,asdescribedn Chapter3, maintains
orderinformationin therelationsthatencodetheinput XML documentsandin the (inter-

mediateyesultsof XQueryexpressionsDocumenbrderis re ectedby thenodesurrogtes
(preorderranks).Lik ewise,sequencerderis maintainedn theiter andpos columnsof the
intermediateelationalresults. The mappingwould allow keepingtrack of orderinforma-
tion without the needfor explicit sortingin the physicalrelationalqueryplans. However,

it turnsout thatall concevableimplementation®f the row numberingoperatorp impose
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someorderingon their input relation as a precondition. This may thusleadto a large
numberof sortoperatorsn the physicalplans.

We decidedto minimize the numberof sort operationshy keepingthe intermediate
resultssortedon iter andpos. This is doneby introducingnew logical MIL operatorsor
selectionsjoins, anddistinctunions.Their underlyingphysicalalgorithmsall presere the
order All otheroperatorsn MonetDBalreadymaintainordet

In caseof a selection,we limit oursehesto the useof the ScanSelect implemen-
tation. This is no limitation sinceindicesare only createdfor persistentelations. XML
documentswhich arestoredin suchrelations,areonly accessedver the pathstepalgo-
rithms. But thesecanmale useof all selecimplementatiorandthusexploit theindices,as
long astheresultis sortedoniter andpos again. Joinsarerestrictedto NestedLoopJoin,
SortMergeJoin , and HashJoin implementationsyhich all maintainthe order of their
left agument.Someimplementationge.g., NestedLoopJoin) evenkeepthe orderof the
innerrelationasminor ordering.

4.1.1 MergedUnion

Thedistinctunionis the only operationthatrequiresa nev implementation.The normal
AppendUnionimplementatiorjust concatenatetvo relationswhich aresortedoniter and
pos, resultingin arelation,whichis only sortedon pos givenagroupingby iter. While this
is enoughfor thenext row numberinganexplicit sortingis requiredfor therow numbering
in theback-mappinghaseof thefor loop or theresultserialization.
Figure4.1(a)shavs the bothinput relations($a and$b) of the sequenceonstruction

in QueryQs3:

let $a := (100, 200) return

for $b in (10, 20) return : (Q13)

($a, $b)

Figure 4.1(b) displaysthe resultof the AppendUnion The following mark_grp in Fig-
ure4.1(c)canbeappliedwithoutsorting. For the backmappinghowever, asortis required
becausehe physicalorder(100,200,100,200,10, 20) doesnot matchthe sequencerder
(100,200,10,100,200,20) andthereforethemark_grp would returnawrongresult.

The new MergedUnionalgorithmwe will now introduceusesonecolumnasmeiging
criterion. It scansbothinput relationsandmergestheminto a new resultrelation. Tuples
with smallervaluesin the meige columnappeatbeforetupleswith largervalues.If tuples
with equalmeige valuesappearbothin the rst andthe secondrelation, the tuplesfrom
the rst relationarealwaysgeneratedrst in theresult. For the sequenceonstructionve
usetheiter columnasmeirgecriterion. Becausef the precedencef the rst agumentwe
canactuallyomit the introductionof the ord columnaltogetherwhoseonly purposes to
enforceleft-before-rightunionordet

Figure4.1(d) shaws the resultof the MergedUnionoperation. Heretheiter columns
arethe meige columns. The smallestiterationin bothrelationsis 1 andall tuplesof the
rst agument$a in this iteration (seethe rst two rows in Figure4.1(d)) appearbefore
the tuplesof $b (seethird tuple (1;1;10)). The sameappliesfor the following iterations
(hereonly iteration2). After themark_grp operationin Figure4.1(e)we onceagain have
aresult,whichis sortedoniter andpos.

The new MergedUnionimplementatiorallows us to avoid more explicit sorting op-
erationsat the price of a sequentiabcanof both input relations. Onescenariowherethe
MergedUnionimplementatiorclearlypaysoff is theunionof rootnodesandconteninodes
in the elementconstruction. The mark operationwhich createsnew pre values(seeline
(16)in Rule ELEM), requiregheresultof theunionto besorted.Thisis thecasef weapply
MergedUnion
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Figure4.1: Sequenceonstructiorusingdifferentphysical Union implementations

4.1.2 Conclusion

Replacingthe logical operatorsallowed us to maintainthe orderon iter and pos for all
iter|pos|item|kind representationsThis leadsto the minimizationof the sortoperations A
secondand even more importantresultis that this physical

orderalreadyencodeshe pos information. We thereforecan ;- ¢ _ Op- £ _

completelyomit the pos columnaswell asthe necessaryow NWW\/ ggggd

numberingoperations. The few placeswherethe positional :

information is required (e.g., in the at clauseof the for [ #ppendvnion

expression)a row numberingcreatesthe pos column from sornter';ord;pos

scratch. Do L
Theorderpreserationadditionallysimpli es mary map- rog hordipos Ster;1

pingrules.E.g, thesequenceonstructiorwith orderpreser T"iter;posl:positem
vation consistsof a single MergedUnion The differenceis
shavn by therelationalplanson theright.

In somesituationsthe positionalinformationis not nec-
essanyatall. The XQuerykeyword unordered is oneexam-

(a) sequenceconstruction
without orderpreseration

. . a1 a2
ple for sucha case.Thesubepression®f aggrgations(e.g., MAA
fn:count ) alsoomitthepos columncompletely In thesesit- : ggggd
uationsoursolutionprobablydoesnotexploit thefull strength [ Mergedunion

of MonetDB. A mixed approachwhich chooseghe better
physicalrepresentatioat runtime,would be the bestchoice.
However makingthe baclend databaseware of theseorder
propertiess beyondthe scopeof this thesis.

(b) sequenceconstruction
with orderpreseration

4.2 Loop-Lifted Path Steps

Oneway to evaluatepathstepsusingthe pre/size encoding jntroducedin Section2.1,are
region scans.Thesescanscanbe evaluatedin every databaseThe XPath semantic$ow-
ever requirethe resultof a path stepto be sortedin documentorderand duplicatefree.
Becausdul lling this additionalrequirementsanbecomequite expensve, the staircase
join wasintroducedn [17]. Staircasgoin evaluatesa pathstepfor multiple nodepreorder
ranks(in the following called context nodes)in one sequentiakcanover the document.
It exploits the treeknowledgeof the XML documentsandreturnsits resultwithout dupli-
catenodesin documenirder A moredetaileddescriptionof staircasgoin will follow in
Sectiord.2.1.

For the evaluationof location path stepsin XPath the staircasgoin is a good t. It
evaluatesa path stepstartingfrom a setof context nodeswithin one scanover the docu-
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Figure4.2: Intersectiomndinclusionof theancestor anddescendant pathsof the con-
text nodesequencéc, g, h, 1).

ment. But in XQuerypathstepshave to be evaluatedfor multiple context nodesequences
if they arenestednsidefor expressionsA loop-lifting of the staircasgoin thereforebe-
comesnecessaryQueryQi4 illustratesa possibleXQueryexpressiorthatembedsa child
locationstep:
for $vin (X, %o, 111, Xn) return
e($v)/child: t : (Qua)

The gure ontheright shavs theinputrelationof thechild step,wherethe E%IEJE
expressiore evaluateseachbinding of $v into asequencef nodepreorderranks | | %;
(Vi1, ::%, Yig) Of lengths (16 i 6 n). Becausdhe basicstaircasgoin cannot | - |
copewith iter values alternatveshave to be consideredThesimplestideawould | 1 |y;g
beto fall backto the regionsscan,andeliminatethe duplicateswithin iterations | . | :
afterwards.Drawbacksarethe sizeof theintermediateesult,whichmaycontain | [Yn1
up to the numberof documennodesmultiplied by the numberof iterations,and
the costsof the duplicateeliminationphase.

A secondalternatve is the repeatedapplicationof the basicstaircasgoin that evalu-
atesan XPath locationstepfor a single context nodesequencéi.e., for oneof the above
sequencesyi1, i1, Yiig) ) duringa single scanover a pre/size relationof an XML docu-
ment. While this alternatve is probablycheapethanthe rst approachit still requiresa
sequentiascanof thedocumenfor eachiteration.For largedocumentsndalargenumber
of iterationsthis become®xpensve aswell. Thethird alternatve, which we will bring up
in thesequeljs anew loop-lifted staircasgoin, which inheritsmary bene cial featuresof
thebasicstaircasgoin andevaluatesXPathlocationstepsfor multiple iterationsin asingle
sequentiakcanover thedocument.

After describingthe basicstaircasgoin we will introduceloop-lifted variantsof the
staircasgoin for thedescendant andchild axes. Section4.2.4will describehow early
kind and nametestsare integratedin the staircasgoin and Section4.2.5will sketchthe
loop-lifted staircasgoin implementation$or the remainingaxes.

N |Yns,

4.2.1 BasicStaircaseloin

The staircasgoin allows to evaluateXPathlocationstepsalongarbitraryaxes. It requires
at mosta singlescanover documentandcontext relationto producea resultthatcomplies
to the XPathsemanticsduplicatefree andsortedin documenbrder To achieve this, both
input relationshave to be sortedon the preorderranks. In mary caseghis is no problem,
sincemostpathexpressiorstartat theroot nodeandevery following stepreturnsits result
nodesin documentorder The staircasgoin relieson threetechniquesnpamelypruning,

partitioning, and skipping which will be summarizedn the following paragraphs.For

moreinformationpleaseeferto [17].
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Figure4.3: Pruningappliedto the context nodesequencéc, g, h, I) for theancestor and
thedescendant paths.

Pruning Somenodesn thecontet nodesetof anXPathlocationstepwill nevercontribute
to theresult. Thesenodedie in theresultregionsof someothercontext nodes.Theresult
regionsof anancestor andadescendant stepstartingfrom the context nodesequence
(c, g, h, 1) areillustratedby gray shadingsn Figure4.2(a)andFigure4.2(b),respectiely.
The saturationdepictsthe overlap of the regions. In Figure4.2(a)nodeg andits results
is alreadyincludedby the nodesh and| andin Figure 4.2(b) nodeg alreadyspansthe
completesubtreeincluding the context nodesh andl. By pruning the included context
nodesfrom the contet set,a large numberof duplicateresultvaluescanbe avoided. In
caseof theancestor axisin Figure4.2(a)nodeg canbe prunedandfor thedescendant
stepin Figure4.2(b)nodesh andl do not produceary new results. Theresultof pruning
canbe seenin Figure 4.3, wherethe more generaleffectsof pruningare visible aswell:
For all axes exceptthe ancestor andparent axes pruningremovesall contet nodes
thatintroduceduplicates Thereasoris thetreestructurethat prohibitspartial overlapsfor
theseaxes. Only the ancestor andparent axesfollow pathsto the root andthushave
commonresultnodes. Pruningthereforereducesnly the numberof context nodesbut a
partialoverlapremains.

In thepre/size encodingpruningcanbeevaluatecdef ciently by asimplecom- FJ?EEF
parison.Iln caseof adescendant step,thepre, pre+ size rangeof a context node
ctx is usedto pruneanothercontext nodep: ctx:pre < p:pre < ctX:pre + ctxX:size.
To pruneancestor context nodes,we simply switch the conditionand ances-
tor node p getspruned: p:pre < ctx:pre < p:pre + p:size. The pre/size encod-
ing for the XML treein Figure4.2 and4.3 s listed on the right. The equation
6< 7<6+ 5= 11depictstherelationshipbetweemodeg andnodeh. A similar
conditionalsoholdsfor nodeg andnodel (pre value1l). A descendant step
thusprunesnodeh andl andanancestor stepnodeg.

RBoo~ouirwnr
OCORORUIORORN

Partitioning After pruningthe context nodesequencef the ancestor step,overlapand
thus duplicateresultnodesmight remain(seeFigure 4.3(a)). Partitioning the document
alongthepreorderanksof the context nodednto distinctintervalssolvesthis problem(see
Figure4.4). Within eachinterval only onesinglecontet nodeis activeanddetermineshe
resultnodes. Eachpartitionis scannedncein documentrderandthe propertiesof the
currentlyactivecontext nodeareusedo collectmatchinguples.Thesinglesequentiascan
ensureghatno documennodeis returnedmorethanonce,thusavoiding all duplicates It
alsoguaranteethattheresultis generatedn documenbrdersincebothinputrelationsof
the staircasgoin aresortedin documentorder All requirement®f the XPath semantics
arethereforesatis edandno post-processing necessary

Figure 4.4 illustratesthe partitionsintroducedby the remainingcontext nodesof the
ancestor step(c, h, andl). Nodea is now generatedy context nodec only andappears
only oncein theresult. The sameappliesfor nodeg, whichis generatedby nodeh. Nodel
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Figure4.5: Evaluationof XPathlocationstepswith skippingstartingfrom the context node
sequencéc, g, h, 1). (Skippingis depictedby thedottedarrovs andscanningy thenormal
arrons.)

producesio new resultwithin its partition py.

Skipping While pruning and partitioning alreadyful Il the requirementgosedby the

XPathsemanticsmoretreeknowledgecanbe utilized to speedup the pathstepevaluation.
Oneobsenationis that partsof the XML treedo not containary resultnodes. Scanning
thesepossiblylarge partsis surelywasteful. Staircasgoin thereforestopsthe sequential
scanandskipsto the next interestingnodé-. In caseof the descendant axis, skippingis

applieddirectly after the last nodein the subtreeof the currentcontext node. The jump

tamgetis the next context node.For theancestor axisit is thenext possibleancestonode
in thedocumentthusskippingary precedinghodes.For achild pathstep,we know that

the rst child of acontect nodec (if it is notaleaf) hasthepre valuev;:pre = c:pre+ 1 and

the next childrenaresiblingsof this child (vi+ 1:pre = vj:pre + vi:size + 1). As longaswe

do notreachtheendof thesubtreaegion (c:pre + c:size + 1) we thuscanskip eitherto the

next sibling omitting the completesubtreeor to the next context node, whichis thenanode

in thesubtree.

Figure4.5demonstratethe skippingfor theancestor , descendant, andchild path
stepswhosecontext nodesequencés theprunednodesequencéc, g, h, I). Theancestor
locationstepstartsscanning,~,from the beginning of thedocumenuntil it reachesode
c. After nodec, nodeh becomesctive. Thesubtreeof nodecis skipped(c:pre+ c:size+ 1),
becauset containsonly precedingnodes. The subtreeof the next node(e) alsocontains
precedingnodesonly andis skippedaswell. Now the scanningconditionis ful lled again
andit proceedswith nodesg andh, whereagain skippingstarts. The descendant path
stepin Figure4.5(b)directly jumpsto the rst contet nodec, evaluatesall its descendants
(c:pre + c:size), andjumpsto the next contet node(g) whereagain all descendantare
scannedTheevaluationof thechild axisproceedsimilarly. It alsodirectly skipsto node
¢ andkeepsskippingto the next children(hereonly noded). As soonasall childrenv; are
collected(vi:pre > c:pre + C:size) it jumpsto the next context node. In Figure4.5(c)the
evaluationof nodeg is pausedislong asthenestedcontext nodeh collectsits childrenand
thenproceeded.

1This is perfectlysupportedn MonetDB,wherepositionaljumpscorrespondo anarraylookup.
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Basic StaircaseJoin Algorithms The staircasqoin implementationsombinethe three
techniquegpruning, partitioning,and skippinginto a single sequentiascanover the pre-
sortedrelations.Here,we shortlyrepeatheimplementation$or thedescendant, ances-
tor , andchild axesto allow alatercomparisorwith their loop-lifted variants.

scj _desc (doc: TABLE(pre;size); ctx: TABLE(pre))

BEGIN
ASSERT (docpre IS DENSE AND ASCENDING); /* for positional lookup */
ASSERT (CtX 1S SORTED ON (pre)); * document order */
result A NEw TABLE(pre);
nxtCtx A 0;

IstCtx A sizE(ctx);
cur_.nodeA 0

WHILE (nxtCtx - IstCtX) DO [* iterate over all context nodes */
IF (cur_node - ctnxtCt{:pre) THEN * pruning */
cur-node A ctxnxtCty:pre; [* skipping */
Istnode A cur_node+ dodcur_nodé:size
cur.node A cur_node+ 1; /* omit self node */
WHILE (cur_node - Ist.nodg Do /* collect all descendant nodes */
APPEND hcur_node TO result
cur.node A cur_node+ 1;
NxtCtx A nxtCtx+ 1;

RETURN result
END

Figure4.6: Staircasgoin: descendant axis.

Figure 4.6 shavs the implementationof the descendant location step. Inside the
outerloop, which iteratesover the context nodesequencea conditionalprunesthe context
nodesthat are in the subtreeof the outer context node. The prunedcontext nodesare
discardedbhecausehe previous active context nodealreadyconsumedhe matchingpart
of the document. Skippingis appliedby jumping directly to the next context nodeand
theinnerloop partitionsthe documentoy iteratingover all the descendamodesv of the
currentlyactive context nodec in thedocumen{c:pre < V.pre <= C:pre + C:size).

scj -anc (doc: TABLE(pre;size); ctx: TABLE(pre))

BEGIN
ASSERT (docpre IS DENSE AND ASCENDING); /* for positional lookup */
ASSERT (CtX 1S SORTED ON (pre)); /* document order */
result A NEw TABLE(pre);
nxtCtx A 0;

IstCtx A sizE(ctx);
curnode A ©;
WHILE (nxtCtx - IstCtx) DO [* partitioning */
WHILE (cur_node < ct{nxtCt§:pre) b0  /* iterate over document nodes */
Istnode A cur_node+ dodcur_nodé:size
IF (ctX{nxtCt}:pre - Ist.node THEN /* check ancestor property */
APPEND hcur_node T0O result
curnode A cur_node + 1;
ELSE
| curnode A Istnode+ 1; /* skip preceding nodes */
nxtCtx A nxtCtx + 1;
RETURN result
END

Figure4.7: Staircasgoin: ancestor axis.

The implementationof the ancestor axisin Figure 4.7 also consistsof two nested
loops. Similar to the descendant step, the nestingdoesnot introducemultiple scans

45



but a mege-like sweepover the relations. In comparisornto the descendant axis, the
implementatiorof anancestor steplooksupthesizeinformationof the documennodes
insteadof the sizesof the context nodes. Another differenceis the missingpruningin

theimplementatiorof theancestor locationstep. To prunecontet nodesfor this axisa
reversescanwould be required,which is more expensve thansplitting up the document
into a larger numberof partitions. The evaluationof the ancestor stepin Figure4.5(a)
however still matcheghe algorithm(nodeg is active during skippingfrom noded to g).

scj _child (doc: TABLE(pre;size); ctx: TABLE(pre))
BEGIN */

ASSERT (docpre IS DENSE AND ASCENDING);

ASSERT (Ctx 1S SORTED ON (pre));

result A NEw TABLE(pre);

nxtCtx A 0;

IstCtx A sizE(ctx);

[* for positional lookup */
/* document order */

active A NEw STACK (eos nxtChld);
WHILE (nxtCtx - IstCtx) DO
IF (activelS EMPTY) THEN

| nxtCtx A push_ctx (nxtCty);

/* stack of active context nodes */
/* iterate over al context nodes */
[* stack isempty */

/* push next context on stack */

ELIF (TOP(active):eos, ctxnxtCty:pre) THEN/* next context is descendant of current context */
inner _loop _child (ctx{nxtCtX:pre); [* process children of current context until next context */
L nxtCtx A push_ctx (nxtCtx); * push next context on stack */
ELSE * next context is not descendant of current context */
inner _loop _child (ToP(active):eos); * process al children of current context */
L POP(active);
/* no context node |eft */
/* fi nish @l remaining active context nodes */
[* process all remaining children of current context */

WHILE (activels NOT EMPTY) DO
inner _loop _child (Top(active):eos);
pOP(active);

RETURN result

END

[* return result */

push_ctx (nxtCtx
BEGIN
curPre A ctxnxtCty:pre;
eor A curPre-+dodcurPre:sizg
nxtChld A curPre+1;
WHILE (ctx{nxtCt§:pre = curPre) DO
| nxtCtx A nxtCtx+1;
PUSH heor; nxtChld oN active
RETURN nxtCtx
END

/* end of result region */
/* fi rst child of current context */
/* prune al duplicate context nodes */

/* push current context on stack */
[* return next context */

inner _loop _child (eor)
BEGIN
nxtChld A ToP(active):nxtChld;
WHILE (nxtChld - eor) bo
APPEND xtChld TO result
nxtChid A nxtChld+ dodnxtChld:size+ 1;

/* next child of current context */
/* iterate over al childrenin current region */

[* skip directly to next child */

IF (nxtChld - ToP(active):ea) DO [* current context not yet fi nished */
LTOP(active):nxtChId A nxtChid I* recall where to proceed */
RETURN;
END

Figure4.8: Staircasgoin: child axis.
The staircasgoin algorithmof thechild locationstepin Figure4.8 hasto copewith

a specialcase.To returntheresultin documenbrderit hasto pauseactive context nodes
during the evaluationof nestedcontet nodes. A stackcalledactiveis usedto storethe
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active nodes. All items on the stack, exceptthe top item, which is the currently active
node, represenpausedcontext nodes. Like the other algorithms,the outerloop of the
child stepimplementatioriteratesover the context nodes. The rst branchof the con-
ditional calls push_ctx . The helperfunction push_ctx only pusheghe currentcontet
nodeto the stack,thusmakingit active, andremovesduplicateqidenticalnodes).If there
is alreadyanactive nodetheimplementatiorcallsinner _loop _child andeitherretrieves
all resultnodes(ELSE clause)or producesresultsuntil the next nestedcontet nodeis
reachedandthenpusheghe nestedcontext nodeson the stack(ELIF clause).Thefunction
inner _loop _child jumpsfrom child to child until it reachests given endof the region.
If the endof the region is causeddy the next context nodethe pre valueof the next child
is storedon the stackto remembemhereto proceed. After iterating over the complete
contet setanadditionalloop ensureshatthe pausedtontext nodesarecompletecaswell.

4.2.2 Loop-Lifted Child Step

The loop-lifted variantstry to maintainasmuchaspossiblefrom their basicstaircasgoin
counterpartsOne prerequisités again the documentbrderof the context nodesequence.
The maindifferenceto the basicversionsis thatwe needto retainduplicatenodesif they
belongto differentiterations.

Thechild axisrequiresonly smallmodi cationsto lift the implementationpecause
overlapandthe correspondingluplicateresultnodess restrictedo the nodeidentity. Fig-
ure4.9shavs theprocessingf thechild step,whichis almostidenticalto the basicver
sion. In theloop-lifted varianta resulttuple is formedby the combinationof the resulting
nodeandtheiter valueof the context node.Insteadof pruningthe duplicatecontext nodes
(in push_ctx ), we now recordthe offset of the rst andthe lasttuple (fstiter andlstlter).
We enrichtheactive stackby two new elds thatstoretherespectie offsets. Theseoffsets
areusedagpin duringthe generatiorof resultnodes.A nestedoopin inner _loop _child
iteratesover the context relationfrom fstlter to Istiter andaddsthe currentresultnodeto-
getherwith all iterations. Everything else staysthe samein the loop-lifted variant. The
conceptf the basicstaircasgoin lik e skippingandpartitioningarestill in use.

In thefollowing examplewe usethe algorithmin Figure4.9to evaluatea child step
onthe XML treeshavnin Figure4.10(a).Theinputaretwo item sequencesyherethe rst
contt nodesequenceonsistof the nodesc andh andthe secondnecontainsthe node
sequencég, h, I). Thectxrelationof theloop-lifted child stepis listedin Figure4.10(b).
The evaluationstartswith the context nodec (pre value2). In push_ctx fstlter andlstiter
bothpointto thethe rst row of ctx. Thegeneratedesultfor the child noded thusconsists
of thetuple (1; 3) (seealsoFigure4.10(c)).After skipping,the evaluationproceedstnode
g (6) andproducegheresulttuple (2; 7) (nodeh in iteration2). The nestechodeh appears
in two iterationsandthe offsetsof fstiter andlstlter thereforepoint to the third andfourth
row of ctx, respectiely. Theinnerloop in inner _loop _child iteratesover theserows
andthetuples(1;8) and(2;8) areappendedo theresult(nodei in bothiterations).Then
nodeg becomesctive again andproducesesultfor theremainingtwo children((2;9) and
(2;10)) skippingoncemorethe subtreeof nodej.

4.2.3 Loop-Lifted DescendaniStep

Loop-lifting the descendant axis modi es the basicstaircasgoin algorithmmuchmore
thanthelifting of thechild locationstep.In comparisono thebasicvariant,it hasto cope
with nestedcontext nodeshelongingto differentiterations. Thedif culty becomeslearer
if we applyaloop-lifted descendant stepon the samecontext anddocumentelationsas
the loop-lifted child step(seeFigure4.10(a)and4.10(b)). Nodeg is active in iteration
2 andnodeh is active in iteration1. Sincewe cannotprunenodeh arymore,both nodes
have to be active at the sametime. Our solutionis to borron the stackidea from the
implementatiorof the child axis. The stack(active thenholdsthe active iter valuesas
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Il _scj _child (doc: TABLE(pre;size); ctx: TABLE(iter;pre))

BEGIN */

ASSERT (docpre IS DENSE AND ASCENDING);
ASSERT (Ctx 1S SORTED ON (pre));

result A NEw TABLE(iter;pre);

nxtCtx A 0;

IstCtx A sizE(ctx);

WHILE (nxtCtx - IstCtx) DO
IF (activelS EMPTY) THEN
| nxtCtx A push_ctx (nxtCty);

inner _loop _child (ctx{nxtCtX:pre);
L nxtCtx A push_ctx (nxtCtx);
ELSE
inner _loop _child (Top(active):ea);
L POP(active);

WHILE (activels NOT EMPTY) DO
inner _loop _child (Top(active):ear);
pOP(active);

RETURN result

END

push_ctx (nxtCtx
BEGIN
curPre A ctxnxtCty:pre;
eor A curPre+dodcurPrel:sizg
nxtChld A curPre+1;
fstiter A nxtCtx
WHILE (ctx{nxtCt{:pre = curPre) bo
| nxtCtx A nxtCtx+ 1;
Istiter A nxtCtxj 1;
PUSH heor; nxtChld fstlter; Istlteri oN active
RETURN nxtCtx
END

inner _loop _child (eor)

BEGIN

nxtChld A Top(active):nxtChlid;

fstiter A Top(active):fstlter;

Istiter A ToP(active):lstlter;

WHILE (nxtChld - eor) bo
FOR i FROM fstlter TO Istlter DO

LAPPEND hetx{i]:iter; nxtChld To result

nxtChld A nxtChld+ dodnxtChld:size+ 1;

IF (nxtChld - TOP(active):ea) DO

| Top(active:nxtChid A nxtChid

RETURN;

END

active A NEW STACK (ea; nxtChld; fstlter; Istlter);

ELIF (TOP(active:ear , ctxnxtCt{:pre) THEN

/* for positional lookup */
/* document order */

/* stack of active context nodes */

/* iterate over al context nodes */

[* stack isempty */

/* push next context on stack */

/* next context is descendant of current context */

/* process children of current context until next context */

/* push next context on stack */

/* next context is not descendant of current context */

/* process all children of current context */

/* no context node |eft */
/* fi nish @l remaining active context nodes */

[* process all remaining children of current context */

[* return result */

/* end of result region */

/* fi rst child of current context */

I* fi rst appearance of current context node */
/* prune al duplicate context nodes */

[* last appearance of current context node */
/* push current context on stack */
[* return next context */

/* next child of current context */

/* iterate over al childrenin current region */
/* iterate over all iters of current context */

/* append (iter,pre) to result */

[* skip directly to next child */

/* current context not yet fi nished */

/* recall where to proceed */

Figure4.9: Loop-lifted staircasgoin: child axis.

well asthelastpre valuewherethey areactive. In comparisorto thechild step,notonly
thetop itemis active but all itemson the stackareactive at the sametime.

The algorithmin Figure 4.11 still iteratesover the contet node sequence.ln com-
parisonto the basicstaircasgoin version,it doesnot evaluatea completesubtreebefore
consumingthe next context node. Insteadit consumeghe next context nodeassoonthe
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Figure4.10: Evaluationof differentloop-lifted pathstepsstartingfrom the ctx relationin
4.10(b). The context nodesof the rst sequencéc; h) aremarkedwith x andthe nodesof
thesecondsequencég; h; 1) aredepictedwith o.

pre valuestoredin the variablecur_node thatiteratesover the documentjs alignedwith

the context node. The nestedconditionalprunesall context nodeswhoseiterationsare
alreadyactive and addsthe context nodesandits iterationvalue to the stackotherwise.
Soall duplicateswithin iterationsare avoided. In the loop-lifted variantskippingis only

possibleif no context nodeis active (meaningthe stackis empty). The rst ELIF clause
implementghis skipping. Theseconc:LIF clauseaswell asthe EL SE clausearesimilarto

thechild stepevaluationagain. The ELIF clausecallsthe functionfinish _region that
itself callsinner _loop _desc. Thefunctioninner _loop _desc scanghedocumentlocin

a givenrangeandproducedor eachdocumentioderesulttuplesfor all active iterations.
Afterwardsthevariablecur_nodeis setto thelastprocessedocumennode.Thefunction
finish _region additionallyremovesall itemsfrom the stack,which reachedhe endof

their region. Clearingthe stack, after the last context nodeis consumedcompletesthe
loop-lifted descendant step.

The following exampleevaluatesa loop-lifted descendant stepon the documentn
Figure4.10(a)andthe contet relationin Figure4.10(b). The processingstartswith the
context nodec (2) whoseiter value (1) and the last node of the region (3) are pushed
on the active stack. In the seconditeration the third branchof the conditionis chosen
(3< 6) wheretheresulttuple (1;3) is addedto the result. Additionally the conditionin
finish _region becomedrue andthe only stackitem is removed. In the third iteration
the rst conditionis still false(3 # 6). Sincethe stackis empty the variablecur_nodeis
setto 6. In the next iterationthe rst conditionmatchesandthe last descendandf node
g aswell astheiter value((11;2)) arepushedon the stack. In the following iterationthe
last branchof the conditionalis chosenfor the rst time. The descendantsf nodeg are
evaluateduntil thenext context nodeis reachedHereonly nodeh in iteration2 is addedo
theresult((2;7)). Thenext iterationpushes secondtem onthestack:thelastdescendant
of nodeh anditer value 1. Thenthe rst condition matchesagain. But nodeh in the
secondterationis discardedecauséteration2 is alreadyactive. The evaluationproceeds
and nishes the scanof the top stackitem, wherethe documentnodesin the rangeare
producedor bothactive iterations((1; 8), (2;8)). After remaving thetop of the stackonly
theitem representinghodeg remainsactie. In the following the tuples(2;9) and(2; 10)
aregeneratedndnodel is ignored. The completecontext noderelationis now consumed
andtheadditionalloop nishestheremainingactive context nodes— herepoppingthelast
item completeghe evaluationof the descendant step.
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Il _scj _desc (doc: TABLE(pre; size); ctx: TABLE(iter; pre))

BEGIN
ASSERT (docpre IS DENSE AND ASCENDING); /* for positional lookup */
ASSERT (Ctx 1S SORTED ON (pre)); * document order */
result A NEw TABLE(iter;pre);
nxtCtx A 0;

IstCtx A sizE(ctx);
nxtnode A ctxnxtCty:pre;

cur_node A nxtnode [* start scanning at fi rst context node */
active A NEwW STACK (eq;iter); /* stack of active iterations */
WHILE (nxtCtx - IstCtx) DO [* iterate over al context nodes */
nxtnode A ctxnxtCtx:pre;
IF (nxt_node = cur_-node THEN * context and document relation are aligned */

IF (ctxnxtCt¥:iter NOT ON active) THEN /* pruning of context nodes */
eor A cur_node+ dodcur_nodé:size
PUSH heor; ctx{nxtCty:iteri ON active /* add context node with region and new iteration */
NxXtCtx A nxtCtx + 1;
ELIF (activelS EMPTY) THEN * skip to next context node */
| cur_node A nxtnode
ELIF (TOP(active:ear < nx_node) THEN  /* next nodeis no descendant of the active node */
Lcur-nodeA finish _region (cur_nodg; /* fi nish active region*/
ELSE /* next node is descendant of the active node */
inner _loop _desc(cur_nodenxt_node); /* fi nd al resultstil nxt node*/
curnode A nxtnode
WHILE (activelS NOT EMPTY) DO [* process al remaining active regions */
Lcur_nodeA finish _region (cur_node;
RETURN result
END

finish _region (cur_node

BEGIN
eor A ToOP(active)eq;
inner _loop _desc(cur_node eor); /* find al resultsin the current region */
curnode A eor,
WHILE (TOP(active:ea = eor) DO * remove all iterations whose regions are processed */

| PoP(active);
RETURN cur_node
END

inner _loop _desc (®rst last)

BEGIN
FOR pre FROM ®rst 4+ 1 TO lastbo I* skip self node; for every docnode in the range */
FOREACH DISTINCT h;jiteri ON activeDO [* and for every active iteration */
LAPPEND hiter; prel TO result /* add aresult tuple */
END

Figure4.11:Loop-lifted staircasgoin: descendant axis.

4.2.4 Early Nameand Kind Tests

Until now, we completelyignoredary nameandkind testandfocusedon the evaluation
of theaxisspeci er. While this speci er maybealreadyenoughto answercertainqueries,
mostXPath locationstepsusean additionalnameor kind test. Thesetestsmay retainall
tuplesgeneratedy the axis speci er unchangear may be highly selectve. In the latter
caseapplyingthenameor kind testasa post-processingtepseemso wasteresourcesAn
earlynameor kind testthereforehelpsto avoid extra evaluationandspaceconsumptiorfor
certainqueries. (Loop-lifted) staircasgoin behaeslike any otherrelationaljoin. In our
gueryplanswe cansafelypushselectionge.g., name/kindests)dowvn throughthestaircase
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join, to reducethe amountof tuplesto processasearlyaspossible.Duplicateresultnodes
in differentiterations,whosenameor kind hasto be checled separatelyafter the result
generationmale anotherargumentfor earlytests.

Becausehe staircasgoin requiresthe pre/size documentelationfor the skipping,our
implementatiorusesa third input relationthatkeepscandidatenodes.The candidatenode
list storesthe pre value of ary nodewhosekind or namesatis esthetest. It is sortedin
documenbrderlik etheotherinputrelations.Thecandidatdist is scannedogethewith the
documenin a meige-like synchronizedgsweep.As soonasa nodesatis esthe given axis
speci er, amatchingtuplein thecandidatdist con rms thematch.If thecandidatdist does
notcontainthe pre valuetheapparentesultnodeis discardedTo avoid scanningpossibly
large) partsof the candidatdist, while thesepartsare just skippedin the documentwe
performabinarysearchon theremainingnodesof the candidatdist.

scj _desc (doc: TABLE(pre;size); ctx: TABLE(pre); cand: TABLE(pre))
BEGIN
ASSERT (docpre IS DENSE AND ASCENDING); /* for positional lookup */
ASSERT (CtX 1S SORTED ON (pre)); * document order */
ASSERT (candiS SORTED ON (pre)); * document order */
result A NEw TABLE(pre);
nxtCtx A 0,
IstCtx A sIzE(ctx);
nxtCandA O0;
IstCand A size(cand);
curnodeA O;
WHILE (nxtCtx - IstCtxAND nxtCand - IstCand Do /* iterate over all context nodes */

IF (cur_node - ctx{nxtCtx:pre) THEN /* pruning */
curnode A ctxnxtCtx:pre; [* skipping */
nxtCandA FIRST ¢, nxtCand [* binary search */

WITH candc|:pre , cur_node
Istnode A cur_node+ dodcur_nodd:size
cur.node A cur_node+ 1; /* omit self node */
WHILE (cur_node - Ist_nodeAND I* collect al descendant nodes */
nxtCand - IstCand DO
IF (candnxtCand:pre < cur_node THEN [* aign candidate list */
| nxtCandA nxtCand+ 1;
ELIF (candnxtCand:pre = cur_nodg THEN /* return matching tuple and proceed */
APPEND hcur_node TO result
cur_node A cur_node+ 1;
ELSE /* skip non matching node */
cur_node A cur_node+ 1;
nxtCtx A nxtCtx + 1;
RETURN result
END

Figure4.12: Staircasgoin: descendant axiswith candidatdist.

Figure 4.12 shaws the basicstaircasgoin of a descendant location step extended
with candidatdist processing.The skippingin the candidatdist is imitated by a binary
search.Theinnerloop of the staircasgoin furthermorealignsthe currentcandidatenode
andcon rms or prunesthe descendamodes.Similar extensionsapply for all loop-lifted
staircasgoin implementations.

Thefollowing exampleevaluateghe XPathlocationstepdescendant::text()  start-
ing from the contet sequencdc;g; h;1) (seealso Figure 4.13(b)). The nodesin Fig-
ure4.13(a)markedwith x aswell astherelationin Figure4.13(c)illustratethe candidate
nodes. The evaluationstartsat nodec andthe rst candidatenodeis noded (3). Inside
theinnerloop variablecur_.nodematcheghe candidatenoded andbecomeghe rst result
tuple (depictedby the rst row in Figure4.13(d)). Thenext context nodeg becomesctive
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Figure4.13: Evaluationof the XPath locationstepdescendant::text()  startingfrom
the ctx relationin 4.13(b). The context nodesare marked with o andthe candidatenodes
aredepictedwith x.

andthebinary searchin the candidateelationskipsnode f andreturnsnodei asnew can-
didate(8). In theinnerloop nodeh doesnot matchthe candidatenodei andgetsdiscarded.
Thenext nodematches andis appendedo theresult.In thefollowing iterationcandidate
nodei hasa smallerpre valuethanthe currentnode.Thereforethe next candidatenode(k)
becomesctive andprunesnode j in the next iteration. After addingnodek to the result
thecurrentnodeis largerthanthe candidatenodeaganin andwe increasevariablenxtCand
Becausall candidatenodesarenow consumedthe evaluationstopsandthe evaluationof
thedescendant::text()  stepis complete.

The candidatdist of the previous examplecontainedall preorderanksof text nodes.
Toretrieve suchakind list onekind in thekind columnof thepre/size tablecanbeselected.
Becauséaheseselectionsvould occurfor every pathstepat runtime,we generateanindex
for every kind alreadyduringdocumenshredding.Theseindicescanbe usedascandidate
listsfor thekind tests.To supportnameteststheelemenindex hasa seconccolumn,which
additionally storesthe referencdd from columnref of the pre/size documentable. The
generatiorof acandidatdist for anametestthenmapsto the selectiorof agivenreference
in the elementnodeindex. For nameswith wildcardsmultiple referencesnay match. An
orderpreservingoin thendoesthejob.

4.2.5 Loop-Lifted Path Stepsfor Other Axes

In the previous sectionwe only describedhe loop-lifting of the child anddescendant
axes. Thesearealsothe only axesusedin the XMark benchmarkwhich we will usein
the experimentsin following section. But loop-lifting is possiblefor the other axes as
well. In thefollowing paragraphsve shortly sketchtheideasfor theimplementatiorof the
remainingXPath axesandconcludethis sectionwith a shortdiscussiorof the dravbacks
of theappliedtechniques.

self Theself axisrequiresnodocumentelationfor the evaluationof the axisspeci er, as
pruningduplicatenodeswithin iterationsworks on the pre valuealoneandthe nameand
kind testscanbe processedby a mege-like scanover the context andcandidaterelation.
attrib ute Becausewne do not include the attributesin the pre/size relationbut in a sepa-
rateattribute relation,anattribute  pathstepconsistsonly of ajoin betweerthe context
sequencandtheattribute relationontheforeignkey columnpre.

descendant-orself Theimplementatiorof thedescendant-or-self  axisis almostiden-
tical to the descendant axis. The only modi cations are minor shifts of the rangesto
includetheself nodes.

following-sibling An implementatiorfor thefollowing-sibling locationstepis similar
to theoneof thechild axis. It alsousesa stackof context nodeswhereonly thetop item
representgheactive nodec. In comparisonio thechild step,the rst nodeis notthe next
nodein the subtree put the next sibling (v1:pre = c:pre + C:size+ 1 A vi:level > cilevel)
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andtheendof aregion hasto bedeterminedy thelevel (v;:level < c:level). Theevaluation
of theresultnodes however, appliesthe sameskippingasa child step. A distinctlist of
active iterationswithin eachstackitem furthermoreensureshe duplicateelimination.

following For the basicstaircasgoin the context nodessequencef the following  step
canbe prunedto a singlenode. In the loop-lifted varianteachiterationcanbe prunedto
onecontet node. During the sequentiakcanover the documenieachcontet nodeeither
canbe prunedbecausdts iterationis alreadyactive or thelist of active iter values(similar
to the active stackof the descendant step)is extendedby the new value. Eachmatching
documennodeis thenemittedfor all valuesin theactive iter list.

ancestorand ancestoror-self The two axesancestor andancestor-or-self ~ canbe
implementedy combiningthe ideasof the child andthe descendant steps.While the
latter two keepa stackfor active context nodes,the ancestor axis keepsa stackwith

the currentlyactive pathto theroot. It usesthe sameskippingasthe basicstaircasgoin

implementatiorandemitsthe active pathtogethemwith theiter valueassoonasa context

nodeis reached.To maintaindocumenbrderevery tupleis addedinto a list accordingto

its level. Duplicateresultnodesareavoidedby usinganadditionallist of highestpre values
periterationto discardnodeson the currentlyactive path stack. The multiple resultlists
(oneperlevel), which aresortedon documentorder are memgedafterwardsto returnthe
overallresultin documenbrderaswell.

parent Theimplementatiorof the parent axisuseshesamedeasastheancestor step,
but addsonly the parentnodeon the active pathstackto theresultlists.

preceding-siblingFor the preceding-sibling  locationstepthe ancestor stepimple-
mentatioralsoplaysanimportantrole. It usesanadditionallist of preceding-siblinghodes
for eachitem on the active pathstackto collectthe possibleresultnodes.A secondist of
active context nodess thenusedto generatéheresultsfor all active iterationsin document
order

precedingThe context nodesof the preceding axis canbe prunedto one context node
per iteration similar to the following  axis. For theseremainingcontet nodeswe can
retrieve the ancestor nodesthatcanbe usedassecondcandidatdist. In comparisorto

thecandidatdist for nameor kind tests thislist is usedto pruneonly theancestor nodes
duringthe scanover thedocument.

Theimplementation®f the axescanbe groupedinto threecateories. The rst group
requiresno specialstaircasgoin operatorandretrievesits resultwith ordinary database
operationsThetwo axesself andattribute , which form thatgroupdo notrely onthe
treestructureof the XML documentandthereforehave no usefor conceptdik e skipping.
Thesecondcateyory consistf theforwardaxesandthethird is puttogetherof thereverse
axes. Both groupsmalke useof the staircasgoin conceptgpruning, partitioning,andskip-
ping. For the reverseaxes, however, processingequiresmoreinternal statekeepingand
intermediataesults(e.g., level lists to supportdocumentorder). But the main costfactor
in comparisono theiterative applicationof the basicstaircasgoin is the sortingoverhead
requiredto matchthe physical order? Thesearethe sortingcostsfor the creationof the
inputin item orderandthe outputin iter|item order The next optimizationin Section4.3
will describehow this sorting overheadcan be avoidedin a list of path steps. Because
mostqueriesstartfrom a single context node,theitem sortingfor the rst pathstepmay
be cheap.Whatremainsis the needto producethe outputof the last pathstepsortedon
iter andthenonitem. Onesolutionto avoid the sortingis to usea separateesultlist for
eachiterationin the last pathstep.Becauseesultnodesaregeneratedn documenborder
thelists arealsosortedin documenbrder Theconcatenatiothenreturnstheresultsorted

rst oniter andsecondlyonitem.

2The performancalifferencedor avoiding multiple scansof the documentelationareignoredhere.
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4.3 Avoiding the iter jpos jitem jkind Interface

To supportheterogeneousequencesur item encodingcopeswith polymorphictypes.in
mostcaseshowever, the iter|pos|item|kind representatioencodesequencewith homo-
morphictypes. Very often the valuesof thesesequenceare addedto the valuerelations
only to be looked up again by the following operation. As we could store suchvalues
directly in a singlecolumn,theindirectionis certainlywasteful.

In our compilationschemewe addressedhis problemby introducingadditionalin-
terfaces Thesenew interfacesallow to returnintermediateresultsusing representations
otherthanthetheiter|pos|item|kind relation. The rst differentrepresentatiomasalready
sketchedn themotivatingexample.Thevalueinterfaceavoidsaddingvaluesto theirvalue
relationsf they areimmediatelyrequiredby thenext constructlt canbeusedvheneerthe
returningintermediateesulthasa monomorphicstatictype. The decisionwhetherthein-
termediateesultreturnsits valuesusingthevalueinterfaceor thenormaliter|pos|item|kind
representatiois solved at compiletime andthe calling constructadaptsts MIL codeac-
cordingly

In QueryQ15 thevalueinterfaceis usedfor bothargumentsof thecontains function:

for $a in doc("fairy_tailes.xml")//story return
where contains ("gold”, string(data( $a/text()))) : (Q15)
return $a/@name

Ascontains directlyworksonthestrings bothintermediateesultsreturnaniter|pos|itemgring
relation. The morestory nodesthe pathstepin QueryQ;s returnsthe morewe bene t
from themodi ed compilation,which avoidstheinsertionandits duplicateelimination.

The secondinterface usesan iter|item|kind representatiomnd is usedonly between
directly following pathsteps.While it doesnot seemto be differentfrom the normalin-
terface,it exploits theinformationobtainedn the previoustwo sectiong4.1and4.2). The
resultof the rst pathstepdoesnothaveto besortedoniter anditem, sincethe secondpath
stepwantsits input sortedin documenwrderitem only. We thusomit two sortoperations
withoutary dravbacks.

If we reconstruciKML documenDocin XQuery(seeQueryQig) we have to keepthe
XQuerysemanticsn mind.

<a><b>c</b><d><e/><f/></d><g a="42"/></a> (Q16)

Theserequireeachnodein the elementbodyto be a subtreecopy of the elementcontent.
In QueryQ15 we createl3 elemennodes 3 text nodesand3 attribute nodedo recursvely
built a resultwith 8 nodes. The evaluationcostandthe storageoverheadexplodewith a
growing numberof nodesandincreasingnestingdepth.

The nodeinterfacespeedsip the nestednodeconstruction. It makesuseof the fact,
that we do not needthe constructecelementcontentafter the subtreecopy arymore, if
it is not referencecklsevhere. In sucha case,the mappingcanact similar to the value
interfaceandstorethe constructechodesin anintermediateesultinsteadof the transient
documennodecontainer Thesenodesthencanbe usedassubtreecopiesandrequireno
explicit copying. A recursve XML treeconstructionthencreateseachnodeexactly once
andadditionallyavoids the path stepsto retrieve the subtreenodes,sincethesenodesare
alreadyin theintermediateesult.

In additionto the changesn the nodeconstructorsyhich copewith both,the normal
andthe nodeinterface,we addeda separatenappingfor the sequenceonstructorwhich
combineganultiple subtreesndattributes. Therelationsthis nodeinterfaceusesmatchthe
pre andattr relationsof thetransientdocumenhodecontainerextendedwith theiteration
information. All othervalueslike, e.g., elementnamesor text valuesarealreadystoredin
thetransientdocumennodecontainerd, because¢hey arenot changedarymore.
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iter pre size level| ref kind frag cont
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(a) Input sequenceusing the node interface

(nodese andf ) (b) Resultof elementconstructionusing the

nodeinterface(noded)

Figure4.14: Contentandresultof elementconstructiorusingthe nodeinterface

Figure 4.14(a)shows the input relation of the elementconstructionof noded from
Query Q16 and Figure 4.14(b)its returningrepresentation. After compiling the content
expressionthe elementconstructionskips the code generationof the contentnodesin
Rule ELEM. Insteadonly the level of all contentnodesis increasedy one. The MIL
codecreationfor theroot nodesremainsthe same.If theresultexpressioris compiledus-
ing thenodeinterfacelike, e.g., noded the nodeinsertionphaseof the ELEM rule hasto be
modi ed. The maindifferenceis thatthe new treerepresentatiors not addecto thetran-
sientdocumentodecontainerbut returnedasresultrelation. Furthermorepoth pre and
frag valuesstartat 1 andthe resultrelationnodes,qy alsoretainsthe columniter. For node
d the intermediataesultis displayedin Figure4.14(b). Note thatthe elementhamesare
alreadystoredin the transientdocumeninodecontainer(seeline (11) in Rule ELEM). For
theattributesa similar modi cation is performed.Two attr relationsthatarebothextended
with the columniter areusedasintermediatestorage.The reasorfor the two relationsis
thedistinctionbetweerroot attributesandcontentattributes.

4.4 Join Recognition

At thebeginningof this sectionwe mentionedheperformanceroblemsof thecompilation
schemavithoutjoin recognition.Thereasoris thenaive compilationof nestedXQueryfor
expressionswhich leadto the computatiorof Cartesiarproducts.Thequery

g far $u in (30, 20)

< foi, $vin (1, 2, 3)
3 S, where $u eq $v * 10
o return “"match"

(Q17)

is a simpli ed but representatie instanceof sucha nestedfor expression.The compila-
tion rulesgivenin Section3 requireboth agumentexpression®f the eq operator$u and
$v* 10 to be representedvith respectto scopesys, (seeFigure4.15(a)). Consequently
the intermediateresult$v* 10 is compiledin dependencef scopes, andis thusexplic-
itly representedor eachbinding of $u. For the resultingexpression'match" , however,
only theloop relationgeneratedrom thematchingiterationsis important. Theobsenation
that both agumentsof the equality expressionare independentf eachotherenablesus
to avoid the nestedevaluation. Insteadwe cansplit up the compilationof the comparison
inputarguments:

for $u in (30, 20) for $vin (1, 2, 3) .
return $u return $v * 10

Theapplicationof arelationaljoin betweerthetwo independenitem sequencethenpro-
videsthe sameloop relationfor theresultexpression'match” (seeFigure4.15(b))asthe
loop-lifted versionthatbuilds a Cartesiarproduct.

In thefollowing we proposeajoin patternthatdetectsalargesubsebf the XQueryjoins,
includingthosein theXMark benchmarlset[25] orin AppendixH.1 (“Joins”) of theW3C
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(a) Relationalevaluationof XQueryexampleQ;7. Evaluation
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(b) Join plan for the evaluationof exam-
ple Q17. Both operandsare computedn-
dependently The join result ultimately

senes as relation loop to compile the
return part.

valuesthat satisfy the eq predicateform the loop relationfor
theloop-lifted evaluationof thereturn clause.

Figure4.15: Simpli ed evaluationof QueryQ7 without (a) andwith join recognition(b)
applied.

XQuery Working Draft [5]. After checkingthe conditionsnecessaryor anindependent
evaluationwe describethe mappingto algebraigoin plansin Section4.4.2. An inference
rule similarto theonesin Chapter3 formalizesourtranslation. BecausenostXQueryjoins
comparesequencesf itemsinsteadof singlevalues,we describean extendedoin pattern
andtherespectre adoptionof thetranslationin Sectiord.4.3.

4.4.1 Join Pattern

The startingpoint of the join detectionis a normalizedXQuery Core expression.lIt is the
basisto recognizehefollowing patternat arbitrarynestingdepth:

for $v in e

return if (Py)

(p(e1;e2)) then eewm else ()
This subepressiomuali es for an XQueryjoin, if
(i) variable$v doesnotappeafreein e;3,

(i) variablesoccurringfreein e; andey, areboundin ary enclosingscope exceptfor
thescopethatdirectlyenclosed?;, and

predicatep is supportedby the theta-joinimplementationof the relational back-
end(i.e, typically, p will beeq, It , ..., or oneof the XQuerygeneralcomparison
operatorawith existentialsemanticdike =, <; seeSectior4.4.3).

(iii)

ThenormalizedXQueryCoreexpressiorof QueryQ17 lookslike QueryQ1g

fagr $u in (30, 20)

< foi, $vin (1, 2, 3)
2 S, return if ($u eq $v * 10)
o then "match" else ()

(Qus)

3Therolesof e1, e, maybearbitrarily swapped.
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(a) Loop-lifted compilationwithout ~ (b) Compilationwith join recogni-
join recognition tion applied

Figure4.16: Treeof scopedor QueryQ1g, which shawvs the nestingof the scopedor the
loop-lifted translation(a) andfor the compilationwith join recognitionapplied(b). For the
latter casethe algumentsof the operatoreq areshiftedinto higher lessexpandedscopes.

whosewhere clausehasbeenreplacedoy anif expression.Thejoin pattern
for $vin (1, 2, 3) return if ($u eq $v * 10) then "match" else ()

in QueryQs is clearlyvisible. Theitem sequencél, 2, 3) matches, eqisthejoin
predicate$uis e, $v * 10is ey, and"match" correspond$o €retum.

The eq operatorin Query Q1 can be evaluatedin MonetDB and thus satis es the
XQueryjoin condition (iii) . The othertwo conditionsrequirea checkof the variableoc-
currencesn the three XQuery expressions;, €, andey,. In Query Qig the variable$v
appeardreein e only andthusmatcheghe rst condition. The only variableform the
directly enclosingscope$u appeardree in e; only, which ful lls the last remainingre-
qguirement(condition(ii)) for avalid join pattern.

4.4.2 Join Translation

Recognizingthe join patternand checkingthe independenexecutionof both join argu-
mentsis the rst importantstepto compilean XQueryjoin ef ciently. Thejoin translation
exploits this independencéo compile the input agumentsof the theta-joinin the least
expandedscopethus minimizing the sizesof the input relations. The compilationis de-
scribedby meansof aninferencerule that,in comparisorto the earlierinferencerulesin

Chapter3, hasto copewith multiple scopes.Therelationshipbetweerthe scopesandthe
mappingcanbe explainedusing a tree of scopes.In this tree, scopesarerepresentedy

nodes(or frames),whoseconnectingedgesdepictfor expressionsFigure4.16(a)shavs
the tree of scopedor QueryQsg, which is evaluatedwith a Cartesiarproduct. Both ex-

pressionsf the join patterncomparisorare evaluatedin the innermostscopesyg. The
join-aware compilationon the otherhandsplits up the treein sucha way that both argu-

mentsof the theta-joinare evaluatedin independenscopes.Figure4.16(b)illustratesthe
modi ed treeof scopegor QueryQ;s wherethejoin recognitionis applied. Thefor loop
binding of &, is compiledin dependencef scopesy andthe secondoin amgumente; in

thethereinnestedscopes,. In comparisonthe rst argumentof thetheta-joinis evaluated
in scopes,, sincethis scopeintroducesthe innermostfree variableof the expressione;.

Theresultsarethetwo inputrelationsvisible in Figure4.15(b).

In the abore example,bothinput agumentsof the theta-joinonly dependon variables
in the directly enclosingscopes. In the more generalcase,however, they may depend
on variablesin higher scopes. Figure 4.17(a)shaws the tree of scopesfor the general
casewherethe namedscopes depictsthe innermostscopethat bindsa variable,which
appeardreein e, or e,. Becauseeithere, or g, needto accesshis variablebinding, the
innerfor loop hasto be evaluatedin dependencef scopes,. The sameappliesfor e,
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(a) Loop-lifted com-  (b) Compilation with join (c) Compilation with join

pilation without join recognitionapplied recognition applied includ-
recognition ing return clause transla-
tion

Figure4.17: Tree of scopedfor the generaljoin pattern. The nestingof the scopesfor

the loop-lifted translationcompileseverythingin the innermostscopesgy, (a). The join

recognitiorbreakauptheargumentsf theeq operatomandshiftsthemto thehighestouter

most)scopepossible(b). The outerof the both scopess; ands, determineghe common
scopesg, whichis usedto link bothinput relationsof thetheta-join. Thereturn clauseis

compiledin dependencef the currentscopes, andthe bothargumentscopegc).

which for the samereasorhasto be evaluatedin dependencef scopes,. Thejoin-aware
compilationexploits thesedependencieand compilesthe expressione; in scopes, and
for $v in ep return e in scopes (seeFigure4.17(b)). Becauseboth scopesmay
dependbnacommonsubsebf scopesye furthermoredeterminea commonscopes., that
correspondso the outerscopeof the scopess; andsy*. Thecommonscopes; is necessary
to link the two theta-joinarguments.Otherwiseboth expressionsaretreatedasif they are
completelyindependentwhich leadsto the duplicationof the surroundingscopeqSo-<)-
For QueryQ1g scopes andscopes; is theoutermostscopesy. Scopes, matchescopes,
because; referencewvariable$u, whichis introducedn this scope(seeFigure4.15(b)).

TheinferenceRule JoIN in thefollowing refersto thesethreenamedscopes.in order
to apply the relationaljoin, its agumentsneedto be mappedto their commonscopes..
The respectre map relationscorrespondo joins alongthe scopehierarcly, indicatedby
theellipsisin line (8) and(12). Furthermorew.l.0.g. we assumescopes, to be nestedn
scopes. Thecompilationof an XQueryjoin startswith the mappingof the rst theta-join
argumentusingthe loop relationaswell asthe variableervironmentl” of scopes, (line
(2) of Rule JoIN). Thefor loop of the join patternis compiledin dependencef scope
s usingthe secondheta-joinagumentasreturn clause(seelines (3) to (7)). Insteadof
mappingbacktheresult like in Rule FOR, theintermediataesultsareextendedwith their
valuesandtheoutercolumnof thecommonscopes;. While thismaybea concatenationf
severalmaprelationsfor the rst argumente; (from scopes; to scopesy), it is only thelast
maprelationfor thesecondargumente; (mag;.y)). Theouter columnof thecommonscope
s links thetwo theta-joinargumentgo avoid resulttuplesin non-matchingterations.(see
line (11) of Rule JoIN). Without the join predicateon the outer columns,the loop-lifting

“4In thefollowing, we assumav.l.0.g. scopes; to bethe commonscopes..
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from scopesy to scopes; would beappliedtwice (for eachtheta-joininputargumentonce).

@ €r:kind
@ Foymap,; Ak e (au;41)
@ [ismap;A; bk en Z (gin;A2)
@ &tin = pinner.hter;posi;l(Qin)
5 v= X Thter:inneritemkind (€Xtin)
(6) Wap(i;v) = Thuteriter:inner (€Xtin) 3 ‘o
V$Vn € i - $Vn — Thter:inner.positemkind  Gn O iter= outer map;.,) * {$v—av};
mag.); A2 - € 2 (G; A3)
®  Mafco) = Touterinner MaPc,c+1) O - O MaP; 1.0)
9  Oiextended= Tltery:iter;value :valueouter;: outerl Map(c;) O inner=iter d1 0 item= ref Az [Kind]
(10 Q2extended= Tliterz iter;valuey:valueouten,:outer map(| v) Dinner=iter 02 them: ref Az[kind]
1y Gjoin = Thtery;iter, Ch@gendedn p(value;value)” outer, = outer, J2textended
1z Mafgk = Touterinner Mafo0+1) O -+~ O MaARK; 13k) .
13 joingmapped= Triterl:inneniteriz map ek (](:] outer=iter; Jjoin
@4 toin = Pinnertiteryiter»i;1 Tjoinenapped
1y  MaRuk+1) = Thouteritery:inner (EXtioin)
(16 %vqmappedf Thter:inner.positemkind (Qv O iter=jter, eXtjoin) ‘o
V@%Vn €lk:$vn = Thter:inner,positentkind ~ On O iter= outer MaQk+ 1)
+ $v— Qvenapped ;s MaPk:k+ 1) ;A3 F €return 2 (Greturn; A4)
s Tmap;Atfor $yin enreturn if p(ey;e) then gewmelse () -2 -

(17)

Tliter:outer,pospos;itemkind  Ppos :titer;pos =outer,1  Ureturn O iter=inner MaRk:k+ 1) AV

(JoIN)
QueryQqg probablydemonstratethe needfor this additionalpredicatebest:
8
% fgr $t in (10, 10)
fog $u in (30, 20)
< forygvin (1, 2, 3) (Q1o)

E S‘g S, where $u eq $t * $v
return "match"

Query Qq9 containsa relationaljoin and hasthe sameXQueryjoin patternas Q7 and
Qus. In contrastto the former two examples,it iteratesover $t thuscreatinga four-item

sequencasresult. The scopes, requiredfor the expressiore; is scopesgq, andthe scope
of the patternfor loop s aswell asthe commonscopes; correspondo scopes. For
the rst join agument$u the theta-joininput relationis the four-item sequenceshavn

in Figure4.18(a)andthe secondoin agument($t * $v) is displayedin Figure4.18(b).
Becauséothrelationsareloop-lifted throughscopes;, we have to addthe additionaljoin

predicateon the outer columns.Otherwisewe would apply the outermostfor loop twice

(resultingin 8 matches).

If the commonscopes. matcheghe outermostscopesy, like in QueryQis, the outer
relationof scopesy containsonly thevaluel andthejoin predicateontheouter columnsis
alwaystrue (seeFigure4.19). Thereforethe comparison®f the outer columnsaswell as
themappingof thesecolumnscanbe skippedcompletely

With the evaluationof the theta-joinin line (11) of Rule JoiN, the matchingiterations
arein scopes, (iter;) andscopes, (iterz). They needto be mappedo the currentscopesg
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iter1 values; outery iterp valueso outery

1 30 1 1 10 1
2 20 1 20
3 30 2 30
4 20 2 10
20
30
(a)$u in scopesa (rextended (b) $t * $v in scope s¢ (c) Resultof theta-join
(G2extended in scopes (Qjoin)

Figure4.18: Inputandresultrelationsof theta-joinin QueryQig

iter1 values; outery iterp valuess outery iterq iterp
1 30 1 1 10 1 13
3 30 1

(a)$u in scopesy (Qiextended (b) $t * $v in scope s, (c) Resultof theta-join
(G2eextended in scopesy (djoin)

Figure4.19: Inputandresultrelationsof theta-joinin QueryQig

becausehereturn clauseeaym mayusevariablesntroducedn this scopeandtheresult
of thejoin patternis expectedto bein scopes, aswell. The rst stepin the compilationis
thecreationof themaprelation,whichmapsfrom scopes, to scopesc. Extendingthetheta-
join resultwith the maprelation(map ) resultsin arelation(gjoinemapped thatstoresfor
eachiterationin scopes (iter1) the offsetsof thetuplesin the originalinnermostfor loop
(iter2), which areretainedby the conditional(theta-join). The following row numbering
that usesthe two columnsassortingcriterion prepareghe mappingfrom scopesi to Ske
(seeFigure4.17(c)). Theremainingcompilationof thereturn clauseeeym aswell asthe
backmappingroceeddik e every regularfor loop compilation.Theonly differenceis the
transformatiorof the variable$v, which is mappedrom scopesig, usingtheiter, column
of theextendedoin result(extjoin).

The theta-joinresultsof Query Q1 and Query Q19 are alreadyin scopesg, which
matchesscopes, and sq,, respectiely. The row numberingsgeneratenen denseinner
columns,which, togethemwith the columnsiter; asouter columns,from the maprelations
to the scopesqe,. Thevariables$v aremappedo scopesyq, by joining their representation
with theiter, columnsof the extendedjoin results.In scopesyy, of QueryQg variable$v
storeghevalue3in the rst iterationandthevalue? in iteration2.

4.4.3 Existential Semantics

Generalcomparisonsn XQuerylike, e.g., =, <, and>= are existentially quanti ed com-
parisonsthat may be appliedto operandsequencesf ary length. The resultof sucha
comparisoris trueif thereexistsatleastonepair of values,which producesa matchusing
the correspondingaluecomparisoroperator The sameappliesfor the quanti ed expres-
sionsome During the XQueryCorenormalizatiorall quanti ed expressionsaretranslated
into conditionals nestedor expressionsandvaluecomparisongdepictedn the normal-
izationof QueryQzg to Q21).
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far $u in (30, 20)

< foi, $vin (1, 2, 3)
ss. _  where $u = $v * 10 (Qz0)
o return "match"

QueryQyo returnsthe sameresultasthe QueriesQ;7 andQsg, but usesa generalkcompar

ison (namely= insteadof eq). With statictype checking,all threequeriesarenormalized
to QueryQqs. If we howeverignorethe statictype checkingQueryQog getsnormalizedto

QueryQo21:

fgr $u in (30, 20) return
fog $vin (1, 2, 3) return
if (emgpty (for $tmp; in $u return
if (emptyg (for $tmpz in $v * 10 return
% < if ($tmpy eq $tmpy)

S Suvemp emp, . then 1 © (Qa1)
N3 g M © else ()
% then ()
" else 1))
then ()

else "match"

Thetwo additionalfor loopsovertmp; andtmp, ensurethatthe valuecomparisorin the
innermostscopeonly works on singlevaluesinsteadof sequencesThe additionalempty
function callsareusedto restrictthe evaluationof thereturn expression'match” to the
sequencesyhich have at leastone matchingvalue. The generalpatternsfor an XQuery
join with existentialsemanticgP,) is almostidentical:

for $v in en return
if (empty (for $tmp; in e; return
if (empty (for $tmp, in e return
it (p(tmpy;tmpy))
then 1
else () - ®
then ()
else 1))
then ()
else  €eurn

Similar to the simplejoin patternP;, four subexpressiongey, e1, €, and&aurn) andthe
join comparisornp canbe extracted. Thethreeconditionsfrom the simplepatternhave to
beful lled for this extendedpatternaswell. XQueryjoins, whereoneargumentcontainsa
list of valuesandthe othera singlevalue,arematchedby additional,but similar, patterns.
All thesepattern however, sharethesametranslation. Theexistentialsemanticeffectonly
theresultgeneratiorof the theta-join,which producegluplicateresulttuplesif morethan
one matchper sequenceccurs. An additionalduplicateelimination stepduring or after
thetheta-jointhereforehasto ensurehe correctnessf theresult.

QueryQy; is similar to the QueriesQ17, Q1s, Q20, andQz; andonly differsin the rst
comparisorargumentthatconsistof alist of valuesinsteadof a singlevalue((20, $u)):

g fgr $u in (30, 20)

< fog, $vin (1, 2, 3) ) Q)
2 S, where (20, $u) = $v * 10 22
Tt ety "match”
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itery valuesy
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1 30
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2 20
(a) (20, $u) (b) $t * $v (c) Theta-join re- (d) Theta-join re-
sult without dupli-  sult with duplicate
cateelimination elimination

Figure4.20: Inputandresultrelationsof theta-joinin QueryQz»

iter1 valuesq iterp valuesao itery iterp

1] 30 1| 10 1)1
2| 20 2| 20 1] 2

3| 30 2|1

(a)Pruned(20, $u) (b) Prunedft * $v (c) Theta-joinresult

Figure 4.21: Prunedinput and result relationsof inequality theta-join (replaced= in
QueryQ2z by <)

Figure 4.20 shavs both input agumentsof the theta-joinaswell asthe resultwith and
without duplicateelimination applied. Becausethe commonscopes. is the outermost
scopesy, the outer columnsandthe correspondingpin predicateareomitted.

sincethe duplicateeliminationcanbecomeexpensve with increasingdlocumensizes,
we extendedour join translationwith more intelligent duplicateelimination operations.
For the equalityjoin, we addeda dynamicevaluationstrategy, which samplegshe theta-
join input relation and decidesat runtime betweentwo solutions. The rst one usesa
HashJoin implementatiorwith aduplicateeliminationandsortingstep(to re-establistthe
orderawareness)Thesecondstratey is aNestedLoopJoin, which preseresthephysical
orderandprunesthe duplicatesduring evaluation.

Theta-joinswith inequality predicatesyhich have to copewith existentialsemantics,
caneven prunethe duplicatesbeforethe evaluationof the join. For both theta-joininput
arguments,dependingon the predicatep, the maximumand accordinglythe minimum
valuegroupedby iterationsis determined Thetheta-jointhenonly producenetuple per
combinationof iterationsat most.

If we replacethe = operatorin QueryQ,, by a > operatoy the input relationsstaythe
sameasdepictedn Figure4.20(a)and4.20(b). Thepruningstepfor theinequalityoperator
> however looks up the maximumvaluesgroupedby iterationin the rst agumentandthe
minimumvalues(again periteration)in thesecondheta-joinargument.Figure4.21shavs
the prunedinput aswell asthe outputof theinequalityjoin. The rst agumentis reduced
to thevalue30in iteration1 and20 in iteration2. The secondargumentstaysunchanged
sincetherealreadywasonly valueperiteration.
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Chapter 5

Experiments

After the explanationof our compilationschemeanddescriptionof the variousoptimiza-
tionsit is time to deliver the hardfacts.We thereforeshav the bene t of the optimizations
describedn Sections.1-5.4.Becausehe mainfocusof this work wasto build a scalable
XQuery system,we demonstratehe performanceof our implementationron XML docu-
mentsupto 11GB in Section5.5. We completeour experimentakvaluationby comparing
theimplementatiorof Path nder/MonetDB(MonetDB/XQuery)[22] to otherapproaches.

Ourexperimentatiorplatformwasa 1.6GHz AMD Opteron242(1MB L2 cache)sys-
temwith 8 GB RAM anda RAID-5 disk subsysten(3ware 7810, con gured with eight
250GB IDE disks of 7200RPM). The operatingsystemwasLinux 2.6.9,usinga 64-bit
addresspace In the experimentswe focusedon the XMark benchmarlf25], which con-
sistsof 20 queriesandis themostfrequentlyusedbenchmarko evaluateXQueryef ciency
andscalability The rst columnof Table5.1 shavs the tasksof the differentqueries(see
alsothe completeXMark querysetin AppendixA). With the XML generatofrom the
XMark project, XMLgen we generateddlocumentf sizes11MB, 110MB, 1GB, and
11GB (scalingfactor0.1to 100).

For the XMark testsetthe querycompilationtimesvary between60 and 100 ms. A
11MB XML documentinstanceis loadedin 835 ms andits queryresultis serializedin
lessthan50 ms (exceptfor queryQZ10thatrequires690 msasit returnsa large partof the
document).For all following experimentswe excludedqueryparsing,documentioading,
and serializationtimes thus measuringonly the pure query evaluationtime. Eachquery
wasevaluated5 timesin a row andthe optimumwaschosen.We only obsered a small
variancein the measuredalues,andall measurementsereeasilyreproducible.

5.1 Order Awareness

We usedtwo differentversionsof the Path nder compilerto generateMIL codefor the
XMark queries,which wasthenevaluatedon a 110MB XML document. The rst ver

sion usesexplicit sortingto supportthe row numberingoperatorgmark and mark_grp)

andaccesseall availablealgorithmsin MonetDB. The secondversionthatappliesthe op-

timization describedn Section4.1 usesonly the order preservingoperatorsand avoids
sortingasmuchaspossible.Figure5.1 shavs both versionsnormalizedto the evaluation
timesof thenonorderpreservingrersion.For all querieshe orderawareversionperforms
better In mostcaseswe obsere animpraovementof morethanfactor2. QueryQ1 evalu-

atesaparticularlysimplequery which containsonly a smallnumberof orderoperationsit

is quiteremarkablehatthe overheadof the sortingoperationss about40% of the overall

evaluationtime.
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Figure5.1: Bene ts of orderpreservingoperatorsThe evaluationtimesarenormalizedto
the non-ordempreservingmplementation.The orderpreservingvariantshavs an average
performancemprovementof factor2.3.

5.2 Loop-Lifted Path Steps

Figure5.2 shaws the effect of usingloop-lifted staircasgoin. We again usedthe 110MB
XML documentandnormalizedthe evaluationtimesto themeasuredimesfor theoriginal
version(seebroadlightgray bars). While the original versioncalls the basicstaircasgoin
for eachiterationseparatelytheloop-lifted staircasgoin evaluatesa pathin onesequential
pasoverthepre|size tablefor multiple sequencesf context nodesn onego. In theXMark
benchmarlonly thechild andthedescendant stepsarerelevant.

Theleftmostnarrav bar of eachqueryshaws the speedumchiesed by the loop-lifting
of thechild stepalone. The performanceémprovementsarealreadyof a factor2, if we
ignorethe queriesQ6 and Q7, which do not containchild steps. The queriesQ8-Q12
furthermorespenda large partof their evaluationtime on an XQueryjoin andQ14requires
mostof its executiontime in the evaluationof a full-text searchandits preparationQuery
Q1 spendsnostof its timein pathstepsn the outermostscopewith only asingleiteration
andtheremainingpartin nestedpathsteps.The overheador evaluatingthe lifted version
in the outermostscopecompensatethe performancegain in the nestedscopes.Queries
Q15and Q16 arean even betterexample. Both queriesevaluatea particularlylong path
expressionof 13 steps. While query Q15 doesevaluateall stepsoutsideary for loop,
queryQ1l6usesall resulttuplesof the fourth pathstepasone-itemcontet nodesequences
for theremainingsteps.The correspondingerformanceesultsarenot surprising.Query
Q15 paysfor theunnecessargtatekeepingof the loop-lifted variantand Q16 exploits the
new algorithm.

The secondharrav barfrom left in Figure5.2 displaysthe performancémprovement
of theloop-lifted descendant pathstep(withoutloop-lifting thechild axis). QueriesQ1,
Q4,Q15,andQ1l6 eithercontainno descendant stepor evaluatesucha locationstepon
text nodesor attributesonly. The descendant stepsfor mostotherqueriesareimplicitly
addedby thetranslationof the element constructar The only explicit descendant loca-
tion stepsareusedin the queriesQ6, Q7,andQ14. For queriesQ6 and Q7 this speedsip
the evaluationby morethana factor2. In Q14the full-text searchmentionedearlierand
thechild pathstepsnarrav theimprovement.

The combinationof both loop-lifted child andloop-lifted descendant step,illus-
tratedin the secondcharrav barfrom right, nicely addsup the performancemprovements
of the previoustwo versions.lgnoring queriesQ1 andQ15that suffer from the additional
statekeepingof the loop-lifted versionswe obtaineda performanceyain by a factor10in
mostqueries.

Theearlynameandkind testoptimizationintroducedn Sectiord.2.4is representety
theright-mostnarrav barin Figure5.2. Its applicationis mostobviousin the queriesQ1
andQ15. In bothcasesye seeaclearperformancelecreaselhereasonsrethecandidate
lists, which are not selectve enough. Aligning theselists becomesnore expensve than
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iterative child and descendant step

]
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Figure5.2: Bene tsof loop-lifted staircaséoin. Thefour optimizationgnarrav bars)shav
the performancegain in comparisorto theiterative applicationof the basicstaircasegoin.
Theloop-lifting of child anddescendant stepsigni cantly speedsip the evaluationof
mostqueries.Thebene tsof the earlynametestscanbe seenby comparingthe two right-
mostnarron bars.

applyinga post- Iter onthe smallresults.On the otherhandtherearethe queriesQ6 and
Q7 whoseexplicit descendant stepsclearly bene t from the early nametests. Without
the nametest, thesepath stepsproducequite large intermediateresultsthat dominatethe
overall cost. Sincethe nametestis quiteselectve for them,usingearlytestsyieldsanother
factor6 and12 for Q6 andQ7, respectiely, thusresultingin an overall improvementof
factor15 and?25, respectrely. For all otherqueriesthe selectionpushdavn in the child
locationstepsresultsin minor performancehanges.

5.3 Interfaces

In comparisorto the otheroptimizationsusingthe differentinterfacesdoesnot introduce
betterevaluationstratgies.Insteadijt exploits moreknowledgeabouttheappliedstrateies
andthusavoids unnecessargperations.In caseof the valueinterface,the insertionwith
duplicateeliminationcanbeavoided. For thenodeinterfaceit is theadditionalpathstepas
well asthe storageoverheadandfor the pathstepinter
facethetwo orderoperationsarenot needed. 2 e vith valie interiace”
Thereforenofurtherjusti cation for theapplication 1
of theseinterfacesis necessaryNeverthelessve com-
paredthe evaluationtimesof queryQ214 usingthe nor
mal andthe valueinterfacefor the input algumentsof
the contains functionto getanideawhatimpactthis
optimizationhas. The valueinterfaceavoids the inter- o
mediatestorageof an especiallylarge part of the doc- 11mMB  110MB  1.1GB
umentin the string relation. The additionalMIL code
of thenormalinterfacefor theinsertion,duplicateelim-
ination, andvaluelookup requiredabout25 percentof
the overall evaluationtime for all documentsizes(see
Figure5.3).

normalized execution time
o
(o2}

Figure 5.3: Bene ts of avoiding
normal interface. Queries Q14
performsabout25% fasterfor all
sizesusingthevalueinterface.

5.4 Join Recognition

Without join detection,our implementatiorrequiresminutesto evaluatethe XMark join
gueries(Q8-Q12)onthe 11MB XML documentandlargerinstancesio not nish within
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hours,dueto excessve resourceconsumptionThe 2 loop-lifting [11MB] ]

| join

reasonfor this behaior is the generationof huge
intermediateresultsin the size of Cartesianprod- 10
ucts, a consequencef loop-lifting. With the join
optimizationdescribedn Section4.4, we areable
to signi cantly increaseheperformanceWith join
detection XQueryjoin querieson large documents
(11GB) canbe evaluatedin interactve time. Fig- 01
ure 5.4 (usinglogarithmic scale)shaws the results

ofthe veXMark join querieswith andwithoutjoin  Figure5.4: Bene ts of XQueryjoin op-
recognitionapplied. For the queriesQ8, Q9, and  timization. QueriesQ8, Q9, and Q11
Q11 the performanceémprovesby morethantwo  perform over a 100 times fasterwith
ordersof magnitude! join recognitionapplied.

Q8 Q9 Q10 Qi1 QI2

5.5 Scaling

With theoptimizationsdescribedn Chapte#t, wewerenotonly ableto improve our perfor

manceby up to threeordersof magnitude put alsoreachedur goal of a scalablesystem.
MonetDB/XQueryis ableto query documentsup to 11GB size achieving linear perfor

mancescaling. Figure 5.5 shavs the performanceesultsnormalizedto the elapsedime

onthe 110MB documentagain with logarithmic scale). With the documentsizesgrow-

ing exponentially(11MB, 110MB, 1GB, 11GB), thegraphshavs thatMonetDB/XQuery
scaledinearly with the documentsize. To be moreprecise,it scaleswith the size of the
biggestintermediateesult,whichis limited in mostcasedy thedocumensize.

DNF DNF
10000 @ L OB o
- 2~ 1.1GB 1
© e 110 MB
£ 1000 = g g MB T
< L ¢ ¢ ¢ 4
o *
§ A A
& L |
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% [ g o0 H o o O 1
i Lo ]
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Ql Q2 Q3 Q4 Q5 Q6 Q7 Q8 Q9 Q10 Q11 Q12 Q13 Q14 Q15 Q16 Q17 Q18 Q19 Q20

Figure5.5: Scalabilitywith respecto documensize. All evaluationtimesarenormalized
to thetime onthe 110MB document.The only quadraticallyscalingqueriesare Q11 and
Q12,whichdid not nish theevaluationof the 11GB document.

While mostqueriesscaleperfectlyfor the sizesabore 110MB, they seemto gain less
thanfactorl0from 11to 110MB. Thereasonaretheparsingcostsof thelargeMIL scripts
aswell asthe initialization costs. These x ed costsslow down the otherwisevery fast
gueries(e.g., queryQ6 evaluateghe 110MB instancein just 50 ms). For largerdocument
sizesthesecostsbecomenggligible.

The queries,which do not scaleperfectlylinear with the documentsize, arethe join
queries(Q8—Q12),whosejoin resultis biggerthanthe input documentand query Q14,
whereexcessie memoryconsumptionmakes our systemstartswappingto harddisk for
the 11GB document.Two of the ve join queries(Q11andQ12)evenfail to completeon
the 11GB documentsize. The bottleneckin both queriesis a theta-join(comparisorvia
>) thatgeneratesn intermediateesultwith about120Gtuplesfor the 11GB document
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(with 16G tuples). Thus any XQuery systemmustnecessarilyexhibit quadraticscaling
with documensizeonthequeryQllandQ12.

5.6 SystemComparison

After shawing the advantagesf the applied optimizationsand the resulting scalability
we will nov compareour approachagainsttwo other XQuery systems. The testsetis
oncemorethe XMark benchmarlat scalingfactors0.1to 100 (which yield documentof
respectiely 11MB to 11GB).

The rst referencesystemis the latestversionof Galax (0.5.0) asthe mostpopular
andwell known "native” XQueryenginein open-sourc¢ll]. Galaxis a le-oriented im-
plementationwhich parsesthe referencedXML documentsfor eachquery This often
dominateghe evaluationtime. To comparefairly, we usedthe monitor featureof Galax
andselectednly therunningtimesfor the evaluationphase.

The secondreferencesystem,a natve XML databasesystem,is the currentversion
of X-Hive (X-Hive/DB 6.0), which claimsto be the "The fastestandmostscalablexML
databasepowvered by openstandards’{26]. Performancegures in [9] attestX-Hive a
high scalability which corvincedusto includeit in our evaluation. For X-Hive again we
measureanly the queryevaluationtime.

11MB 110MB 1.1GB 11GB
operation: Galax X-Hive Pf/IM Galax X-Hive PfIM X-Hive PfiIM PfIM
selection 0.06 0.37 0.04 0.72 1.29 0.18 9.9 1.2 13

Q

1
positionalpredicate 2 0.03 045 0.06 0.31 1.75 0.30 330 24 25
valuecomparison 3 014 0.65 024 1.76 566 148 25.1 125 126
documenbrder 4 022 0.0 0.06 291 1.00 045 18.1 3.8 36
implicit casting 5 0.05 0.13 0.05 0.63 0.90 0.16 20.7 1.2 11

6 130 1.07 0.02 13.29 10.17 0.05 178.1 0.3 3

7 268 157 0.03 30.01 24.84 0.07 2784 0.4 4
join 8 0.16 0.85 0.12 2.12 3.51 0.74 49.1 104 208
nestedoins 9 113.23 32.25 0.16 DNF 12280.6€ 0.87 DNF 12.9 289
join, elementconstructiony10 1.74 5.28 0.64 18.61 442.37 5.05 DNF 55.0 1882
11 2.62 98.91 0.16 DNF 19927.2¢ 3.28 DNF 872.5 DNF
12 1.44 23.39 0.12 DNF 5100.19 1.66 DNF 150.7 DNF
resultreconstruction 13 0.03 0.10 0.06 0.66 1.03 0.21 129 1.3 13
full text search 14 192 0.72 0.17 99.53 11.16 1.40 110.2 13.7 959
15 0.02 0.03 0.08 0.20 0.49 0.27 106 1.7 16
16 0.03 0.03 0.09 0.46 0.52 0.26 109 1.8 18
17 0.06 0.09 0.06 0.82 0.85 0.29 118 2.6 26
userde®nedfunctions 18 0.07 0.0¢ 0.04 0.73 0.64 0.13 14.8 0.9 9
orderby 19 1.17 0.67 0.10 14.73 12.15 0.55 2545 5.3 88
aggreation 20 0.28 0.11 0.17 2.98 1.40 0.62 246 49 50

descendardteps

joins ongeneratedalues

long path(child steps),
fn:not, fn:empty

Table5.1: Overview of XMark queryevaluationtimes(elapsedime in seconds).

Table5.1lists our full experimentalresults. Galaxnumbersare availableonly for the
11MB and110MB XML documentssinceit fails to loadthe 1GB le. For the simpler
gueriesonthe11MB le, Galaxis on parwith the othersystemsandsometimegperforms
fastestlthoughby a small magin. For the samequeriesonthe 110MB documeniGalax
alreadyloosessomeground but still completesheevaluationin reasonabléme. Themore
expensve queriesfor Galax arethe oneswith descendant steps(Q6 and Q7), the join
queries(Q8—Q12),the full text search(Q14), andthe order by implementation(Q19).
While Galaxseemgo spotthe joins in queriesQ8 and Q10, it fails to do so otherwise.
Again the performancaifferenceon thesetwo queriesincreasesvith groving document
size. The otherthreejoin queriescrashedon the 110MB documentwith materialization
outof boundserrors,mostprobablydueto the quadratigoin compleity.

X-Hive behaes similar to Galax for most queries. We could speedup the evalua-
tion on a numberof queriesby creatingvalue indiceson the pathsbuyer/@person and

67



profile/@income . Thanksto theseindicesit evaluatesthe join query Q8 fastaswell.
However, the quadratigperformancen Q9—Q12indicateshatsuchindicesonly helpona
small classof queries.As soonasqueriesjoin intermediatequeryresults,indicescannot
be usedandperformancelegradesstrongly

For the querieswith descendargteps(Q6, Q7,andQ14) ourimplementatiorof loop-
lifted staircasegoin clearly outperformsboth othersystems.The sameappliesfor the join
gueries(Q8-Q12),wherewe canbene t from our join recognitionlogic. The remaining
guerieswhosemaintasksaredatabaseperationgfull text searchin Q14andorder by in
queryQ19),furthermoreshav the big differencebetweerthe maturealgorithmsof there-
lationaldatabas®&onetDB,the stand-alonémplementatiorGalaxandthe native database
X-Hive.
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Chapter 6

Conclusionsand Outlook

This work builds on an XPath awarerelationalencodingof XML trees[13, 17] anda re-
lational XQuery compiler[15, 16] to turn a relationaldatabaséack-endnto an XQuery
processar It combinesthe conceptof the XML documentencodingandthe XQuery se-
guencesncodingn astorageschemewhichis applicablen theMonetDBdatabaseBased
onthisrelationalencodingwe enhancetheinferencerulesdescribedn [16] with moreex-
plicit storagenformation. Furthermorewne extendedthe mappingwith additionalXQuery
constructg(e.g., conditionals,constructorsand order by) to supportlarge partsof the
XQuerylanguage The mappingof XQueryto MIL in Section3.5, which alsocorresponds
to the practicalpart of this thesis,appliedall theseideas. Togethemwith the optimizations
developedin thiswork, we deliverednot only a proof of conceptut alsocreatecafastand
highly scalableXQuerysystem[3].

Otherattemptof building anXQueryprocessoontop of arelationaldatabasékee.g.,
Microsoft's SQLServer2005[24] extendtherelationalback-endvith additionaloperators
that copewith the different XQuery constructs(e.g., the for expression). Suchimple-
mentationsaswell asnative XML databassystemsould overcomethesespeci ¢ XQuery
operatorduy integratingour compilationscheman their work. The changesvould bere-
strictedto the documentstorage the pathstepevaluationandthe nodeconstructors.The
supportof XQueryandSQL/XML [18] would thenbe a matterof additionaloptimization
rulesinsteadof a new, full- edged evaluationengine.

We believe, however, thatexchangingthe encodingandstorageof XML documentsas
well astherelationalback-endVionetDB may provide a signi cant performancealecrease.
The reasonis that the densepreorderranksof our XML documentencodingsupportthe
XPathlocationstepsespeciallywell. In MonetDB,evaluatingpathstepsmapsto positional
lookupsin arrays. If our systemwas bacled just by ordinary B-tree index lookups, we
expectedasigni cant dropin performanceln contrastyariable-lengttsurrogatessuchas,
ORDRATH labels[23], aredesignedo allow “low-cost” updatesvhile still encodingdocu-
mentorder However, fastupdatesomeat the expenseof higherstorageandmanipulation
costs(positionalskippingis not possibleandindex lookupsmustbe usedinstead).

In our pre/size encoding,structuralupdateson the other hand are consideredo be
problematic(i.e., physical costlinear to documentsize), becausdhey causeshiftsin all
preorderranksafter the updatepoint. Furthermorethey requireupdatesof the sizeval-
uesof all ancestorssuchthatthe root of the tree becomesa locking bottleneck. In [4],
we shaved how such problemscan be avoided by updatingthe size of ancestoraising
delta-incrementsyhich are transaction-commutat operations. The proposaladdition-
ally reduceghe physical costto the minimum (i.e., linear to updatevolume)by carefully
exploiting thevirtual columnfeatureof MonetDBto storeprenumbers.

In Chapted, we focusedonthe optimizationghatpromisedo improve theimplemen-
tationmost. In [9], wherethe authorsdescribean XQuerycompilerthatwasoriginally de-
signedto emit SQL code two of theseoptimizationsnamelybuilt-in orderawarenessnd
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XQueryjoin recognitionwerealsorecognizedskey featuredo processXML document®f
serioussize.While their XQueryjoin patternresembleshequerypatterndiscussedn Sec-
tion 4.4,it largely remainsunclearhow to derive arelationaljoin plan. Performance-wise,
we really reapthe bene ts of usingan extensibleRDBMS kernelasan XQueryruntime
ernvironment:the XMark benchmarkgures obtainedheresurpasshosereportedn [9] by
two ordersof magnitude.

While theseoptimizationsimprove our implementatiorsigni cantly, a greathumber
of optimizationshasnot yet beenexplored. One decisionthat we never comparedwith
otheropportunitiesvasthe designof our storageschemelt is thereforenot clearwhether
splitting up all documentfragmentsinto different containersor one big setof relations
would bea betterchoice.We alsotestedonly scenariosvith singledocumentsit couldbe
interestingto analyzequerieswhich operateon alarge collectionof documents.

In this work, the eliminationof commonsub-epressionss donein a very nave way,
whichleavesalargenumberof themundetectedin Path nder/MonetDB variablebindings
of XQueryvariablesareevaluatedonce. This, however, restrictsthe numberof eliminated
commonsub-e&pression®nly to variablesn the XQueryexpressionln XMark queryQ20,
for example thesamepathstepsareevaluatedhreetimes. An equivalentversionthatbinds
thesestepsto a variablewould performfaster Othercommonsub-epressioreliminations
occurwithin XQueryconstructswherethe sameexpressionge.g., the input sequencef
afor loop) areevaluatedonly once,andbetweenxXQuery constructswherethe expres-
sionsof the differentloop relationsare evaluatedonce. A real commonsub-&pression
eliminationthuswould certainlyimprove ourimplementationTheimpact,however, is yet
unknown.

With the decisionto keepall intermediateresultssortedon iter and pos, we restrict
ourselfagainto anaive mapping.Thekeyword unordered , aggreatesandXPathlocation
stepsfor examplecould utilize morealgorithmswithout our orderconstraints More work
onthistopicwill berequiredin thefuture.

The join recognitionis anotheroptimization,which is far from complete. The main
problemis thatthejoin patternworkson normalizedXQuerycoreexpressionsWhile our
patternamatcha large numberof XQueryjoins, they will be alwaysinferior to simpli ed
patternonrelationalalgebra.n [14], theauthorsketchedhe propertiemecessarfor such
morerobustjoin patterns.

While thiswork alreadyprovidesafastandscalableXQueryprocessaqitheimplementa-
tion doesnot offer enoughsupportfor alarge numberof optimizations:With the mapping
to MIL, we loosetoo muchcontet information, whereasormalizedXQuery Core may
be too abstractfor someoptimizations. As an intermediatestepbetweenthe normalized
XQueryCoreandMIL, we will thereforeuseanannotatedelationalalgebralike theone
describedn Section3.2, in the future. As the mappingrulesfrom XQueryCoreto rela-
tional algebraarealreadyprovidedin Section3.4,we canfocuson the optimizationof the
relationalalgebra.

Algebraicoptimizationshave provento bevery successfuin relationaldatabasenan-
agementsystemsand various approacheso implementXQuery processorsalsorely on
algebrasas the basisfor possibleefcient optimizations. Timber [19], Natix [12], and
Galax[11] eg., all usealgebraghatarespeci c to their respectie XQuerysystem.These
algebragdry to utilize the specialfeaturesof XQuery.

In contrary our approach— using pure relationalalgebra— leveragesmnatureopti-
mizationtechnique®f relationalsystemsPropertiedik e (multi-valued)dependencieand
constantrelations,which were alreadyusedin the contet of relationalsystemsgenable
efcient optimizations(e.g., join recognition)in our approachaswell [14]. Additionally
otherXQueryspeci ¢ annotationdik e type andschemanformationmight becomeuseful.
Moreover valuableinformationfrom a more abstractievel, thatis requiredfor optimiza-
tionswhen nally generatinghe physicalqueryplans,may be storedasannotation.

Theoptimizedrelationalalgebraexpressioreasilymapsto anunderlyingdatabaséan-
guage.While this may be ary databas¢hat understandselationalalgebraplans,we will
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stick to MonetDB, which in the currentversionof our XQuery processomrlreadyproves
to bea goodchoice. Until this effort is completed MonetDB/>XQuery,the currentimple-
mentationof Path nder/MonetDBdescribedn this thesis,will provide a competitve and
scalablerelationalruntimefor XQuery.
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Appendix A

XMark Queries

XMark Q1

for $b in doc("auction.xml")/site/people/person[@id = "person0"]
return  $b/name/text()

XMark Q2

for $b in doc("auction.xml")/site/open_auctions/open_auction
return
<increase>
{ $b/bidder[1]/increase/text() }
</increase>

XMark Q3

for $b in doc("auction.xml")/site/open_auctions/open_auction
where zero-or-one($b/bidder[1]/increase/text()) * 2
<= $b/bidder[last()]/increase/text()

return
<increase
first="{ $b/bidder[1]/increase/text() }
last="{  $b/bidder[last()]/increase/text() }
/>
XMark Q4

for $b in doc("auction.xml")/site/open_auctions/open_auction
where

some $prl in $b/bidder/personref[@person = "person20"],
$pr2 in $b/bidder/personref[@person = "person51"]
satisfies ~ $prl << $pr2
return
<history>
{ $b/reserve/text() }
</history>
XMark Q5
count(
for $i in doc("auction.xml")/site/closed_auctions/closed_auction
where $i/price/text() >= 40
return  $i/price
)
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XMark Q6

for $b in doc("auction.xml")//site/regions
return
count($b//item)

XMark Q7

for $p in doc("auction.xml")/site
return
count($p//description) + count($p//annotation) + count($p//emailaddress)

XMark Q8

for $p in doc("auction.xml")/site/people/person
let $a :=
for $t in doc("auction.xml")/site/closed_auctions/closed_auction
where $t/buyer/@person = $p/@id
return  $t
return
<item person="{$p/name/text()}">
{ count($a) }
</item>

XMark Q9

for $p in doc("auction.xml")/site/people/person
return
<person name="{$p/name/text()}">
{
for $t in doc("auction.xml")/site/closed_auctions/closed_auction
where $p/@id = $t/buyer/@person
return
<item>
{
let $n :=
for $t2 in doc("auction.xml")/site/regions/europe/item
where S$t/itemref/@item = $t2/@id
return $t2
return  $n/namef/text()
}
</item>

}

</person>
XMark Q10

for $i in distinct-values(doc("auction.xml")/site/people/
person/profile/interest/@category)

return
<categorie>
{
<id>{$i}</id>
for $t in doc("auction.xml")/site/people/person
where $t/profile/interest/@category = $i
return
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<personne>
<statistiques>
<sexe>{$t/profile/gender/text()}</sexe>
<age>{$t/profile/age/text()}</age>
<education>{$t/profile/education/text()}</education>
<revenu>{fn:data($t/profile/@income)}</revenu>
</statistiques>
<coordonnees>
<nom>{$t/name/text()}</nom>
<rue>{$t/address/street/text()}</rue>
<ville>{$t/address/city/text()}</ville>
<pays>{$t/address/country/text()}</pays>
<reseau>
<courrier>{$t/emailaddress/text()}</courrier>
<pagePerso>{$t/homepage/text()}</pagePerso>
</reseau>
</coordonnees>
<cartePaiement>{$t/creditcard/text()}</cartePaiement>
</personne>

}

</categorie>
XMark Q11

for $p in doc("auction.xml")/site/people/person
let &I :=
for $i in doc("auction.xml")/site/open_auctions/open_auction/initial
where $p/profile/@income > 5000 * exactly-one($i/text())
return  $i
return
<items name="{$p/name/text()}">
{ count($l) }
</items>

XMark Q12

for $p in doc("auction.xml")/site/people/person
let $l :=
for $i in doc("auction.xml")/site/open_auctions/open_auction/initial
where $p/profile/@income > 5000 * exactly-one($i/text())
return  $i
where $p/profile/@income > 50000
return
<items person="{$p/profile/@income}">
{ count($l) }
</items>

XMark Q13

for $i in doc("auction.xml")/site/regions/australia/item
return

<item name="{$i/name/text()}">

{ $i/description }

</item>

XMark Q14
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for $i in doc("auction.xml")/site//item
where contains(string(exactly-one($i/description)), "gold")
return  $i/name/text()

XMark Q15

for $a in
doc("auction.xml")/site/closed_auctions/closed_auction/annotation /
description/parlist/listitem/parlist/listitem/text/emph/keyword/tex t()
return
<text>
{ $a}
</text>

XMark Q16

for $a in doc("auction.xml")/site/closed_auctions/closed_auction
where
not(
empty(
$a/annotation/description/parlist/listitem/
parlist/listitem/text/emph/keyword/text()
)
)

return
<person id="{$a/seller/@person}"/>

XMark Q17

for $p in doc("auction.xml")/site/people/person
where empty($p/homepage/text())
return

<person name="{$p/name/text()}"/>

XMark Q18

declare namespacelocal = "http://www.example.org";
declare function local:convert($v as xs:decimal?) as xs:decimal?

{
2.20371 * $v (- convert Dfl to Euro :)
I3

for $i in doc("auction.xml")/site/open_auctions/open_auction
return
local:convert(zero-or-one($i/reserve))

XMark Q19

for $b in doc("auction.xml")/site/regions//item
let $k := $b/name/text()
order by $b/location ascending empty greatest
return
<item name="{$k}">
{ $b/location/text() }
</item>

XMark Q20
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<result>
<preferred>
{
count(
doc("auction.xml")/site/people/person/
profile[@income >= 100000]

)
}

</preferred>
<standard>
{
count(
doc("auction.xml")/site/people/person/
profile[@income < 100000 and @income>= 30000]

)

</standard>
<challenge>
{
count(
doc("auction.xml")/site/people/person/
profile[@income < 30000]

)

</challenge>
<na>
{
count(
for $p in doc("auction.xml")/site/people/person
where empty($p/profile/@income)
return $p
)
}

</na>
</result>
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